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Preface
On behalf of the Local Organizing Committee, it is our pleasure to present the proceedings of the 16th International Micro
Air Vehicle Conference and Competition, which was held in San Andrés Cholula, Puebla, Mexico from November 3-7,
2025. For the first time, the IMAV had a physical event in Mexico.

These proceedings are available to the public as open-access publications, seeking to promote and contribute to the
advancement of the state-of-the-art in the area of small flying robots and their applications for the benefit of society.

The IMAV is a pioneering scientific-technological event in the field of aerial robotics and has been established as the
primary event for the communities of researchers dedicated to the study, development, and research of Micro Air Vehicles.
By participating in authentic competition scenarios, encompassing indoor and outdoor environments, as well as presenting
innovative solutions via conference papers, the boundaries of research in the field of Micro Air Vehicles (MAVs) are con-
tinuously pushed forward.

These proceedings contain twenty-one peer-reviewed scientific papers by seventy authors organized in four sessions
presented at the IMAV in 2025. The topics of these papers contain a nice mix ranging from aerial vehicle design and energy
sources to control, navigation and perception. Together, the papers give an overview of the current state-of-the-art in the
field of Micro Air Vehicles. Based on the quality of the scientific and technical contributions, papers were selected to be
published in two scientific journals: the International Journal of Micro Air Vehicles (Sage), and Unmanned Systems (World
Scientific).

We would like to express our sincere gratitude for the guidance and support of the members of the seventeen members
of the International Committee from thirteen institutes who guide IMAV overall, and the eighteen reviewers from seven
institutes, who played an important role in assuring the quality of all the papers. In addition to the presentation of the sci-
entific papers, keynote talks were delivered by experts in the field, whom we want to thank for their valuable contributions.
We also want to thank all members of the Local Organizing Committee for their invaluable support in the organization of
this IMAV-2025.

Last but not least, we extend our deepest gratitude to Christophe De Wagter for his invaluable support each year in the
edition and production of the IMAV proceedings.

San Andrés Cholula, Puebla, Mexico. November 2025

Jose Martinez-Carranza
General Chair
email: carranza@inaoep.mx
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Call for Papers

The International Micro Air Vehicle Conference and Competitions (IMAV) is a yearly event that aims at fostering key
technologies for the development of micro-air vehicles. Since early editions, the IMAV has offered a pioneer event format
where competitions are carried out alongside a two-day conference. Highly recognized members of the community are
invited to deliver keynotes, while academics are invited to submit research and technical papers. After a peer-reviewed
process, accepted papers are presented during the conference.

This edition of the IMAV will be held in the Universidad de las Américas Puebla (UDLAP) located in the city of San
Andres Cholula, in the State of Puebla, México. The conference will take place from the 3rd to 7th of November, 2025.

Call for papers
The call for papers for IMAV 2025 welcomed contributions to all aspects of MAVs, including, but not limited to:

Topics for scientific and technical papers include, but are
not limited to:

• Low Reynolds number aerodynamics
• Unsteady aerodynamics
• Smart morphing materials
• Propulsion set and new energy sources
• Autonomous navigation
• Autonomous Drone Racing
• Cooperation and formation flight
• Control theory and state estimation
• Computer vision for MAVs
• Sense & avoid Integration of UAVs in airspace
• Reconfiguration in unpredicted events
• New MAV architectures

• Characterization of noise emission for MAVs
• Low noise and noise mitigation

Dedicated applicative sessions will be set up for the fol-
lowing topics:

• Atmospheric research
• Archaeological research
• Search and rescue operations
• Industrial inspection
• Agriculture & environment
• Artificial Intelligence for MAVs
• Ethics & Regulations
• Societal impact of MAVs

Based on the quality of the papers and after a thorough evaluation by the IMAV’s international committee, selected
papers and finalist to the “Best Conference Paper Award” will be offered to be published in one of the following two
Journals: International Journal of Micro Air Vehicles and in the Unmanned Systems.

Venue
• Location: San Andrés Cholula, Puebla, Mexico
• This year, the IMAV 2025 conference will be hosted at UDLAP’s Auditorium Guillermo and Sofia Jenkinns.
• Event dates: 3-7 November 2025.
• Web site: http://www.imavs.org/2025
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Keynote Speakers

Agile Vision-based Flight
Prof. Davide Scaramuzza - Prof. of Robotics and Perception at the University of Zurich

Abstract

Autonomous drones play a crucial role in inspection, agriculture, logistics, and search-
and-rescue missions and promise to increase productivity by a factor of 10. However, they
still lag behind human pilots in speed, versatility, and robustness. What does it take to fly
autonomous drones as agile as or even better than human pilots? Autonomous, agile nav-
igation through unknown, GPS-denied environments poses several challenges for robotics
research regarding perception, learning, planning, and control. In this talk, I will show how
the combination of model-based and machine-learning methods, united with the power of
new, low-latency sensors, such as event cameras, can allow drones to achieve unprece-
dented speed and robustness by relying solely on onboard computing. This can result in
better productivity and safety of future autonomous aircraft.

Biography

Davide Scaramuzza is a Professor of Robotics and Perception at the University of Zurich.
He did his Ph.D. at ETH Zurich, a postdoc at the University of Pennsylvania, and was a
visiting professor at Stanford University. His research focuses on autonomous, agile mi-
crodrone navigation using standard and event-based cameras. He pioneered autonomous, vision-based navigation of drones,
which inspired the navigation algorithm of the NASA Mars helicopter and many drone companies. He contributed signifi-
cantly to visual-inertial state estimation, vision-based agile navigation of microdrones, and low-latency, robust perception
with event cameras, which were transferred to many products, from drones to automobiles, cameras, AR/VR headsets, and
mobile devices. In 2022, his team demonstrated that an AI-powered drone could outperform the world champions of drone
racing, a result published in Nature and considered the first time an AI defeated a human in the physical world. He is a
consultant for the United Nations on disaster response and disarmament. He has won many awards, including an IEEE
Technical Field Award, the levation to IEEE Fellow, the IEEE Robotics and Automation Society Early Career Award, a
European Research Council Consolidator Grant, a Google Research Award, two NASA TechBrief Awards, and many paper
awards. In 2015, he co-founded Zurich-Eye, today Meta Zurich, which developed the world-leading virtual-reality headset
Meta Quest. In 2020, he co-founded SUIND, which builds autonomous drones for precision agriculture. Many aspects of
his research have been featured in the media, such as The New York Times, The Economist, and Forbes.
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Neuromorphic Artificial Intelligence for small, autonomous drones
Prof. Guido De Croon - Prof. in Bio-inspired Micro Air Vehicles Delft University of Technology

Abstract

Small, autonomous drones are promising for many applications, such as search-and-rescue,
greenhouse monitoring, or keeping track of stock in warehouses. Since they are small,
they can fly in narrow areas. Moreover, their light weight makes them very safe for flight
around humans. However, making small drones fly completely by themselves is an enor-
mous challenge. Most approaches to Artificial Intelligence for robotics have been designed
with self-driving cars or other large robots in mind – and these are able to carry many sen-
sors and ample processing. In my talk, I will argue that a different approach is necessary
for achieving autonomous flight with small drones. In particular, I will discuss how we can
draw inspiration from flying insects and endow our drones with similar intelligence. Exam-
ples include flapping-wing drones that can deal with collisions, and swarms of CrazyFlie
quadrotors of 30 grams able to explore unknown environments and find gas leaks. The
intelligence of these small drones will be further enhanced by novel neuromorphic sensing
and processing technologies. I will discuss recent experiments we performed on neuro-
morphic AI in our lab – from ego-motion estimation to agile flight. Finally, I will present
our research in the context of the European SPEAR project: that it is possible to evolve drone bodies for specific tasks,
outcompeting traditional drone designs in tasks such as drone racing.

Biography

Received his M.Sc. and Ph.D. in the field of Artificial Intelligence (AI) at Maastricht University, the Netherlands. His
research interest lies in computationally efficient and often bio-inspired algorithms for robot autonomy, with an emphasis
on computer vision. Since 2008, he has worked on algorithms for achieving autonomous flight with small and light-
weight flying robots, such as the DelFly flapping wing MAV. In 2011-2012, he was a research fellow in the Advanced
Concepts Team of the European Space Agency, where he studied topics such as optical flow-based control algorithms for
extraterrestrial landing scenarios. Currently, he is an associate professor at TU Delft and scientific lead of the Micro Air
Vehicle lab (MAV-lab) of Delft University of Technology.
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A Quest for Autonomously Exploring Drones
Prof. Hyunchul Shim - Prof. in the Department of Aerospace Engineering at Korea Advanced Institute of Science
and Technology

Abstract

Towards the end of the 20th century, a Japanese TV show featured electric helicopters fly-
ing through complex mazes, hand-controlled by human pilots for a big prize. Watching
it, I wondered: what if UAVs could do this autonomously? At that time, drones were
bulky—typical drones in those days were the size of a motorbike—and onboard SLAM
or lightweight perception was still far in the future. By the mid-2010s, the landscape had
shifted: small multirotors had emerged, and GPUs became compact enough to fly. In 2016,
I co-founded what is recognized as the first autonomous drone racing competition, held at
IROS in Daejeon. Since then, we have witnessed a surge of autonomous drone challenges,
from the DARPA Subterranean Challenge to Lockheed Martin’s AlphaPilot and, most re-
cently, the UAE’s A2RL DCL. In this talk, I will reflect on this trajectory—from the point
when quadrotors came to symbolize drones, through the breakthroughs enabled by global
competitions, to the lessons learned from my own first-hand experiences. I will also discuss
the challenges ahead in building more capable, trustworthy, and socially beneficial drone
technologies.

Biography

Hyunchul Shim received the B.S. and M.S. degrees in mechanical design and production engineering from Seoul National
University, Seoul, Korea, in 1991 and 1993, respectively, and the Ph.D. degree in mechanical engineering from the Uni-
versity of California Berkeley, Berkeley, USA in 2000. From 1993 to 1994, he was with Hyundai Motor Company, Korea.
From 2001 to 2005, he was with Maxtor Corporation, Milpitas, CA, USA as Staff Engineer. From 2005 to 2007, he was
with the University of California Berkeley as Principal Engineer, in charge of Berkeley Aerobot Team. In 2007, he joined
the Department of Aerospace Engineering, KAIST, South Korea, as an Assistant Professor. He is now Professor in School
of Electrical Engineering. During his career at KAIST, he has led a number of efforts as Director of KI Robotics Institute at
KAIST from ’19-’22, advisor for RPAS panel at ICAO, and Director of Korea Civil RPAS Research Center. He is also very
active in a number of world’s premier competitions such as DARPA SubT, Lockheed Martin AlphaPilot, Indy Autonomous
Challenges. He has received a number of major awards from Korean government and global events. His interests center on
the combination of robotics and AI with aerial and ground vehicles for highly intelligent vehicles.

NOVEMBER 3-7, 2025, SAN ANDRÉS CHOLULA, PUEBLA, MEXICO 10
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Detection and Classification of Small UAVs
Capt. Rafael Cruz Gómez and Lt. Gustavo Guerrero Clavel - Captain Rafael Alberto Cruz Gómez and Lieutenant
Gustavo Guerrero Clavel of the Secretariat of the Navy (SEMAR)

Abstract

Small Unmanned Aerial Vehicles (UAV) or drones are providing big amounts of data. Of-
ten, new classes of drones are deployed on a regular basis to help in different tasks. The
purpose of this talk is to present a technique of drone detection using acoustic means.
Although there are several techniques of drone detection, such as electromagnetic signal
detection, radar location, electro-optic, and infrared visual detection. It is feasible to detect
the unique acoustic signature of a drone class using modern techniques of signal process-
ing. Using acoustic sensors, a drone can be detected, and with machine learning techniques,
its path can be tracked. Furthermore, there are several other data that can be extracted using
deep learning techniques based on neural networks such as the class of the drone, which
can help in the decision process of the main function of the drone. At the end of the talk is
presented a small routine used to detect and classify drones using its acoustic signature.

Biography

Captain Gómez graduated as an electrical engineer from the Escuela de Ingenieros of the
Mexican Navy. He has a dual master’s degree in Master of Sciences of Electrical Engineer-
ing and Master of Sciences in Engineering Acoustics from the United States Naval Postgraduate School. He has held several
appointments in the Mexican Navy such as the Embedded Systems designer for UAV SPARTAAMv44, SPARTAAMv88
and, SPARTAAMv200. LCDR Gómez has been awarded with several distinctions, including Medals of Perseverance,
Mexican Navy Research, and Development distinctive, and Honorable Mention for the excellence in the design of UAV.
Currently, LCDR Gómez is the head of the Embedded Systems Lab in the SPARTAAM UAS Program at the Mexican Navy.

Lieutenant Guerrero, Electronics and Naval Communications Engineer, graduated from the Naval Engineers School of
Mexico (2006–2011) and completed a specialisation in Operational Logistics at CESNAV in 2021. He has received technical
training from Microchip, a PCB Design Course for military, aerospace, and extreme environments, and IPC/WHMA-A-620
certification from the Institute of Printed Circuits. He has served in various positions at INIDETAM and UNINDETEC, and
is currently Head of the Integration and Technical Support Laboratory for Unmanned Aircraft. His work includes avionics
engineering in the design, construction, and testing of avionics subsystems, simulation models, UAV prototype integration,
as well as operation and technical support for UAV systems such as SPARTAAM-44, SPARTAAM-88, SPARTAAM-VTOL,
and SPARTAAM-Satellite. For his contributions, he was awarded the Technological Research and Development Distinction.

NOVEMBER 3-7, 2025, SAN ANDRÉS CHOLULA, PUEBLA, MEXICO 11



ht
tp

://
w

w
w

.im
av

s.
or

g/
16th INTERNATIONAL MICRO AIR VEHICLE CONFERENCE AND COMPETITION

MACE: Development of a Medium-Altitude Fixed-Wing Drone for Environmental Monitoring
Prof. Tom Richardson Professor Tom Richardson, Faculty of Engineering, University of Bristol, UK.

Abstract

Natural events, particularly volcanic eruptions, release tiny particles (aerosols) into the
atmosphere and offer invaluable real-world opportunities to study processes relevant to cli-
mate science. However, safely and rapidly collecting data from these events is challenging.
The MACE project is developing advanced, automated drone technology specifically de-
signed for observing and analysing emissions from active volcanoes. These drones will
operate at altitudes up to 10km above sea level and will be flown over regularly erupt-
ing volcanoes ,including Volcán de Fuego (Guatemala), Soufrière Hills (Montserrat), and
Lascar (Chile). By analysing these natural volcanic emissions in situ, the research will
investigate how tiny cloud droplets form and how natural aerosol layers affect radiation. A
key goal is to develop a rapid-response capability using these drones, enabling the scientific
community to safely gather crucial data from future significant volcanic eruptions, thereby
improving our understanding of natural climate processes.

Biography

Tom Richardson is Professor of Aerial Robotics at the University of Bristol in the UK and
specializes in the application of modern control theory and novel sensors to UAS/Drones. He has been granted permission
for BVLOS (Beyond Visual Line of Sight) operations in multiple countries and was the International Drone Safety Lead for
the Multinational Deep Carbon Observatory (DCO) funded ABOVE field campaign to Papua New Guinea in 2019. Tom
is a founding partner of Perceptual Robotics, has held an NPPL (pilots license) for over 15 years and has worked with a
range of industrial partners including DSTL, BAE Systems and Thales. Recent projects include MIMRee on the robotic
inspection and maintenance of wind turbines and Prometheus on the use of drones for underground inspection.
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The history of a drone show company
Xavier Páez Casanovas, WG Drones Company

Abstract

WG Drones is a company specializing in the design, manufacture, and sale of drones specif-
ically for light shows and aerial displays. The company was founded in 2019 and is based
in Puebla, Mexico, with an operational base in Spain. Its core business revolves around
creating drones equipped with bright 2200 Lumens RGBW LEDs that are compatible with
professional drone show software, catering to the growing market for dynamic aerial enter-
tainment.

The company serves a global clientele, providing not only the hardware but also es-
sential equipment and training for drone show providers. WG Drones has successfully
sold its products and established a presence in a diverse range of countries across multiple
continents, including Argentina, Australia, Chile, Colombia, the Dominican Republic, In-
dia, Italy, Qatar, the Maldives, Mexico, New Zealand, South Korea, Spain, and the United
States. Notable projects include the use of their DR-001 model by Citelum Mexico for a
Valentine’s Day show in Puebla, and the deployment of 1,000 WG Drones by Flock Drone
Art for the opening ceremony of the America’s Cup 2024 in Barcelona, Spain.

In 2024, in a significant move to strengthen its position in the European market, WG Drones has expanded its operations
in Spain. This expansion aims to meet the increasing demand for advanced drone show technology throughout Europe.
While specific details regarding a large-scale manufacturing facility are not explicitly public, the establishment of the
Spanish entity suggests a focused effort to provide local support, sales, and potentially service options for its European
clientele.

Biography

Xavier Páez is the founder and current CEO of WG Drones, a company that blends creativity, engineering, and cutting-
edge technology to design and execute aerial light shows and multimedia experiences. With over 14 years of experience in
water feature design and technological innovation, Xavier has led international projects that integrate art, engineering, and
immersive technology. He began his entrepreneurial journey as the founder of WG Water Gush, a company recognized for
pioneering the concept of the “Social Media Fountain”, combining interactive lighting and fountain systems for public and
private spaces. In 2023, Xavier expanded his vision by creating WG Drones, taking visual experiences beyond the water
and into the sky through advanced drone light show technology. In 2024, WG Drones established a new base in Girona,
Spain, continuing its mission to redefine outdoor entertainment through synchronized drone performances and large-scale
multimedia events. Xavier’s leadership is guided by a strong belief in technological development, strategic innovation, and
creative excellence, driving WG Drones to the forefront of international event technology.
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3D CNN and Multi-Head Attention to Relative Camera
Position

Nilda G. Xolo-Tlapanco and Jose Martinez-Carranza *

Instituto Nacional de Astrofı́sica, Óptica y Electrónica (INAOE), Puebla, México

ABSTRACT

Calculating the relative position between im-
ages in Unmanned Aerial Vehicles (UAVs) is a
core component in tasks such as visual odome-
try, SLAM, and state estimation. It enables the
UAV to estimate its movement between frames
using onboard sensors. In this paper, we present
a spatio-temporal regression architecture com-
bining 3D CNNs and masked attention mecha-
nisms. The model takes a sequence of image
frames and corresponding Inertial Measurement
Unit (IMU) data for each frame as input and out-
puts the estimated relative position in meters be-
tween the images. The inclusion of IMU mea-
surements is critical for improving robustness to
motion blur, low-texture environments, and rapid
maneuvers, as it provides complementary infor-
mation about the UAV’s linear acceleration and
angular velocity. The CNN layers extract com-
pact spatio-temporal features from the video in-
put, while the multi-head attention layer captures
temporal dependencies and contextual relations
across time. The final Multi-Layer Perceptron
(MLP) regresses these fused representations into
a relative position estimate. We demonstrate the
effectiveness of our method on the TII Drone
Racing and UZH-FPV datasets.

1 INTRODUCTION

Accurate estimation of the relative camera pose between
consecutive frames is a fundamental problem in computer
vision and robotics, with applications in autonomous UAV
navigation, visual odometry, augmented reality, and simul-
taneous localization and mapping (SLAM). Estimating how
a camera moves through an environment using only visual
data enables devices to operate in GPS-denied or dynamic
environments, a crucial capability for lightweight, agile aerial
robots. However, relying solely on visual input can be chal-
lenging in scenes with motion blur, low texture, or sudden ac-
celerations [1]. To address this, inertial measurements from
an Inertial Measurement Unit (IMU) provide complementary
motion cues, capturing high-frequency information about the
UAV’s linear acceleration and angular velocity. When fused

*Email address: carranza@inaoep.mx

with visual data, IMU information improves pose estimation
accuracy and temporal consistency, particularly in fast or am-
biguous motion scenarios [2].

Traditionally, relative pose estimation has been based on
geometry-based methods such as feature matching, essen-
tial matrix decomposition, and epipolar geometry [3, 4, 5].
Although effective under ideal conditions, these approaches
are sensitive to image noise, motion blur, dynamic objects,
and low-texture scenes (all common in UAV flight scenar-
ios). More recently, learning-based approaches have shown
promise in extracting robust representations from raw images,
enabling the end-to-end estimation of camera motion without
the need for explicit feature extraction or geometric modeling
[6], as well as the use of only IMU information to calculate
the relative pose and orientation [7, 8]. However, most ex-
isting learning methods rely on 2D convolutional networks,
which fail to fully capture the temporal dynamics and motion
continuity inherent in sequential image data.

To address these limitations, we propose a novel deep
learning architecture that combines 3D Convolutional Neu-
ral Networks (3D CNNs) with a masked multi-head atten-
tion mechanism for robust and efficient estimation of relative
camera motion with the help of inertial measurements from
an IMU. The 3D CNN serves as a spatio-temporal feature ex-
tractor, capturing both appearance and motion patterns across
frames, while the attention module models long-range depen-
dencies and spatial-temporal interactions, improving the con-
sistency and robustness of the motion estimation.

2 RELATED WORK

Traditional approaches for estimating the relative pose
between two images rely heavily on geometric principles,
such as epipolar geometry and Structure-from-Motion (SfM)
pipelines. These methods typically involve detecting and
matching feature points (like SIFT or ORB methods), esti-
mating the fundamental or essential matrix, and decomposing
it to recover relative rotation and translation (up to scale) [9].
While effective under controlled conditions, these techniques
degrade significantly in low-texture regions, under motion
blur, or when the scene contains dynamic elements, scenar-
ios common in UAV operations.

With the rise of deep learning, several methods have been
proposed to estimate camera motion directly from raw im-
age data. PoseNet [10] introduced a convolutional architec-
ture for regressing the absolute camera pose from a single im-
age, later extended to use temporal information. DeepVO [6],
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SfM-Net [11], and SelfVIO[12] focused on estimating rela-
tive motion using Recurrent Neural Networks (RNN) or con-
volutional architectures on image pairs or sequences. These
methods bypass traditional feature extraction but often rely
on 2D CNNs, which may not fully capture temporal dynam-
ics across frames.

3D convolutional neural networks have been widely
adopted in video classification [13] and action recognition
[14] due to their ability to model spatio-temporal dependen-
cies. Models like C3D [15] and I3D [16] extract features from
both spatial and temporal dimensions, making them suitable
for motion understanding. In the context of pose estimation,
3D CNNs offer the advantage of learning motion cues directly
from short video clips. However, their use in relative pose es-
timation, particularly for UAVs, remains underexplored.

The introduction of Transformers [17] and their adapta-
tion to vision tasks (ViT [18], TimeSformer [19]) have shown
that self-attention can be highly effective in modeling long-
range dependencies and contextual relationships in image and
video data. In pose estimation, attention-based models such
as ConvLSTM [20] and DROID-SLAM [21] incorporate at-
tention layers to integrate spatial and temporal information
between image sequences. These methods demonstrate the
potential of attention mechanisms to enhance robustness, es-
pecially under challenging conditions.

For aerial robotics, estimating relative pose is especially
critical due to limited access to GPS, high-speed maneu-
vers, and environmental variability. Methods like VINS-
Mono [22] and ORB-SLAM3 [23] provide tightly coupled
visual-inertial and SLAM-based solutions. Learning-based
approaches, such of Xu et al. [24], demonstrate that compact
convolutional architectures can effectively handle large dis-
parities and motion blur in a downward-facing camera, par-
ticularly when aided by IMU signals. However, these models
typically operate in a frame-to-frame setting and remain lim-
ited in capturing longer-term temporal dependencies.

Our work addresses these challenges by combining 3D
CNNs for spatio-temporal motion encoding with multi-head
attention mechanisms that incorporate both visual and iner-
tial data. Specifically, we integrate IMU measurements (lin-
ear accelerations and angular velocities) as additional input
streams into the attention layers, enabling the model to learn
cross-modal dependencies and temporal patterns that extend
beyond what vision alone can capture. This fusion improves
the model’s ability to disambiguate motion in scenes with tex-
tureless surfaces, motion blur, or fast UAV maneuvers. By
attending jointly to visual features and inertial cues, our ar-
chitecture produces more accurate and robust relative pose
estimates tailored to the dynamics of agile aerial platforms.

3 METHODOLOGY

This section presents the proposed architecture for esti-
mating the relative camera translation between consecutive
frames. The network combines 3D Convolutional Neural

Networks (3D CNNs) and a masked multi-head attention
mechanism to model both local spatio-temporal patterns and
long-range dependencies across image sequences. The out-
put is a 3-dimensional vector corresponding to the relative
displacement (x,y, and z) of the camera. Given a sequence
of consecutive RGB images It, It+1, . . . , It+n and IMU data
IMUt, IMUt+1, . . . , IMUt+n representing the angular ve-
locity (ωx, ωy, ωz) and linear acceleration (ax, ay, az) of each
image, the objective is to estimate the relative translation
tt→t+1 ∈ R3 between frames It and It+1, assuming a known
or negligible rotation. This formulation is useful in UAV ap-
plications such as visual odometry, drone racing, and inspec-
tion, where accurate estimation of egomotion is crucial. The
proposed architecture consists of four main stages (Figure 1):

• Spatio-temporal feature extraction via 3D CNN:
A stack of 3D convolutional layers processes the in-
put sequence X ∈ RB×C×T×H×W , where B is the
batch size, C the number of channels, T the num-
ber of frames, and H × W the image resolution (set
at 122 × 122 in our experiments). The 3D convolu-
tions jointly encode appearance and temporal motion
patterns. After three convolutional blocks (with batch
normalization and ReLU activations), the output is re-
shaped into a sequence of feature vectors of size 128,
yieldingXvis ∈ RB×L×128, where L = C ′×H ′×W ′

is the flattened spatio-temporal dimension of the last
3D convolution, in this case different from the original
dimension.

• IMU feature encoding: Raw IMU signals
(ωx, ωy, ωz, ax, ay, az) over a clip of T frames
are stacked into a vector of dimension 6T (i.e., 36
when T = 6). A two-layer Multi-Layer Perceptron
(MLP) projects this input to a 128-dimensional em-
bedding, Ximu ∈ RB×128. This representation is then
repeated along the sequence length L, resulting in
Ximu ∈ RB×L×128, to match the visual features.

• Temporal attention via masked multi-head atten-
tion: The visual features Xvis and IMU features Ximu

are concatenated along the feature dimension, produc-
ing Xfused ∈ RB×L×256. This sequence is passed to a
masked multi-head self-attention module that:

– Applies multiple attention heads to compute rela-
tionships between all pairs of feature tokens,

– Uses an optional mask to restrict attention to valid
temporal regions,

– Enables the model to reason over global temporal
dependencies and non-local motion patterns.

• Regression head via MLP: The attention-enhanced
sequence is pooled via global average pooling over L,
resulting in a fixed-size representation ∈ RB×256. A
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three-layer MLP regresses the final translation vector
(x, y, z).

The network is trained using supervised learning with
ground truth relative translations, which are calculated with
the ground truth position and orientation of the dataset.

Given two poses at timestamps ti and ti+1, each pose con-
sists of a position vector t ∈ R3 and a unit quaternion q ∈ R4

representing orientation.

1. Homogeneous transformation matrix:

T =

[
R(q) t
0 1

]

2. Relative transformation: Let T1 and T2 be the trans-
formation matrices at times ti and ti+1, respectively. The
relative transformation is:

Trel = T−1
1 ·T2

3. Output format:

Trel =

[
R(qrel) trel

0 1

]

From this matrix, we extract the position and orientation to
use separately.

Reconstructing global trajectory from relative poses
Given a sequence of relative poses tirel predicted by our net-
work and relative orientations by the ground truth qirel for
i = 0, 1, . . . , N−1, we reconstruct the global trajectory using
the following procedure.

1. Relative transformation matrix: Each relative pose is
converted to a homogeneous transformation:

Ti
rel =

[
R(qirel) tirel

0 1

]
∈ SE(3)

2. Initialization: Start at the origin with identity transfor-
mation:

T0 = I4×4

3. Recursively compute global poses

Ti+1 = Ti ·Ti
rel

For the training, we calculate the loss with Mean Squared
Error (MSE) in meters between prediction and ground truth
translation tgt:

Lpose = ∥tpred − tgt∥2 (1)

4 EXPERIMENTS AND RESULTS

We evaluate our model on the TII Drone Racing [25] and
UZH-FPV [26] datasets. The TII Drone Racing contains
RGB images with illumination changes from fast (>21m/s)
and aggressive quadrotor flight and the UZH-FPV dataset in-
cludes RGB images from indoor and outdoor scenes of agile
flight.

The experiments were carried out on a computer equipped
with an Intel Core i5-9400F, 16GB of RAM, and an NVIDIA
GeForce RTX 4070 Super GPU. Due to the nature of our net-
work, it is necessary to determine the optimal value for T
(the number of frames required to subtract enough informa-
tion to estimate the relative position). Therefore, we evaluate
the network with T values of 2, 4, 6,8, and 10 on the UZH-
FPV dataset using sequences Indoor forward facing 03, 05,
and 06 for training, 07 and 09 for validation, and 10 for test-
ing. These sequences were selected because they represent
different flight trajectories and visual conditions within the
same forward-facing setup. For example, training sequences
(03, 05, 06) contain a mix of straight and turning maneuvers,
providing sufficient variability for the model to learn motion
patterns. Validation sequences (07, 09) include faster transla-
tional movements and different illumination, which are useful
to monitor overfitting. Finally, sequence 10 was reserved for
testing as it features a distinct trajectory not seen during train-
ing, ensuring an unbiased evaluation of generalization.

We analyze the training loss over 100 epochs. The T=10
setting is the most unstable; however, in general, the loss de-
creases consistently throughout training. To determine the
best T value, we compare the MSE of each model for the test
sequence in Table 1, with the best result obtained for T=6.

With the optimal value of T fixed at 6, we train the final
model on the following UZH-FPV sequences to evaluate its
effectiveness:

• Training set: Indoor forward-facing: 06, 07, 09, Out-
door forward-facing: 03, Indoor 45° downward-facing:
02, 04, 09, and Outdoor 45° downward-facing: 01

• Validation set: Outdoor forward-facing: 01 and Indoor
45° downward-facing 12.

• Testing set: Indoor forward-facing: 10, Outdoor
forward-facing: 05 and Indoor 45° downward-facing:
14

With a total of 15,010 images for training, 3,253 for valida-
tion, and 3,065 for testing. In the case of the TII Drone racing
dataset we use the following sequences:

• Training set: 01, 05, 08, 09, 11, and 12.

• Validation set: 02, 03, 06, and 07.

• Testing set: 04 and 10.
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Figure 1: Overview of the proposed architecture. The model consists of four stages: (1) spatio-temporal feature extraction via
a 3D CNN that encodes motion cues across frames, (2) IMU feature encoding with a lightweight MLP, (3) temporal attention
using a masked multi-head attention mechanism to capture long-range dependencies, and (4) a regression head via MLP to
estimate the translation vector (x, y, z), where T is the number of frames and L the new dimension of the last 3D convolution.

With a total of 34,882 images for training, 23,087 for val-
idation, and 12,008 for testing. We prepare two networks for
comparison, the first and main one, 3D CNN-IMU Attention
described in the methodology, and 3D CNN-Attention, where
the IMU information is excluded. In the latter, the input for
the multi-head attention consists only of the features provided
by the 3D convolutional layers, allowing us to evaluate the
importance of the IMU data.

T value MSE
2 1.123
4 1.216
6 0.919
8 1.642
10 1.403

Table 1: MSE for each value of T (2,4,6,8, and 10) in testing
trajectories.

We reconstruct the global position predicted by each net-
work and present it in Figures 2 and 3, corresponding to the
training and testing trajectories, respectively. Once the pre-
dictions are obtained, we compute the MSE for each trajec-
tory and compare them with the ground truth (Table 2), where
the best values are highlighted in black.

As can be observed, the network without IMU informa-
tion performs better on the training trajectories—i.e., those
it has already seen—compared to unseen trajectories used in
validation and testing, where IMU information appears to im-
prove performance in unfamiliar environments.

4.1 Ablation Study
To assess the importance of each component of the net-

work, we conduct experiments with different variations of our
approach:

• 3D CNN-Attention with IMU information (3D CNN-
Att IMU).

• 3D CNN-Attention without IMU information (3D
CNN-Att).

• 3D CNN without Attention (3D CNN without Att).

• 3D CNN with IMU information and without Attention
(3D CNN IMU without Att).

• CNN with Attention without IMU (CNN- Att).

In the case of the 2D CNN baseline, to emulate the tem-
poral encoding of the 3D CNN, we concatenate the 6 consec-
utive input frames into a 3×2 grid, forming a single 224× 224
image. This strategy allows the 2D CNN to process multiple
frames at once, although the temporal relationships must be
inferred indirectly from the spatial arrangement.

These experiments were carried out only on the UZH-
FPV dataset. Training and inference times for each variation
are reported in Table 3 and the MSE for each trajectory are
presented in Table 4.

As observed, CNN-Attention achieves the best perfor-
mance in most training cases, but not in unseen environments,
where other variations of the network perform better. The
main disadvantage of the CNN-based architecture compared
to 3D-CNN is the significantly longer training and inference
time; the 3D CNN is 96% faster in training and 54% faster in
inference, which is an important factor in real-time scenarios.
Training a 3D CNN can be faster because temporal informa-
tion is encoded natively through 3D convolutions, whereas a
2D CNN with a frame grid wastes capacity and training time
trying to infer temporal relations from a spatial layout that
doesn’t naturally represent time, and in the case for inference.
Furthermore, the attention module plays a critical role in the
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network, as removing it in ”3D CNN without Att” variation
leads to a noticeable drop in accuracy for most sequences,
having the worst MSE scores.

Sequence 3D CNN-Att 3D CNN- IMU Att
Train

Indoor 06 0.0609 0.0836
Indoor 07 0.0715 0.1537
Indoor 09 0.0162 0.0374
Outdoor 03 0.0883 0.1444
Indoor 45° 2 0.0297 0.0420
Indoor 45° 4 0.0227 0.0333
Indoor 45° 9 0.0209 0.0388
Outdoor 45° 1 0.0450 0.0538
DR 01 0.0083 0.0114
DR 05 0.0061 0.0105
DR 08 0.0057 0.0075
DR 09 0.0088 0.0126
DR 11 0.0093 0.0128
DR 12 0.0082 0.0106

Validation
Outdoor 1 1.3317 1.7819
Indoor 45° 12 2.5218 0.8214
DR 02 0.0922 0.0378
DR 03 0.1029 0.0241
DR 06 0.2087 0.0465
DR 07 0.0983 0.0218

Test
Indoor 10 0.1775 0.1711
Outdoor 5 1.3651 1.3574
Indoor 45° 14 5.3050 1.4855
DR 04 0.2087 0.0654
DR 10 0.0983 0.0347

Table 2: MSE in meters of each sequence for our network
with (3D CNN- IMU Att) and without (3D CNN-Attention)
IMU information, the best values are highlighted in black.

Network
Training
Time (s)

Inference
Time (s)

3D CNN-Att IMU 61.60 1.481e-03
3D CNN-Att 61.06 1.332e-03
3D CNN without Att 61.24 0.932e-03
3D CNN IMU without Att 59.72 1.128e-03
CNN- Att 1532.51 2.895e-03

Table 3: Mean training time for 100 epochs and inference
time for the testing sequences in seconds. The best values are
highlighted in bold.

5 CONCLUSION

We presented a novel deep learning architecture for es-
timating relative camera pose, a critical task in computer
vision and robotics, particularly in Unmanned Aerial Vehi-
cles (UAVs), where onboard computational resources are of-
ten limited. Our method combines 3D Convolutional Neu-
ral Networks (3D CNNs) with a masked multi-head attention
mechanism that fuses visual and inertial data, specifically in-
puts from a monocular camera and an Inertial Measurement
Unit (IMU), both commonly available on UAV platforms.
Through extensive experiments, we evaluated the effective-
ness of our architecture under different configurations and
demonstrated that incorporating inertial measurements im-
proves generalization to unseen environments, reducing the
MSE error in all test trajectories. Additionally, the use of 3D
CNNs contributes to 96% faster in training and 54% faster in
inference and more efficient inference by leveraging spatio-
temporal motion cues.

For future work, we plan to evaluate the robustness of our
method in real-world flight scenarios perform broader com-
parisons with state-of-the-art visual–inertial odometry and
SLAM approaches, and extend the model to estimate full six
degrees of freedom poses (translation and rotation) using ad-
ditional regression heads.

ACKNOWLEDGEMENTS

The author Nilda G. Xolo-Tlapanco, thanks SECIHTI in
Mexico for their scholarship with CVU number 1230561.
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ABSTRACT

This article reviews monocular SLAM systems
operating in challenging scenarios, with a par-
ticular emphasis on agricultural environments.
Key metrics such as pose accuracy, processing
time, and trajectory fidelity are examined across
complex datasets. To address the known limi-
tations of monocular systems in textureless or
repetitive scenes, we explore the integration of
single-image depth estimation models, including
Depth Anything and ZoeDepth. We evaluate a
hybrid SLAM pipeline based on ORB-SLAM2
enhanced with synthetic depth maps and dy-
namic keypoint adaptation, tested on the Rosario
Dataset. The findings demonstrate improve-
ments in localisation accuracy, robustness, and
global trajectory consistency under real-world
agricultural conditions, establishing a foundation
for future research in SLAM enhancement via
monocular depth priors.

1 INTRODUCTION

Visual SLAM (Simultaneous Localisation and Mapping)
plays an important role in enabling autonomous navigation
in environments where GPS is unreliable or unavailable.
Among the many SLAM modalities, monocular SLAM sys-
tems have gained attention due to their minimal hardware
requirements and potential for deployment on lightweight
platforms such as drones. However, traditional monocular
SLAM faces persistent challenges in environments with low
texture, repetitive structures, or dynamic lighting conditions-
scenarios common in real-world agricultural and extraterres-
trial settings.

To address these challenges, recent research has explored
augmenting monocular systems with single-image depth es-
timation models. These approaches aim to bridge the gap
between RGB-only and RGB-D SLAM by generating syn-
thetic depth information that can improve tracking robust-
ness and reduce scale drift. This paper presents a compre-
hensive review of monocular SLAM systems under difficult
environmental conditions and explores how the integration
of learning-based depth estimation methods, such as Depth
Anything, ZoeDepth, and MiDaS, can enhance system per-
formance.

*Corresponding author: carranza@inaoep.mx

By using ORB-SLAM2 with real-time synthetic depth
maps and adaptive feature modulation, we evaluate the pro-
posed hybrid strategy on the Rosario Dataset [1], a bench-
mark for structured and unstructured fields, and across the
six sequences, we report qualitative trajectory alignments
and quantitative metrics, highlighting the feasibility and lim-
its of image-based depth priors for strengthening monocular
SLAM where conventional methods often fail.

2 RELATED WORK

The development of visual SLAM has been funda-
mental for autonomous navigation in GPS-denied environ-
ments. Early monocular approaches, such as PTAM [2] and
MonoSLAM [3], enabled real-time performance with a sin-
gle camera but were limited by scale ambiguity and poor
performance in low-texture scenes. ORB-SLAM and ORB-
SLAM2 [4] addressed these issues by incorporating loop clo-
sure, map reuse, and relocalisation. These systems later
evolved into visual-inertial frameworks like OpenVINS [5],
which improved robustness in dynamic and GPS-denied sce-
narios [6]. More recent efforts have integrated monocular
and multi-view depth estimation to improve scale recovery,
as demonstrated by Zhang et al. [7] with a tightly coupled
SLAM system for indoor environments.

In parallel, semantic information has been explored to
enhance localisation in visually ambiguous scenes. For in-
stance, Martinez-Carranza et al.[8] combined natural lan-
guage with YOLOv8 to support metric SLAM. Similarly,
UAV-based studies have applied CNN-based RGB-D percep-
tion for GPS-denied localisation[9], and monocular cues for
landing detection [10] and obstacle avoidance [11]. These
contributions illustrate how combining geometric and seman-
tic data can increase robustness in complex environments.

To further address challenges like visual degradation and
dynamic motion, hybrid SLAM frameworks have emerged.
Gallagher et al.[12] proposed a sparse-dense system that
merges traditional feature tracking with dense depth predic-
tion for increased resilience outdoors. Scherer[13] developed
a GPS-free solution for MAVs using RGB-D constraints in
low-altitude flight. However, RGB-D sensors remain lim-
ited by short range, lighting sensitivity, and vulnerability to
fast motion. To overcome these constraints, Ghosh and Gal-
lego [14] introduced a stereo depth method for event cam-
eras, suitable for high-speed or low-light conditions. Gao et
al. [15] provide a comprehensive review of hybrid stereo sys-
tems, highlighting the benefits of combining geometry with
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learned depth.
As an alternative to more complex sensor setups, monoc-

ular depth estimation has proven effective for lightweight
robotic platforms. Pellegrin et al.[16] proposed a single-
image model tailored to aerial views, while Alquisiris et
al.[17] employed optical flow for real-time depth on mobile
robots. Rojas-Perez et al. [18] introduced a decentralised
monocular SLAM strategy for coordinating UAVs in GPS-
denied environments using learned priors. These works high-
light the adaptability of monocular estimation in constrained
systems.

Recent advances have focused on transformer-based and
zero-shot models to improve generalisation in depth predic-
tion. AdaBins [19] introduced adaptive binning for depth re-
gression, ZoeDepth [20] combined metric and relative depth
for zero-shot transfer, and Depth Anything [21] leveraged
large-scale pretraining to estimate depth in novel environ-
ments. Integrated into SLAM pipelines, these models help
reduce scale drift and mapping errors. Additionally, synthetic
depth priors have proven useful in low-texture or poorly lit
conditions [22]. Bladh [23] evaluated AdaBins, MiDaS, and
Monodepth2 within ORB-SLAM3, reporting improved ro-
tational consistency and suggesting that synthetic depth can
substitute conventional sensors in some cases.

Despite these advances, monocular SLAM still faces
challenges in repetitive or texture-sparse environments. In
this paper, we propose a hybrid approach that combines
monocular depth priors with adaptive feature modulation to
simulate RGB-D input from a single RGB stream. This
system is evaluated in real-world agricultural environments,
where traditional SLAM pipelines often fail due to texture
scarcity and scene variability.

3 METHODOLOGY

We propose a theoretical strategy to improve the locali-
sation performance of ORB-SLAM2 in unstructured environ-
ments by generating synthetic depth images from monocular
images and using them to simulate RGB-D operation. The
aim is to overcome the scale ambiguity and reduce tracking
robustness typically associated with monocular SLAM, par-
ticularly in environments characterised by low texture, incon-
sistent illumination, or repetitive structures.

The proposed approach comprises two main conceptual
contributions; first, we introduce a method to infer and
adapt scene depth using spatial statistics, enabling monocular
SLAM to approximate the metric scale, and we propose a dy-
namic visual feature modulation mechanism that adjusts the
number of extracted keypoints based on interframe motion,
improving tracking robustness under varying conditions.

3.1 Scale recovery through depth compensation
Monocular SLAM lacks inherent metric information; to

overcome this, we propose a depth compensation method that
generates synthetic metric depth maps by fusing predictions
from Depth Anything and ZoeDepth estimators.

Our method employs a hybrid strategy, where Depth Any-
thing generates dense, relative depth maps from each RGB
frame, and while these maps preserve structural consistency,
they lack a fixed metric scale. To address this, we periodically
apply ZoeDepth to a cropped, structurally grounded region of
the image to obtain a metric reference, which then allows us
to compute a scaling factor by comparing the local depth vari-
ation from Depth Anything with the global depth range from
ZoeDepth.

To ensure temporal coherence between consecutive
frames, we apply a smoothing function to the maximum depth
estimation using an exponentially weighted moving average:

depth maxt = α · depth maxt−1 + (1− α) · ravg (1)

where α is a smoothing coefficient and ravg is the average
of recent scaling factors. This formula maintains a stable and
consistent depth representation over time, supporting pose es-
timation and trajectory reconstruction in the simulated RGB-
D configuration of ORB-SLAM2.

And, to enable the integration of synthetic depth images
into the RGB-D pipeline of ORB-SLAM2 using monocular
input, it was defined a scaling strategy that transforms rela-
tive depth predictions into scale-consistent metric maps. We
first periodically apply ZoeDepth to a cropped image region
to compute the global depth range:

dr = max(depth)−min(depth) (2)

This value serves as a reference for calibrating the relative
predictions. Next, for every frame, we use Depth Anything to
generate a dense, relative depth map; this map is then normal-
ized, inverted, and scaled using the global range dr, for each
pixel p in the region of interest, we calculate a local scaling
factor:

r =
(p−min)

ds
· dr (3)

where ds = max−min is the local depth variation.
Finally, it is rescaled the entire depth map using the

smoothed maximum depth value:

depthmetric =

(
1.0− depthnorm

255.0

)
· depth max (4)

This produces a synthetic depth image that is both dense
and scale-consistent, enabling monocular input to be treated
as if it were obtained from a depth sensor.

3.2 Adaptive feature modulation based on motion analysis
In addition to spatial enhancement, a dynamic visual

tracking mechanism is proposed that adjusts the number of
keypoints extracted per frame. Traditional SLAM systems
typically employ a fixed feature count, which may lead to
inefficiencies or instability when operating in dynamic or vi-
sually complex environments.
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To address this, a motion-aware adjustment strategy is de-
fined that monitors translation and rotation between consecu-
tive camera poses:

∆t = ∥t1 − t0∥, ∆R = ∥R1 −R0∥ (5)

where t0, t1 represent positions and R0, R1 are the corre-
sponding orientations. In cases of significant motion or sud-
den changes in direction, the number of features is increased
to preserve tracking accuracy; in contrast, during slow or sta-
ble movements, the feature count is reduced to improve com-
putational efficiency.

This modulation is conducted incrementally and con-
strained by predefined thresholds to ensure smooth transitions
and avoid performance oscillations.

Input
RGB images

ZoeDepth
(periodic, cropped)

Depth Anything
(per-frame)

Depth metric
+ inversion

(black=near, white=far)

ORB–SLAM2
(RGB–D mode)

Dynamic feature
modulation

Figure 1: Proposed system pipeline, ZoeDepth periodically
estimates dr on cropped frames; Depth Anything provides
dense depth. Scaled, inverted maps (black=near, white=far)
feed ORB–SLAM2 (RGB–D) with dynamic feature modula-
tion.

4 EXPERIMENTS

By using sequences from the Rosario Dataset, we evalu-
ate the system’s performance under realistic agricultural con-
ditions, focusing on how depth augmentation affects trajec-
tory accuracy and robustness; each experiment is analyzed
both visually and through quantitative error metrics to assess
tracking consistency and global alignment.

4.1 Rosario Dataset

The Rosario Dataset [1] is specifically designed to assess
visual localisation and mapping algorithms in realistic agri-
cultural settings; it was captured under natural outdoor con-
ditions, offering challenging scenarios typical of agricultural
fields, including repetitive visual patterns, low-textured sur-
faces, dynamic illumination, and environmental variability.

Comprised of six distinct sequences, this dataset pro-
vides synchronized multi-sensor data for evaluating visual
and visual-inertial SLAM systems. Key characteristics in-
clude high-resolution stereo imagery at 672× 376 pixels and
15 Hz, 6-axis IMU data at 140 Hz, and a ground truth refer-
ence from wheel odometry and precise GPS-RTK positional
information at 5 Hz.

These characteristics make the Rosario Dataset especially
suitable for testing SLAM performance in challenging, real-
world scenarios, allowing for a comprehensive benchmark-
ing of the robustness, accuracy, and adaptability of monocular
SLAM and depth estimation techniques.

Figure 2: The Rosario dataset samples.

4.2 Monocular depth estimation
Depth estimation from single images has evolved rapidly,

transitioning from classical convolutional neural networks to
transformer-based and zero-shot learning. Early efforts, such
as Eigen et al.’s multi-scale CNN [24], struggled to generalise
and lacked metric accuracy, while later approaches like Ad-
aBins [19] introduced improvements in both generalisation
and precision by using an adaptive binning strategy.

ZoeDepth [20] represents a recent advance in zero-shot
depth estimation; by combining relative and metric training
signals, it can predict metric depths without requiring fine-
tuning on each new domain. The model performs particularly
well in out-of-distribution settings, but due to its high com-
putational cost, it was used to generate global metric depth
references at a lower frequency rather than for real-time pro-
cessing, so depth map inversion was not implemented.

In contrast, Depth Anything [21] adopts a vision-
language pretraining strategy and is trained on over 62 mil-
lion images; its lightweight nature allowed for real-time syn-
chronisation. The model produces inherently relative, highly
generalisable, and visually consistent dense depth maps, so
the inversion of depth values was applied, significantly facil-
itating clearer visual interpretation and integration with the
RGB-D pipeline of ORB-SLAM2.

MiDaS [25], another monocular depth estimation model,
leverages vision transformer architectures to enhance gen-
eralisation. The Swin2-Tiny variant provided a good bal-
ance of computational efficiency and depth estimation qual-
ity, achieving stable real-time synchronisation; thus, depth in-
version was also applied; however, MiDaS produced slightly
blurrier textures compared to Depth Anything, impacting fea-
ture matching quality and localisation accuracy.

(a) ZoeDepth
(b) Depth
Anything (c) MiDaS

Figure 3: Comparison of depth maps generated from the
three models (Sequence 01). (a) ZoeDepth (original conven-
tion), (b) Depth Anything (inverted convention), (c) MiDaS
(Swin2-Tiny, inverted convention).

Depth map inversion was strategically implemented for
Depth Anything and MiDaS to facilitate visual interpreta-
tion and streamline integration with ORB-SLAM2’s RGB-D
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pipeline; conversely, ZoeDepth was used without inversion
due to computational limitations, serving as a periodic global
depth reference.

4.3 Rosario Dataset Experiments
The effectiveness of the proposed methodology was eval-

uated using sequences from the Rosario Dataset [1]; the
ORB-SLAM2 system was operated in RGB-D mode, with
monocular RGB images augmented in real-time by synthetic
depth maps from the Depth Anything model. These maps
were produced at 15Hz, matching the frame rate of the
rosbag stream to ensure temporal alignment.

The first sequence involved a semi-structured agricultural
path with long linear stretches and sparse visual variation.
The estimated trajectory (Fig. 4) successfully maintained
global consistency along the main linear portions, but no-
ticeable deviations appeared at the initial segment and sharp
turns; vertical consistency was well preserved.

Figure 4: Comparison of ground truth and ORB-SLAM2 tra-
jectory for Sequence 01.

Complementary error analysis (Fig. 5) indicates that the
Absolute Position Error (APE) increases at the tight turns and
endpoints, but drift is kept low on long linear extensions.

Figure 5: Sequence 01 absolute position error (APE) time
(left) and distance (right).

Sequence 02 introduced increased variability in vegeta-
tion and texture, which initially enhanced SLAM tracking,
but repetitive patterns later reappeared, challenging continu-
ous feature association. The estimated trajectory (Fig. 6) suc-
cessfully reproduced the global structure, including extended
straight sections, but discrepancies became more pronounced
at turning points and curved portions; the side view, however,
showed strong consistency.

Complementary error analysis (Fig. 7) shows that the
APE increases almost monotonically, with larger increments
around turns, indicating cumulative drift along the long
straight sections.

Sequence 03 exhibited linear motion with denser and
more structured weed patterns, providing robust and stable

Figure 6: Comparison of ground truth and ORB-SLAM2 tra-
jectory for Sequence 02.

Figure 7: Sequence 02 absolute position error (APE) time
(left) and distance (right).

visual features that significantly enhanced tracking. The
SLAM-estimated path (Fig. 8) aligns closely with the ground
truth along most linear sections, particularly in the early part
of the sequence; however, noticeable deviations arise in the
latter half, especially around the long curved descent and at
the endpoints. The side view reveals a strong vertical align-
ment between both trajectories.

Figure 8: Comparison of ground truth and ORB-SLAM2 tra-
jectory for Sequence 03.

As Figure 9 shows, the APE remains low and stable
initially but increases in stages with local peaks appearing
around the curved segment.

Figure 9: Sequence 03 absolute position error (APE) time
(left) and distance (right).

Sequence 04 presented an environment similar to Se-
quence 03, characterized by repetitive and uniform tex-
tures; despite these challenges, monocular depth augmenta-
tion allowed ORB-SLAM2 to maintain trajectory estimation
throughout the sequence. The estimated trajectory (Fig. 10)
shows an almost perfect alignment with the ground truth, with
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a near overlap of both paths along the long straight segment
and no noticeable vertical drift.

Figure 10: Comparison of ground truth and ORB-SLAM2
trajectory for Sequence 04.

Error analysis (Fig. 11) shows that the APE remains at
the centimeter level throughout the entire run, indicating in-
significant drift.

Figure 11: Sequence 04 absolute position error (APE) time
(left) and distance (right).

Sequence 05 presented substantial difficulties due to an
increased presence of repetitive crop patterns interspersed
with abrupt changes in weed texture, which significantly chal-
lenged depth estimation and keypoint matching reliability.
The estimated trajectory (Fig. 12) initially aligns with the
ground truth but rapidly diverges, with significant drift evi-
dent in both top and side views, particularly during transitions
between repetitive rows and abrupt texture changes.

Figure 12: Comparison of ground truth and ORB-SLAM2
trajectories for Sequence 05.

Figure 13 shows that the APE grows steadily, peaking
around the middle of the run and remaining large at all times,
coinciding with strong flat drift and noticeable vertical bias.

Figure 13: Sequence 05 absolute position error (APE) time
(left) and distance (right).

Sequence 06 represents one of the most challenging tri-
als, featuring long, repetitive crop rows with minimal textural
distinction, which significantly hinders both keypoint extrac-
tion and depth inference. The ORB-SLAM2 system was un-
able to maintain trajectory accuracy; the estimated trajectory
(Fig. 14) fails to capture the loop structure and deviates pro-
gressively from the ground truth, while the side view reveals
a consistent vertical alignment.

Figure 14: Comparison of ground truth and ORB-SLAM2
trajectory for Sequence 06.

Complementary error analysis (Fig. 15) shows that the
APE increases sharply in the final stretch, with the distance
view following an almost linear trend on long straights and
steepening towards the end.

Figure 15: Sequence 06 absolute position error (APE) time
(left) and distance (right).

4.4 Discussion
The experiments performed on the Rosario Dataset reveal

valuable insights into integrating monocular depth estima-
tion into a visual SLAM pipeline under challenging agricul-
tural conditions. Qualitatively, the proposed hybrid approach,
which uses Depth Anything for real-time relative estimation
and ZoeDepth for periodic metric correction, enables the sys-
tem to better preserve spatial coherence and trajectory fidelity
than traditional monocular SLAM. The quantitative results
in Table 1 confirm that while residual drift is still present,
the system maintains consistent alignment in structured seg-
ments; this improvement stems from the adaptive modulation
of feature extraction and dynamic scaling of depth maps.

Sequences 04 (RMSE of 0.05 m) and 03 (RMSE of
3.20 m) achieved the lowest errors, reflecting the system’s
ability to track accurately in stable, well-structured environ-
ments, while Sequence 01 (RMSE of 7.33 m) showed mod-
erate accuracy. In contrast, sequences 02, 05, and 06 exhib-
ited substantially higher errors due to texture-scarce or highly
repetitive segments and re-localization challenges. Despite
these errors, the overall shape and orientation of the trajec-
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tories were generally maintained, demonstrating the system’s
ability to preserve route consistency even when local accu-
racy was degraded.

Table 1: Trajectory error metrics on the Rosario Dataset using
the proposed monocular depth-augmentation approach.

Seq. RMSE (m) MAE (m) Median AE (m) Max (m) Min (m)

01 7.33 6.55 7.48 12.14 1.08
02 32.87 25.36 14.35 72.89 0.00
03 3.20 2.31 1.42 9.27 0.05
04 0.05 0.04 0.03 0.22 0.00
05 45.52 41.32 44.90 68.11 0.00
06 19.82 15.53 12.05 54.81 0.09

Avg. 18.13 15.19 13.37 36.24 0.21

Purely monocular ORB-SLAM2 did not initialize in any
of the sequences, highlighting the difficulty of repetitive row
crop patterns. In contrast, the proposed hybrid approach ini-
tialized in all sequences, demonstrating substantially greater
operational robustness; this indicates that periodic metric
cues and dense per-frame relative depth are crucial for con-
sistent tracking in challenging scenarios.

While the proposed system improves localisation, prac-
tical trade-offs remain. ZoeDepth is applied selectively on
cropped regions due to its high computational cost, limit-
ing the frequency of global depth corrections. In contrast,
Depth Anything enables real-time synchronisation and pro-
duces dense relative depth maps; however, its non-metric na-
ture can cause local inconsistencies in visually repetitive or
texture-sparse regions.

In summary, the combination of Depth Anything for
dense real-time inference and ZoeDepth for metric scaling
allows the pipeline to achieve a consistent, globally coher-
ent trajectory; while residual drift remains a limitation, the
approach significantly improves localization robustness over
traditional monocular SLAM, which often fails in these envi-
ronments.

5 CONCLUSIONS

A hybrid monocular SLAM framework is presented,
which integrates synthetic depth estimation from Depth Any-
thing and ZoeDepth with adaptive keypoint modulation, en-
hancing localization robustness in visually complex and
repetitive environments. Using real-time relative depth in-
ference and periodic metric corrections, the system enables
ORB-SLAM2 to approximate RGB-D performance with
monocular input.

Evaluations on the Rosario Dataset demonstrated consis-
tent improvements in global trajectory alignment and tracking
stability, particularly in sequences with structured textures
and repeatable features; although residual drift remained a
challenge, the system preserved the overall trajectory config-
uration. Quantitative metrics, including RMSE and absolute
trajectory errors, corroborated these findings, highlighting the

practical value of synthetic depth priors in extending monoc-
ular SLAM to environments where traditional pipelines often
fail.

Future research will focus on incorporating loop clo-
sure based on learned descriptors, using lightweight and
uncertainty-sensitive depth models, and optimizing the sys-
tem for embedded applications. Other interesting directions
include long-term pipeline operation and scalable mapping
in dynamic, unstructured environments; the contribution lays
a more solid foundation for applying monocular SLAM in
practical scenarios such as field robots, planetary exploration,
and agriculture.
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Tübingen, Germany, 2016.

[14] Arnab Ghosh and Guillermo Gallego. Multi-event-
camera depth estimation and outlier rejection by refo-
cused events fusion. arXiv preprint arXiv:2207.10494,
2022.

[15] Boyu Gao, Haoxiang Lang, and Jing Ren. Stereo visual
slam for autonomous vehicles: A review. In 2020 IEEE
International Conference on Systems, Man, and Cy-
bernetics (SMC), pages 1840–1847, Toronto, Canada,
2020. IEEE.

[16] Luca Pellegrin and Jose Martinez-Carranza. Towards
depth estimation in a single aerial image. International
Journal of Remote Sensing, 41(1):1–19, 2020.

[17] O. Alquisiris-Quecha and Jose Martinez-Carranza.
Depth estimation using optical flow and cnn for the nao
robot. In 18th Mexican International Conference on Ar-
tificial Intelligence (MICAI), Xalapa, Veracruz, Mexico,
2019.

[18] Leticia Oyuki Rojas-Perez and Jose Martinez-Carranza.
Flight coordination of mavs in gps-denied environments
using a metric visual slam. In 11th International Micro
Air Vehicle Conference (IMAV), Madrid, Spain, 2019.

[19] Shariq Farooq Bhat, Ibraheem Alhashim, and Peter
Wonka. Adabins: Depth estimation using adaptive bins.
arXiv preprint arXiv:2011.14141, 2020.

[20] S. F. Bhat, R. Birkl, D. Wofk, P. Wonka, and M. Müller.
Zoedepth: Zero-shot transfer by combining relative and
metric depth. 2023.

[21] Zhen Li et al. Depth anything: Unleashing the power of
large-scale unlabelled data. In Proceedings of the IEEE
International Conference on Computer Vision (ICCV),
2023.

[22] Cesar Cadena, Luca Carlone, Henry Carrillo, Yasir
Latif, Davide Scaramuzza, Jose Neira, Ian Reid, and
John J. Leonard. Past, present, and future of si-
multaneous localization and mapping: Toward the
robust-perception age. IEEE Transactions on Robotics,
32(6):1309–1332, 2016.

[23] Daniel Bladh. Deep learning-based depth estimation
models with monocular slam: Impacts of pure rotational
movements on scale drift and robustness. Master’s the-
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Synthetic Dataset Generation for Object Detection in
MAV Applications
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ABSTRACT

The growing demand for accurate object detec-
tion across diverse applications has intensified
the need for efficient and adaptable dataset gen-
eration techniques. In this study, we explore the
use of synthetic datasets in the domain of Mi-
cro Air Vehicles (MAVs), addressing both in-
door and outdoor detection tasks. We propose
two procedural geometry-based approaches us-
ing Blender, a 3D modeling software, to sim-
ulate datasets for drone-based landing pad de-
tection and animal detection in competition sce-
narios. These datasets were validated through
participation in the Brazilian Robotics Compe-
tition 2023 and the IMAV 2024. Our results
demonstrate that synthetic datasets can signifi-
cantly reduce annotation effort, offer high adapt-
ability, and maintain dataset quality, provided
qualified personnel are available. We compare
these synthetic approaches with traditional real-
world dataset generation methods and highlight
their potential to streamline dataset creation in
robotics and AI.

1 INTRODUCTION

With the growing adoption of object detection technolo-
gies across various fields, the need for high-quality datasets
has become increasingly critical. In particular, applications
involving Micro Aerial Vehicles (MAVs), commonly known
as drones, require task-specific datasets due to variations in
operational scenarios and detection distances, thereby inten-
sifying dataset development challenges.

The traditional process of building datasets consist in cap-
turing real world images and manually annotating then, how-
ever it is too resource-intensive and time-consuming. This
process becomes unfeasible for highly specialized situations
(as with the MAV domain), thus some new processes seeks
to bypass the real world interaction, with varying degrees of
success.

We briefly present these different techniques and investi-
gate the application of synthetic datasets created by 3D mod-
eling and rendering. This investigation led to the development
of two datasets validated in MAV competitions and also high-
lighted some strengths and weaknesses of the methods used.

*Email addresses: guilhermesangabriel@usp.br, bruno as@usp.br

2 STATE OF THE ART

Recent research has explored the use of synthetic datasets
as an alternative to traditional real-world data collection. One
notable example is the FireFly dataset [1], developed with
Unreal Engine 4 to simulate a forest environment with re-
alistic fire-induced embers. Designed for firefighting-drone
scenarios, this dataset demonstrated that synthetic data can
achieve statistically comparable performance to real-world
datasets, thereby validating its use in practical applications.

Synthetic datasets for object detection are typically gen-
erated using two main approaches: image-based and proce-
dural geometry-based methods [2], as presented in Figure 1.

The image-based approach relies on existing images to
generate new ones, often using generative techniques such
as Transformer models, diffusion models, and autoencoders.
While effective, these methods requires a realistic image
dataset beforehand.

In contrast, the procedural-geometry approach uses 3-
D modeling tools to create fully controllable and realistic
scenes, offering greater flexibility in modifying elements such
as lighting, backgrounds, camera positions, and object place-
ments.

Figure 1: Taxonomy showing some options for synthetic data
creation.

Game engines and 3D CAD softwares are required tools
for the synthetic data generation:

• Game engines — Provide tools for procedural ani-
mation and scene variation. For instance, the People-
SansPeople dataset generator [3] built on Unity enables
semi-automated creation of labeled datasets for person
detection and human-pose estimation.
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• 3-D CAD tools — Offer object modeling and realis-
tic rendering capabilities. We could cite the software:
Blender, Maya, and SolidWorks Visualize [4].

Although these tools (Figure 1) are not traditionally in-
tended for dataset creation, most of them exposes scripting
interfaces that allow developers to design custom plug-ins
and to automate the generation pipeline. In this context, we
propose two geometry-based approaches for synthetic dataset
generation tailored to indoor and outdoor MAV scenarios,
each validated in real-world robotics competitions.

3 GEOMETRY-BASED SYNTHETIC DATASETS FOR
MAV DETECTION

Two primary advantages of geometry-based synthetic
datasets are (i) the elimination of manual annotation and
(ii) the flexibility in scene generation.

Manual annotation is labor-intensive and prone to incon-
sistencies arising from varying labeling guidelines. In our ap-
proach, object dimensions and positions are extracted via the
Blender API to automatically generate bounding boxes and
metadata, ensuring both large dataset size and labeling con-
sistency without human intervention. Additionally, the ability
to manipulate scene elements, lighting, and camera param-
eters enhances the representativeness of the generated data.
Assets such as 3-D objects and textures were sourced from
free repositories like PolyHaven and BlenderKit.

3.1 Landing-Pad Detection Dataset (CBR 2023)
In the 2023 Brazilian Robotics Competition (CBR), the

precision-landing challenge of the RoboCup Brazil Flying
Robots Trial League required drones to do indoor detection
of 1 m × 1 m landing pads, at distances ranging from 1 to 8 m.
Figure 2 illustrates the landing pad used for the competition.

Figure 2: Landing pad pattern used in the CBR 2023 compe-
tition.

The dataset was generated using Blender’s procedural-

Figure 3: Images created using technique 1.

geometry pipeline, controlled via a Python script. Two tech-
niques were employed:

Figure 4: Images created using technique 2.

1. Background-texture variation: The landing-pad
model was rotated and repositioned across varying dis-
tances and angles relative to the virtual camera. High-
dynamic-range imaging (HDRI) textures were proce-
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durally rotated and translated to provide contextual
variation [5]. Figure 3 presents some samples of the
generated images.

2. Scene-element variation: The landing pad was placed
on various planar terrains with randomized configura-
tions of surrounding objects. Both terrains and objects
were procedurally repositioned and rotated. Lighting
was modeled with a combination of ambient illumina-
tion and directional sources whose color temperatures
matched common indoor lights (e.g., fluorescent, halo-
gen, LED). Figure 4 presents samples produced in this
process.

Additional frames with close-up views and partial occlu-
sions were rendered to reflect realistic proximity scenarios
during landing. All annotations were generated automati-
cally.

3.2 Animal-Detection Dataset (IMAV 2024)

The 2024 International Micro Air Vehicle (IMAV) com-
petition posed an outdoor challenge requiring drones to de-
tect zebra-striped animal markers (Figure 5) from a bird’s-eye
perspective.

Figure 5: Examples of Top-down Images of Zebra for the
Census Task: © Yauheniya Piatrouskaya.

Using the presented technique, Blender scenes of zebra
markers embedded in outdoor environments were populated
with 3-D objects such as vehicles, vegetation, buildings, and
other animals. Lighting conditions simulated the sun’s tra-
jectory to introduce temporal variation, and select frames in-
cluded fog elements to emulate low-visibility conditions. All
annotations were generated automatically via scripting.

4 RESULTS

4.1 Hardware and software environment

Training was executed on a workstation with
Ubuntu 22.04 LTS (x86 64, kernel 6.5), Python 3.10.12,
PyTorch 2.7.1 built with CUDA 12.6, and Ultralytics
YOLOv8 v8.3.150 [6].

The available accelerator was an NVIDIA GeForce
RTX 4060 providing 7 808 MiB of addressable memory.

The YOLOv8-nano backbone was fine-tuned for 200
epochs on 720×720 px images with a mini-batch of 16 using:

yolo detect train data=˜/data.yaml \
model=yolov8n.pt \
epochs=200 imgsz=720 \
batch=16

A total of 1,883 procedurally rendered images were
used for training and 401 real photographs (460 annotated
landing-pad instances) for validation. The network converged
in 17 epochs.

4.2 Performance of the best epoch

The obtained model achieved the following performance
indicators:

• Precision: 0.926

• Recall: 0.895

• mAP @0.5: 0.966

• mAP @0.5:0.95: 0.804

• GPU memory: Under 3 GB

• Inference speed: 1.3 ms per frame on the RTX-4060

Figure 6: Confusion matrix for the real-image validation set
(460 ground-truth instances).
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Figure 7: Sample predictions on real validation images.

The confusion matrix (Fig. 6) indicates that 87% of
ground-truth objects were correctly detected (TP = 398 of
460), while 6% of predictions were false positives (FP = 26
of 398 + 26 predictions). The remaining 62 false negatives
stem largely from extreme viewing angles and harsh shad-
ows.

Figure 7 illustrates a subset of the real validation set used
for quantitative evaluation. The detection results shown were
produced by the model trained solely on synthetic images.
Despite variability in lighting conditions, viewing angles,
shadows, and partial occlusions, the model consistently lo-
calized the landing pads with accuracy and robust box place-
ment.

Mean Average Precision (mAP) is adopted as the prin-
cipal evaluation metric as it is the community standard for
ranking detectors in major challenges [7]. Balancing false
positives and false negatives, mAP integrates the entire preci-
sion–recall curve. Specifically, the COCO protocol computes
AP at ten progressively stricter IoU thresholds (0.50 to 0.95 in
0.05 steps) and then averages them, causing the final score to
reward both correct class prediction and tight box placement
while avoiding the arbitrariness of a single IoU cut-off.

The choice to validate on real images instead of synthetic
ones is deliberate. When training and validation come from
the same graphics engine, a detector may achieve high scores
simply by exploiting rendering regularities; such scores do
not guarantee transfer to flight conditions and encourage
over-fitting to synthetic artifacts. A real-image validation
set—shot under varied lighting, backgrounds and viewing
angles—acts as a proxy for deployment and makes the eval-
uation stricter. Taken together, the high detection metrics
(Fig. ??), low latency and small memory footprint demon-
strate that a lightweight network trained exclusively on proce-
durally generated data generalizes effectively to real imagery
and fulfils the accuracy and timing requirements of micro-air-
vehicle applications.

The validation used in the CBR 2023 dataset was not
applied to the one used in the IMAV 2024 competition. In
this case, the effectiveness of the dataset could be determined

anecdotally using the results of the actual competition. The
Skyrats drone team, using the dataset in question, was able
to detect all the zebra markers that the task positioned in the
flying area (Fig. 8), with no false positives, even when other
animals could be seen in the drone imaging.

Figure 8: 2 of 10 zebras detected at IMAV 2024 (conf. 0.73
& 0.76)

5 DISCUSSION

The dataset creation process revealed key distinctions be-
tween synthetic and real-world datasets:

• Dataset localization — not specifically related to the
task presented in the CBR competition but common in
other usages such as rescue missions in outdoors sce-
narios or the conservation situation presented in IMAV
2024 is the varied possible geographical locations. A
real life dataset that tries to offer detection in forests
may need the actual location, or something close to
it, to be effective in its task. If this is not possible, a
synthetic dataset can simulate the location needed pro-
vided that the designer knows the region well enough
to account for the specifics of it;

• Automated annotation — as previously noted, the au-
tomated annotation process is a huge benefit of the
method developed, skipping the need of an individual
to not only label the images correctly, but also to estab-
lish and follow the dataset labeling guidelines;

• Adaptability in new situations — Another big ad-
vantage of the synthetic method provided comes from
the adaptability component intrinsic of the method.
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If needed, as when an aspect of the dataset wasn’t
representative of real life situations, a new patch in
the dataset can be developed relatively easily, without
the need to do all the normal steps of data collection
and labeling after the fact. This is particularly use-
ful when prototyping a system that may need changes
that couldn’t be accounted for in the beginning or when
mixing real life data with the specific needs of the ap-
plication being currently developed;

• Need for qualified individuals — One of the chal-
lenges of the method developed is in how specific the
toolset required to create it is. The individuals in-
volved in the project had to have been exposed to the
tool (Blender) before, and also needed to have a highly
niche knowledge such as using the python API, some-
thing not part of the main workflow of the tool;

• Number of individuals needed — In a real life sit-
uation, the need for multiple pictures might force the
dataset to be created by a collective of individuals con-
currently so the process is faster. In the synthetic
method proposed, even though the individuals need
some relevant prior training in the tools involved, the
actual number of individuals can be massively de-
creased, leading to a smaller human footprint on the
project.

Table 1: Comparison Between Real-World and Synthetic
Dataset Methods

Criterion Real-World
Dataset

Synthetic Dataset

Localization Geographically
constrained

Region-flexible
(designer-
dependent)

Annotation
time

Manual / semi-
automated

Fully automated

Adaptability Slow, labor-
intensive

Rapid and modular

Tool qualifica-
tion

General labelling
tools

3-D tools & script-
ing required

Team size Larger teams Smaller, spe-
cialised teams

6 CONCLUSION

This work demonstrates the feasibility and advantages
of synthetic dataset generation for MAV applications us-
ing procedural geometry and open-source tools. The devel-
oped datasets addressed indoor precision-landing and outdoor
marker-detection tasks and were validated in robotics com-
petitions. Results show that synthetic datasets are not only
viable substitutes but can surpass traditional methods in flexi-
bility, annotation efficiency, and adaptability—despite requir-
ing specific technical expertise.

Next steps to the work presented come with the devel-
opment of a plug-in inside Blender specialized on helping
with synthetic dataset creation. To better validate the results
in these new cases, a comparison between the synthetic and
a fully real-life based dataset could help elucidate how well
both approaches function.
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Abstract

Autonomous visual navigation in un-
manned aerial vehicles (UAVs) can
eliminate the need for global position-
ing systems and predefined maps, fa-
voring more flexible solutions. This
work presents an intelligent vision-
based path-following controller for a
commercial DJI drone. The controller
relies on a Convolutional Neural Net-
work (CNN), developed in Python us-
ing TensorFlow-Keras, which is trained
to predict the desired drone position
from a path marked with tape cap-
tured by the camera. The training
data is obtained manually from super-
vised flights with automatic labeling.
A nonlinear controller forces the drone
to achieve the desired position, allow-
ing it to travel the path. The re-
sults obtained using the Shape Context
descriptor method demonstrate that
the proposed strategy achieves effec-
tive route tracking.

1 Introduction
Computer vision is now a widely used technology;

its application has grown significantly since the 2010s,
particularly with the development of the Convolutional
Neural Network (CNN) AlexNet, which dramatically
reduced the error rate in image classification tasks
(ILSVRC 2012) [1]. As a result, computer vision is now
routinely applied to a wide range of domains, includ-
ing object detection [2], facial feature recognition [3],
medical image analysis [4], crop monitoring [5], and au-
tonomous navigation [6].
In the context of autonomous systems, computer vision
provides a rich, passive sensing modality that enables
mobile robots to interpret their environment using vi-
sual data. This characteristic is especially valuable for
Unmanned Aerial Vehicles (UAVs), where autonomous

∗Authors thank the support of Mexican SECIHTI under project
Ciencia de Frontera CF-2023-I-551

navigation based on computer vision provides a versatile
and cost-effective alternative to traditional localization
systems, such as the Global Positioning System (GPS),
particularly in urban canyons, indoor settings, or where
reliance on satellite-based localization is infeasible. The
ability to follow visible paths using only onboard cam-
eras minimizes dependency on external infrastructure.
The backbone for solving autonomous navigation tasks
using computer vision is the integration of CNNs that
enable robust perception of the environment through
learned feature hierarchies, are the driving force behind
key capabilities in vision-based navigation such as se-
mantic segmentation [7], monocular depth estimation
[8], obstacle detection, and visual odometry [9]. These
tasks are crucial for real-time autonomous decision-
making, enabling UAVs to map their environment, nav-
igate around obstacles, and plan safe trajectories.
CNNs are used in two main navigation paradigms: Me-
diated perception approaches, where CNN-based per-
ception modules extract high-level features or semantic
maps that inform downstream modules for planning and
control [10]. Behavioral reflex approaches, where visual
inputs are directly mapped to control commands using
deep CNNs trained with imitation learning [11] or rein-
forcement learning [12].
Path planning is one of the key challenges in autonomous
navigation. For example, in [13], the authors address
the problem of computing minimum-time trajectories for
first-person-view (FPV) drones navigating through clut-
tered environments. Their approach leverages reinforce-
ment learning to generate time-optimal paths while en-
suring obstacle avoidance. In the domain of self-driving
vehicles, computer vision techniques utilizing onboard
cameras are employed for tasks such as image segmenta-
tion and object detection. Specifically, geometric shapes
of particular colors are identified through visual process-
ing, and this information is used to estimate the appro-
priate steering angle, enabling the vehicle to follow a
predefined path [14].
Nevertheless, several challenges remain in deploying
CNNs for autonomous navigation in the wild. These
include generalization across diverse environments, han-
dling sensor noise and occlusion, and real-time inference
constraints on embedded platforms. Addressing these
issues has led to research in domain adaptation [15],
uncertainty-aware modeling [16], and hybrid systems
that integrate learning-based perception with traditional
robotics pipelines [17].
This work focuses on the design of a vision-based path-
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following control system for commercial quadrotors em-
ploying a CNN as the perceptual core. The system in-
terprets images captured by a front-facing camera to de-
termine the direction to follow, allowing direct visual
tracking of a path defined by a colored tape. The CNN
is trained under the mediated perception approach to re-
place the image processing of a navigation strategy based
on the center of mass (CMSS) of the viewed path. The
implementation is carried out on a DJI mini 3 pro drone,
utilizing a laptop as the processing unit, with a solu-
tion developed in Python using TensorFlow-Keras. This
configuration aims to maximize portability and leverage
resources available in the commercial environment.

2 Real-time video stream processing
2.1 Drone video acquisition
The primary tool for communication with the drone is
an Android 14 smartphone with the 5.12.0 version of the
DJI Mobile SDK (MSDK) [18] pre-installed on it and
connected, via a USB Type-C cable, to the DJI remote
controller (RC). The MSDK app was modified by adding
two virtual buttons for activating and deactivating Vir-
tual Sticks. The Virtual Sticks allow for commanding
the drone’s translational velocities and rotational speed
around the vertical axis.
Two servers are running on an Acer laptop with an In-
tel(R) Core(TM) i7-9750H CPU @ 2.60GHz, 16.0 GB
RAM, 3.01 TB storage with an NVIDIA GPU GeForce
GTX 1660 Ti: one for collecting video frames using
MediaMTX [19], an open-source software that allows
for publishing video streams with Real-Time Messaging
Protocol (RTMP) over a TCP connection on port 1935.
The stream is captured in Standard Definition (SD)
landscape orientation (848 x 480 px) from the MSDK
app, with a maximum frame rate of 30 FPS. The other
one is a TCP-gRPC server through which commands to
control the drone are transmitted via Wi-Fi from the
laptop to the drone radio controller. This experimental
setup was designed in [20]. Consult the official drone
documentation [21]

2.2 Image processing with OpenCV library
The video frames are captured in the three-channel RGB
color format by a down-facing camera integrated into the
drone. Since a particular blue tape defines the desired
path, the RGB format is converted to HSV format, which
separates color tone (H) from intensity (S) and luminos-
ity (V) [22]. Then, color segmentation is implemented by
defining a range between [100, 150, 50] and [140, 255, 255]
within the HSV space where the blue color of the tape
exists. The frame is then cleaned using morphological
operations, such as "close" to fill in the gaps formed by
black pixels within the white areas, and "open" to elimi-
nate small isolated pixels, since any noise, gaps, or false
spots in the mask directly affect the location of that cen-
ter. Finally, the pixel values are normalized by dividing
the mask by 255, resulting in values between 0 and 1.
In practice, this process is equivalent to applying a blue
color filter, where ones represent the detected path and
zeros correspond to the background. The pseudoalgo-
rithm in 1 illustrates the workflow of this image process-
ing procedure, while Figure 1 presents the effect of the
image processing on a image frame.

Algorithm 1 Color Detection using CMSS
A Input: frame, lower_color, upper_color, kernel_size
Output: (x_cmss, y_cmss), mask_clean

B hsv ← ConvertColor(frame, BGR_to_HSV)
C color mask ← InRange(hsv, lower_color, up-
per_color)
kernel ← Ones(kernel_size, kernel_size)
mask closed ← Morph(mask, MORPH_CLOSE, ker-
nel)
mask clean ← Morph(mask_closed, MORPH_OPEN,
kernel)
D mask clean ← mask clean
binary mask ← mask clean / 255

if Sum(binary mask) == 0 then
return None, mask clean

com ← CenterofMass(binary mask)
if isnan(com.x) or isnan(com.y) then

return None, mask clean
else

x_cmss ← int(com.x) y_cmss ← int(com.y)
return (x_cmss, y_cmss), mask_clean

Figure 1: Image processing on a non-augmented sample using
Algorithm 1. The input (A), BGR to HSV (B), the color
mask (C) and clean mask (D) are shown.

3 Drone model and control
Considering the RC control inputs, the DJI drone flying
at a constant altitude can be modeled by the follow-
ing differential equations [20]. The altitude dynamics
are omitted in this model because the drone’s onboard
control system maintains a nearly constant altitude au-
tomatically during flight. This simplification allows the
model and controller to focus on horizontal motion, while
altitude variations are effectively handled by the drone’s
internal stabilization.

Ẋ = RψU, Ṙψ = RψS(r) (1)

with X = [ x y ]⊤ the quadrotor inertial position, U =
[ u v ]⊤ the quadrotor longitudinal velocity in body
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coordinates,

Rψ =
[
cψ −sψ
sψ cψ

]
∈ SO(2)

the drone attitude with
SO(2) =

{
Rψ |R⊤

ψRψ = I, det(Rψ) = 1
}

and r the drone angular speed around its vertical axis1.
Moreover,

S(r) =
[

0 −r
r 0

]
∈ so(2)

with so(2) the Lie algebra of SO(2).
At each frame, see Figure 2, it is considered that the
inertial reference system is located at the center of the
image so that the drone position is X = 0. Moreover, the
CoM position is defined as the desired drone position Xd

and the angle between the 0xi axis and the line that joins
the center of the image and the position of the CMSS is
equal to ψ.
To ensure compatibility between the image coordinate
frame and the drone coordinate frames, all positions are
expressed in pixel coordinates. The image coordinate
system 0xvyv is translated to the center by summing to
all image measurementsXv

c = [ cx cy ]⊤ with cx = 424
and cy = 240, which represent the center of an image of
848× 480 pixels.
Using OpenCV the CMSS of the path viewed in the cur-
rent frame is defined as Xv

CMSS = [ cmssx cmssy ]⊤,
thus

Xv
d = Xv

CMSS +Xv
c

The position error at each frame is defined as
X̃ = Xd −X

with Xd = R(−π/2)X
v
d , since at each frame the drone

position is assumed to coincide with the image center, it
follows that X = 0. The angle ψ can be computed as

ψ = arctan
(
ỹ

x̃

)
(2)

The control objective is stated as follows.

Control objective. Assume that XCoM is available.
Design U and r such that between image frames X̃ and
ψ approach zero. The control objective is satisfied with
the following controller. For the translational position

U = R⊤
ψ X̃ (3)

For the angular position the controller is designed follow-
ing [23]. The desired attitude is ψd = 0 so that Rψd

= I.
The attitude error is R̃ψ = Rψ. Thus,

r = −krPa(Rψ)∨ (4)
with

Pa(R̃ψ) = 1
2

(
R̃ψ − R̃⊤

ψ

)
∈ so(2)

and (·)∨ : so(2)→ R.

1In the following, sψ = sin(ψ) and cψ = cos(ψ).

4 Navigation strategies
Once each frame from the video stream is processed,
it is used to define a control strategy that guides the
drone along the path. The intelligent control strategy
was developed as follows. First, the processed image
is employed to determine a point over the path that
the drone must follow. This point is computed using
OpenCV commands such as the CMSS of the detected
path with respect to the image center. A yaw angle is
also determined as the angle between the line that joins
the CMSS location and the center of the image and the
vertical axis of a reference frame attached to the image
frame. The point location and angle are fed into the
controller, which drives the drone to travel along the
path. Then, using the data from this navigation strat-
egy, a CNN is trained to determine the point location
and angle that are fed to the controller.

Figure 2: Inertial frame 0xiyi origin (yellow point). Path
CMSS Xd (red point). Yaw angle ψ.

4.1 Navigation without the CNN
The pseudoalgorithm 1 ends with all the information to
implement the controller (3), (4). In the results section
is shown that the drone is able to track the path.

4.2 Navigation with the CNN
Now, data from four flights of navigation without the
CNN were saved; this data consists of an image frame
labeled with the corresponding CMSS location and saved
to a CSV file organized in three columns. This data was
used to train the CNN and compute the path based on
CMSS location predictions.

Data collection
From the navigation experiments without CNN, one
frame out of every six frames was saved, resulting in
a total of 2065 samples organized into four folders: two
corresponding to clockwise (CW) route tracking and two
to counterclockwise (CCW). This division was necessary
because, in practice, the route is not always followed in
exactly the same way. By structuring the dataset in this
way, we ensured that both directionality and variability
in the path execution were adequately represented for
training and evaluation.
To strengthen CNN training for color and shape detec-
tion in scenarios where luminosity may vary, data aug-
mentation was employed. For each image sample, five
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versions of it were generated, two to vary the bright-
ness and one for contrast, using the following relation-
ship [24]:

g(i, j) = α · f(i, j) + β

where f(i, j) and g(i, j) denote the original and new pixel
values at position (i, j), respectively. The parameter α ∈
(0, 1) adjusts contrast, while β controls brightness: β < 0
darkens the image, and β > 0 increases brightness.
In the fourth and fifth images the gamma value was mod-
ified according to the formula [24]:

O =
(

I
255

)γ

· 255 (5)

where O are the mapped output values from the image,
I are the input values; for 0 < γ < 1 light areas appear
darker and γ > 1 darker areas appear lighter. The CMSS
position label was only copied to the extra five variations
of each frame.
After data augmentation the dataset has 38,778 image
frames and labels. Figure 3 shows the augmented data
and the original frame.

Figure 3: Sample of the dataset after the data augmentation.

4.3 CNN
The CNN was trained with TensorFlow. The input for
model is a dataset binarized and resized to 300x169 px,
with a single channel (grayscale) normalized in the range
[0, 1]. The structure of the network is composed of three
convolutional blocks, see Table 1, with ReLU activation
and max-pooling, followed by dense layers that perform
the regression of two continuous values, the coordinates
of the CMSS XCMSS .
From the augmented dataset, only 20,000 samples were
selected for training, due to the size of the processing
unit memory in the GPU which is 6 GB. The maxi-
mum number of samples was determined by trial and
error. The 80% was used for training and the rest for
validation. The model was trained for a maximum of
100 epochs with a batch of 16 and the Adam optimizer
with the default learning rate. Regarding the training
errors, the Mean Square Error (MSE) is used as a loss
function while the Mean Absolute Error (MAE) is used
as an evaluation metric that represents the average de-
viation between model predictions and actual values. To

Layer Details
0 Conv2D (Input) 32 filters, 3×3 kernel, ReLU activation
1 MaxPooling2D 2×2 pool size
2 Conv2D 64 filters, 3×3 kernel, ReLU activation
3 MaxPooling2D 2×2 pool size
4 Conv2D 128 filters, 3×3 kernel, ReLU activation
5 MaxPooling2D 2×2 pool size
6 Flatten Converts 3D tensor to 1D
7 Dense 128 units, ReLU activation
8 Dense (Output) 2 units (linear activation for regression)

Table 1: CNN Architecture.

avoid overfitting, Early Stopping strategies were imple-
mented, and the model was saved with the lowest loss in
validation using Model Checkpoint. The combination of
software and library versions that allowed running the
Nvidia GPU for training correctly is presented in Table
2.

Software/Library Details
Operating system Windows 11
Python 3.11.4
TensorFlow 2.18.0
Sklearn 1.3.0
NumPy 1.24.3
CUDA Toolkit 12.7
cuDNN 8.6
GPU NVIDIA GTX 1660 Ti
NVIDIA driver 566.36
VSCode 1.102.1
Anaconda 2.6.3

Table 2: Computational resources for CNN training.

5 Results
5.1 Trained CNN
The training process took 42 epochs to complete, during
which the MAE and the loss function were monitored for
training and validation sets.
Figure 4 shows the evolution of the MAE. A continuous
decrease is observed in the training set, from 0.0330 to
0.0092, indicating that the model undergoes progressive
learning from the dataset. The validation set decreases
towards an oscillation phase between 0.0169 and 0.0207.
This variability suggests that the model reached a sat-
uration point in its capacity to generalize. The model
achieved a final MAE of 0.0154 over normalized coor-
dinates, equivalent of ≈ 13 px in X and ≈ 7 px in Y ,
corresponding to an average Euclidean distance of ≈ 15
px.
Figure 5 corresponds to the loss function (MSE) dur-
ing the training process. From epoch 10 onwards, train-
ing loss decreases until it stabilizes around 0.0006. In
the validation set, it stabilizes without showing relevant
changes, which suggests that the model does not incur
significant overfitting and maintains its generalization
capacity throughout training. The final loss (MSE) was
0.0012, whose root mean (RMSE) corresponds to an er-
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ror of ≈ 29 px in X and ≈ 17 px in Y , with an average
Euclidean distance of ≈ 34 px on the validation set. The
model learned around epoch 15–20, suggesting that con-
tinuing training beyond this point offers little improve-
ment. Model performance was confirmed by real-world
testing.

Figure 4: MAE vs Epoch graph.

Figure 5: Loss (MSE) vs Epoch graph.

5.2 Experimental tests
Two runs were performed using the CMSS calculation
and two more using the predicted values from the model,
CW and CCW. Figure 6 and Figure 7 were obtained from
these runs, where the trajectories were plotted using data
from an Optitrack system.
To verify the following of the real path, the Shape Con-
text algorithm was implemented, which is scale invariant
and reflects the structural difference between shapes [25],
estimating correspondences between points in the geom-
etry paths traced by both, predictions from the CNN
and CMSS. The result indicates that with the CNN pre-
diction method with a shape context distance of 64.6561
(CCW) and 123.3177 (CW) it has better similarity with
the original trajectory, while the shape context distance
of the CMSS was 71.5434 (CCW) and 133.6464 (CW)
making it further away in geometric structure.

6 Conclusions
This work presented the design of a control algorithm
calculated from CNN predictions of coordinates so that
a commercial DJI drone can navigate autonomously on
a reference, using freely available software tools that can
be used for real-time image processing with computer
vision. The system was validated through experiments
under real-world conditions. In the initial stage, track-
ing issues were identified due to light reflections in areas
on the floor where the blue tape was placed. This led to

increasing the training dataset by varying the illumina-
tion range of the images already taken. The capabilities
of the proposed system were tested and met the objec-
tive, as can be seen in the comparative graphs in Figure
6 and Figure 7 of the experimental routes and the differ-
ence calculated with the Shape context algorithm. The
result is that the predictions of a trained model com-
bined with computer vision can be an alternative for
solving real-time autonomous navigation tasks. To com-
plete the experiment, a full analysis of the CNN used
is currently underway. Consideration is being given to
strengthening the system by using deeper networks such
as CNN+LSTM, thus capturing the temporal evolution
of the tracking to provide early predictions. This would
open up the possibility of integrating more advanced pre-
dictive controllers.
Suplementary material at:https://youtube.com/playlist?
list=PLIFqXxbt6YQT_ZDaQDj3KNkFF3OEGUaGR&si=-vMcyr-
04_M1mLYf

Figure 6: Path traveled CW.

Figure 7: Path traveled CCW.
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Autonomous UAV Landing with Visual Servoing and
Semi-Markov Decision Processes

Fabián González-Tejeda, Brenda Ivette Garcı́a-Maya*, and Hernán Abaunza
Tecnologico de Monterrey, School of Engineering and Sciences

ABSTRACT

This paper presents an innovative approach to
autonomous UAV landing on moving platforms
by integrating a Semi-Markov Decision Pro-
cess (SMDP) framework with a visual servoing
control strategy. The proposed method models
the UAV’s position relative to the landing tar-
get using a semi-Markov state space, accounting
for varying visibility conditions and the precise
positioning required for a successful landing.
By incorporating a reward function, the SMDP
framework enables the UAV to evaluate trade-
offs between different actions and dynamically
optimize its trajectory. This approach enhances
the UAV’s ability to adapt to platform movement,
handle uncertainty, and improve landing perfor-
mance in unpredictable environments. The con-
tribution of this work lies in the novel applica-
tion of SMDPs combined with visual servoing,
offering a robust, adaptable solution to the chal-
lenges of autonomous landing in real-world, dy-
namic conditions.

1 INTRODUCTION

Unmanned Aerial Vehicles (UAVs) have rapidly ad-
vanced in response to the growing demand for real-time appli-
cations in dynamic environments. Consequently, autonomous
landing systems have become essential for various tasks [1],
including package delivery [2], search and rescue [3], and
aerial inspections requiring timely decisions [4].

These systems depend on advanced algorithms and sen-
sors to perform precise, reliable landings. Among state-of-
the-art methods, visual servoing [5, 6] stands out as a popular
approach [7, 8], providing accurate control by processing vi-
sual feedback to guide the UAV during descent. However, vi-
sual servoing faces significant challenges related to environ-
mental variability, occlusions, sensor inaccuracies, and com-
putational limitations, demanding more sophisticated strate-
gies for robust operation [9, 10].
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Tecnologico de Monterrey, School of Engineering and Sciences
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Jalisco, México.

To address these issues, Kalman filters have been widely
adopted to model and manage uncertainty during landing ma-
neuvers [11]. While effective for filtering noise and esti-
mating states, they may struggle under highly unpredictable
conditions—particularly when vision-related problems arise,
such as lighting changes, occlusions, target motion, and UAV
inclination variations, especially without gimbal stabilization.

To improve robustness under uncertainty, alternative
probabilistic frameworks like Markov chains have been ex-
plored. By modeling the landing process as discrete states
with transition probabilities, Markov chains enable detailed
analysis of possible outcomes based on UAV actions. Extend-
ing this concept, Markov Decision Processes (MDPs) [12] in-
troduce decision-making into the framework, allowing UAVs
to handle stochastic environments by associating actions with
rewards and transition probabilities [13].

The use of Markov models represents a significant step
toward overcoming UAV landing challenges, improving reli-
ability and adaptability in uncertain scenarios [14]. However,
standard Markov processes assume sojourn times follow ge-
ometric or exponential distributions, limiting their flexibility.
Semi-Markov systems address this limitation by allowing any
probability distribution for sojourn times [15].

This work aims to improve autonomous UAV landing on
moving platforms by integrating a Semi-Markov Decision
Process (SMDP) framework with visual servoing. The SMDP
models the UAV’s state relative to the target, accounting for
varying visibility and precise positioning needed for target
locking and landing. A reward function guides the UAV to
evaluate trade-offs and select actions that maximize landing
success probability. This approach enables adaptation to plat-
form motion, uncertainty management, and trajectory opti-
mization. The main contribution is this novel combination of
SMDP and visual servoing, offering a robust, adaptable solu-
tion for real-world UAV landing scenarios.

The remainder of this paper is organized as follows: Sec-
tion 2 describes the proposed methodology; Section 3 details
the visual servoing control strategy; Section 4 presents the
SMDP framework for autonomous decision-making; Section
5 discusses the experimental validation; and Section 6 pro-
vides conclusions and future perspectives.

2 METHODOLOGY

The proposed solution integrates Visual Servoing and
Semi-Markov Decision Processes (SMDPs) to train a reli-
able UAV landing system, as illustrated in Figure 1. Visual

NOVEMBER 3-7, 2025, SAN ANDRÉS CHOLULA, PUEBLA, MEXICO 43
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Servoing is responsible for state estimation, providing real-
time information about the relative position of the landing
platform. SMDPs, on the other hand, enable decision-making
by modeling the system’s behavior over time.

The system processes two main inputs:

1. Real-time platform position (Input 1a): The UAV’s
onboard camera captures the relative position of the
landing platform. This information is converted into
discrete states representing the platform’s location in
relation to the UAV.

2. Experimental flight data (Input 1b): A dataset is col-
lected from previous flights, recording the observed
states, actions taken, and corresponding outcomes.
This historical data is used to estimate the probabili-
ties of different system behaviors over time, forming a
transition probability matrix.

Using this probability matrix, the system evaluates the ex-
pected rewards for different actions in each state. It com-
putes the optimal action the UAV should take to maximize its
chances of a successful landing. Once computations are com-
pleted (Steps 3, 4, 5, and 6 in Figure 1), the drone controller
(acting as the pilot) selects the most effective decision for the
given scenario.

Figure 1: UAV landing decision process algorithm diagram

This structured approach allows the UAV to dynamically
adapt its landing strategy based on real-time observations and
learned experience, improving accuracy and reliability.

The relative pose of the moving platform is estimated by
detecting visual markers (e.g., QR codes) from the camera
feed. The visual data is interpreted and converted into a series
of discrete states (detailed in Section 4), which are used to
ensure real-time awareness of the system’s status.

Then, a SMDP, models the problem as a sequence of
states, actions, and rewards. The state space captures the

UAV’s relative position to the target and the status of the land-
ing platform, with terminal states representing either a suc-
cessful landing or a failed attempt. The action space defines
the UAV’s possible maneuvers, such as adjusting circular ve-
locity, moving in specific directions, or centering the target
based on visual feedback.

State transition probabilities account for system uncer-
tainties, representing the likelihood of moving from one state
to another after performing a specific action. The reward
function is designed to promote behaviors that guide the UAV
toward the target while penalizing inefficient actions.

The objective is to find an optimal policy π∗(s), which
is a function that maps each state s to an optimal action a,
maximizing the expected cumulative reward:

π∗(s) = argmax
π

E

[ ∞∑

t=0

γtR(st, at)

]
,

where γ is the discount factor that determines the importance
of future rewards. The reward function R is carefully crafted
to minimize the landing error and ensure that the UAV makes
decisions that lead to a safe and accurate landing.

The optimal policy is computed using linear program-
ming techniques. These algorithms enable the UAV to learn
the optimal policy through trial and error, updating its actions
based on the observed rewards. The integration of Visual Ser-
voing and SMDPs allows the system to adapt dynamically
to the changing environment, making real-time adjustments
based on the current state.

The system operates in a feedback loop, where Visual
Servoing continuously estimates the platform’s position and
the SMDP evaluates the state and selects an optimal action.
This loop ensures that the UAV can adjust its trajectory in re-
sponse to platform motion and other uncertainties, improving
the likelihood of a successful landing.

3 UAV MODELING AND VISUAL SERVOING
STRATEGY

The UAV’s dynamics are governed by:

mp̈ = R(q) · fb −mg, (1)
Jω̇ = τ − ω × (Jω), (2)

where m ∈ R is the UAV mass, p̈ ∈ R3 its acceleration (in-
ertial frame), R(q) ∈ R3×3 the rotation matrix from quater-
nion q ∈ H, J ∈ R3×3 the inertia matrix (body frame), and
ω = [ωx ωy ωz]

T the angular velocity. Gravity is given by
g = [0 , 0 , −9.81]T m/s2.

The internal control system operates as follows:

• Inputs: Desired translational velocity vd =
[vdx vdy vdz ]

T and yaw angular velocity ωzd ∈ R.

• Outputs: Thrust force fb ∈ R and control torque τ ∈
R3 (body frame).
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Assumption 1 The internal controller (provided by the man-
ufacturer) ensures that v → vd, and ω → [0 , 0 , ωzd ]

T ,
where v = [vx vy vz]

T = ṗ is the translational velocity
(inertial frame) and ω the angular velocity (body frame).

3.1 Visual Servoing for Autonomous Landing
The use of Image-Based Visual Servoing (IBVS) in UAV

control relies on image feedback to achieve precise position-
ing [16]. Unlike position-based methods, IBVS operates di-
rectly in the image plane, reducing dependency on accurate
3D scene reconstruction. This approach is particularly effec-
tive for tasks such as landing, object tracking, and navigation
in dynamic environments. The operational scheme of Image-
Based Visual Servoing (IBVS) for multirotor UAVs is illus-
trated in Figure 2, highlighting the feedback loop between
visual data and control commands. The diagram represents
the relationship between the image plane and the drone po-
sition plane. The UAV moves along the x, y, and z axes,
representing the spatial coordinates in which it can maneuver
freely.

The image plane is a two-dimensional (2D) representa-
tion of the captured scene, where positions are defined in
pixel coordinates (u, v). The observed image is composed
of pixel coordinate sets, with the image center defined as
(u0, v0). To align the image center with a target, we calculate
the distance between the center and any point in the image
plane, denoted as p = [u, v].

Once the desired trajectory is determined in the image
plane, mapping it to the drone’s movement requires a trans-
formation into the position plane, where coordinates are ex-
pressed as p = [x, y, z]. This transition between the image
plane and the position plane is achieved using the Jacobian
matrix, which establishes the mathematical relationship be-
tween pixel displacement and UAV motion. More details on
this transformation are provided in the following sections.

Figure 2: IBVS control scheme for a multirotor UAV, illus-
trating image plane error correction for precise target align-
ment.

3.1.1 Error Definition

The error in IBVS is defined as the distance difference be-
tween an actual point and our desired position:

e = pi − p∗
i (3)

where: pi = [ui, vi]
T denotes the observed image feature

position, and p∗
i = [u∗i , v

∗
i ]
T represents the desired image

feature position.
The image position is represented in the image frame,

described by the camera position. The transformation with
the jacobian matrix help transform the desired position in the
camera frame to the a desired velocity for the UAV.

3.1.2 Pixel Velocity Control Law

To understand the pixel velocity of an image it is important
to compute the relationship between the pixel velocity and
the camera velocity, to achieve this we multiple the camera
velocity by the image Jacobian matrix which is given by:

ṗi = Jν (4)

where:

• ṗi = [u̇, v̇]T : pixel velocity.

• ν = [vT ,ωT ]T = [vx, vy, vz, ωx, ωy, ωz]
T : UAV

translational and rotational velocities.

• J : Jacobian matrix relating UAV velocities to image
feature velocities:

J =

[
− fxdi 0 ui

di
uivi
fx

−(fx + u2
i

fx
) vi

0 − fydi
vi
di

v2i
fy

−uivify
−ui

]

(5)
where fx, fy are the focal lengths, di is the depth of the
feature, and ui, vi are the coordinates of the feature in
the image plane.

3.1.3 Control Law

Considering Assumption 1, a control law that computes the
desired camera velocity can be expressed as:

νd := −λJ†e (6)

where λ denotes a positive gain, while J† is the pseudo-
inverse of the Jacobian matrix. Introducing (6) into (4) yields

ṗi = −JλJ†e = −λe, (7)

considering ṗi ≈ ė = −λe results in the convergence of
e→ 0.

Considering Assumption 1, then ωx ≈ ωy ≈ 0, therefore,
the desired velocities for the UAV are computed as




vdx
vdy
vdz
ωdz


 = −λ




1 0 0 0 0 0
0 1 0 0 0 0
0 0 1 0 0 0
0 0 0 0 0 1


 J

†e. (8)
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4 SEMI-MARKOV DECISION PROCESS FOR
AUTONOMOUS LANDING

Before introducing semi-Markov Decision Processes
(SMDP), we will present some necessary mathematical con-
cepts for their understanding, such as the concept of Markov
chains.

4.1 Markov chains
A Markov chain is a mathematical model that describes a

sequence of random variables where the probability of tran-
sitioning to the next state depends only on the current state
and not on the previous states (the Markov property). For-
mally, let N := {0, 1, 2, ..} be the set of natural numbers. The
sequence {Xt}t∈N which takes values in state space S is a
Markov chain if it satisfies the following equation:

P (Xt+1 = j | Xt = i,Xt−1 = ·, . . . ,X0 = ·)
= P (Xt+1 = j | Xt = i), ∀ i, j ∈ S.

Markov chains are essential for modeling dynamic systems
where the next state depends only on the current state. How-
ever, as discussed in the introduction, the primary limitation
when utilizing Markov chains for system modeling lies in the
sojourn time in a state. The sojourn time is a random variable
that must be modeled by a geometric distribution (in the dis-
crete case) or by an exponential distribution (in continuous
time). To generalize this hypothesis in this article we pro-
pose a SMDP to achieve the landing aircraft decision. Before
introducing the decisions equations we shall introduce semi-
Markov processes.

4.2 semi-Markov processes
Let us consider a complete probability space (Ω,F ,P)

on which all processes and random variables are defined. Let
{Xt}t∈N be a stochastic process which takes values in state
space S. Let us also define by {τn}n∈N the consecutive time
instants when {Xt}t∈N shifts its state. By definition τ0 := 0
and

τn+1 := inf{t > τn : Xt ̸= Xτn}, n ≥ 0.

By convention inf ∅ = ∞. Observe that sequence {τn}n∈N
represents the renewal or jump points of process {Xt}t∈N.
We shall denote by {Bt}t∈N the backward process of process
{Xt}t∈N. Process {Bt}t∈N is mathematically defined as fol-
lows

Bt := t−max{τn : τn ≤ t} and Bt := t, if τ1 > t.

Speaking generally, the backward process models the time
spent in the current state since the last state change.
We define N(t) := max{n ∈ N : τn ≤ t} as the counting
process of the number of jumps in the interval time [1, t] of
process {Xt}t∈N. Let us denote by {Yn}n∈N a process which
records {Xt}t∈N at jump points {τn}n∈N, i.e., Yn = Xτn or
equivalent Xt = YN(t). We represent by {Tn}n∈N the pro-
cess that models the time interval between two consecutive

jumps. By convention T0 := τ0 and Tn+1 := τn+1 − τn,
n ∈ N. If the following condition is satisfied

P(Yn+1 = j, Tn+1 = k | Y0 = ·, . . . ,Yn = i;

τ0 = ·, . . . , τn = ·)
= P(Yn+1 = j, Tn+1 = k | Yn = i) (9)

then process {Xt}t∈N is a semi-Markov chain (SMC) and
process {Yn}n∈N is know as the embedded Markov chain of
process {Xt}t∈N. From now on to make the notation less
cumbersome, instead of writting {Xt}t∈N we will write {Xt}
and apply this simplification to all processes.
If the right-hand side of Equation (9) does not depend on n
then {Xt} and {Yt} are time homogeneous. In this article
we shall consider a homogeneous discrete-time semi-Markov
process {Xt}. A discrete-time semi-Markov process is also
referred to as a semi-Markov chain (SMC). A SMC is fully
specified by its state space, in this case it will be denoted by S
and, its semi-Markov kernel K(t) = {Kij(t); i, j ∈ S, t ∈
N} where

Kij(t) := P(Yn+1 = j, Tn+1 = k | Yn = i), k ≥ 0, t ∈ N.
(10)

The cumulative semi-Markov kernel of SMC {Xt} is de-
fined by

Qij(t) := P(Yn+1 = j, Tn+1 ≤ t | Yn = i)

=

t∑

k=0

Kij(k), i, j ∈ S, t ∈ N.

The cumulative distribution function of the sojourn time in
state i ∈ S is defined by

Hi(t) :=

t∑

k=0

∑

j∈S
Kij(k)

The conditional cumulative distribution of the sojourn time is

Fij(t) := P(Tn+1 ≤ t | Jn = i, Jn+1 = j)

=

{
Qij(t)
pij

, if pij ̸= 0,

1, if pij = 0.
(11)

The primary distinction between Markov and semi-Markov
discrete-time processes lies in the distribution function
Fij(t). For a Markov chain, this function follows a geo-
metric distribution with a success parameter of 1 − P (i, i),
where P represents the Markov transition probability matrix.
Conversely, in a semi-Markov chain, the distribution function
Fij(t) may be represented by any discrete-time distribution.
Throughout this article, note that we employ the index t ∈ N
to denote calendar time, while the index n ∈ N is used for the
renewal points of SMC {Xt}.
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In this subsection, we provided a summary of the fundamen-
tal background on a SMC. In the following subsection, we
will present the Markov Decision Process (MDP). After that
we shall generalize the MDP into SMDP.

4.3 Markov Decision Process (MDP)

A MDP is a mathematical framework used for modeling
decision-making situations where outcomes are partly ran-
dom and partly under the control of a decision maker. It con-
sists of the following components:

• States S: A set of possible situations or configurations
the system can be in.

• ActionsA: A set of possible actions the decision maker
can take from a state.

• Transition probabilities between states: The probabil-
ity of transitioning from one state to another.

• Rewards R: A numerical value received after taking an
action in a state, representing the immediate benefit or
cost of that action.

• Discount factor γ: A constant number (0 ≤ γ ≤ 1). If
γ ≈ 1 the system prioritiza future rewards by contrast
if γ ≈ 0 the system prioritize immediate rewards.

• Policy π: A strategy or a plan that defines the action to
be taken in each state.

The goal of a MDP is to find an optimal policy that maxi-
mizes the expected value of long-term rewards. To achieve
this goal, Bellman equation is used.

The Bellman equation is a fundamental recursive equa-
tion in dynamic programming and reinforcement learning,
see for e.g., [13]. It helps to determine the optimal policy
in decision-making problems. The Bellman equation is typi-
cally written as

Vπ(s) = max
a

[∑

s′

P (s′|s, a) (R(s, a) + γVπ(s
′))

]
, (12)

where

• Vπ(s) is the value function, representing the expected
cumulative reward from state s applying policy π.

• R(s, a) is the immediate reward received after taking
action a in state s.

• γ is the discount factor (between 0 and 1), which deter-
mines the importance of future rewards.

• P (s′|s, a) is the transition probability of reaching state
s′ from s given action a.

• π is a plan or strategy that outlines the actions to be
executed in every given state.

The idea of MDP is to chose a policy π∗ such that

π∗(s) = argmax
a

[∑

s′

P (s′|s, a) (R(s, a) + γVπ∗(s′))

]
.

(13)
In others words, Bellman equation maximizes the ex-
pected value Vπ(s) = E[Gn|Xn = i], where Gn :=∑∞
k=0 γ

kRn+k+1.

Thus far, we have outlined the equations modeling MDPs,
but these models have certain limitations. In particular, the
sojourn time within a state is a random variable modeled by
a geometric distribution (in the discrete case). Therefore, the
next subsection will be introduced SMDPs, where the sojourn
time can be represented by any distribution function.

4.4 semi-Markov Decision Process (SMDP)

MDP have some disadvantages respect of the distribution
function of the sojourn time in a state, for this reason in this
article we propouse a SMDP to successfully achieve the land-
ing of a UAV on a moving platform.
It is well known that if process {Xt} is an SMC then the bi-
variate process {Xt, Bt} is a Markov chain, see, e.g., [17],
where its transition probability matrix P is a function of the
semi-Markov kernell as follows

P(i, b1)(j, b2) =





qi,j(b1+1)

Hi(b1)
, if i ̸= j and b2 = 0;

Hi(b1+1)

Hi(b1)
, if i = j and b2 − b1 = 1.

(14)
where Hi(b) := P(T1 > b | Y0 = i) = 1−Hi(b).

We use bivariate process {Xt, Bt} to select the best action
according with the state and the backward of the system, in
others words, we search a policy π∗′

such that

π∗′
(s) = argmax

a

[∑

s′

P (s′|s, b, a) (R(s, b, a) + γVπ∗′ (s′))

]
.

(15)
The main difference between Equiations (13) and (15) is that
the transition probabilities and rewards now depend on the
time the system has spent in the present state which is a ran-
dom variable, modeled by any discrete time distribution func-
tion.

4.5 Implementation

A Semi-Markov Decision Process (SMDP) is employed
to enable UAV landing on a moving platform. The system
defines five discrete states and five possible actions, summa-
rized in Table 1.
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Table 1: SMDP States and Actions

State Description Action Description
S1 Platform not in sight A1 Move in circles
S2 Platform in sight A2 Center code
S3 Platform below A3 Move forward
S4 Landed (fail) A4 Move backward
S5 Landed (success) A5 Land

Available actions are {A1, A3, A4, A5} in S1, and
{A1, A2, A3, A4, A5} in S2 and S3. States S4 and S5 are
absorbing; any action leads back to the same state with prob-
ability one.

Rewards guide the UAV’s decisions by encouraging
progress and penalizing undesired behavior. The reward
function is empirically set as:

• Progress to next state: +3

• Remain in current state: +1

• Return to previous state: −3

In a SMC the semi-Markov kernel compuetes transition
probabilities between states, see Equation (10). The empirical
estimator for the semi-Markov kernel used in this article is
given by following equation

K̂ij(t,M) :=
Nij(t,M)

Ni(M)
for i, j ∈ S; t ∈ N, (16)

where M ∈ N∗ is a sensor time and Nij(t,M) is the number
of transitions on the embedded Markov chain {Yt} from i to
j up to time M , with sojourn time t such that 1 ≤ t ≤ M .
Nij(t,M) is formally defined by

Nij(t,M) :=

N(M)∑

n=1

1{Yn−1=i,Yn=j,Tn=t}

=

M∑

n=1

1{Yn−1=i,Yn=j,Tn=t,τn≤M}.

Therefore

Ni(M) :=

∞∑

t=0

∑

j∈S
Nij(t,M)

Notice that 1{x=A} is the indicator function of event A, that
means

1{x=A} =

{
1 if x = A;

0 otherwise.

The data for computing Equation(16) where taken from
several flights.

4.6 Algorithm Implementation
The following steps outline the implementation of the

mathematical framework described in Section 4:

1. For every s ∈ S initialize Vπ(s), with Vπ(s) = 0 for
non-absorbing states.

2. Iteratively update Vπ(s) using the Bellman equation.

3. Compute the optimal policy π∗′
(s) based on Vπ(s).

5 EXPERIMENTAL VALIDATION

Experimental validation is a key component of this study.
The UAV states, actions, and rewards are defined based on
manual landing trials. A DJI Tello UAV is selected for its
compact size, efficiency, and ease of programming.

In the first experimental stage, landings on a platform
moving at constant linear velocity in one dimension are per-
formed. The UAV’s position is adjusted to match the plat-
form’s motion, while manual control is applied to simulate
approach, alignment, descent, and touchdown phases. Each
maneuver is associated with specific actions and rewards to
reinforce desired behaviors.

The collected data is used to refine the SMDP model, en-
abling more robust decision-making for autonomous landing.

After the first stage in experimentation the following com-
putations were obtained based on the provided transition data.

5.1 Transition Probability and Reward Matrices
Table 2 shows a sample of the derived transition probabil-

ity (P ) and rewards (R) of the embedded Markov chain {Yt}
of SMC {Xt} of the UAV.

Table 2: Transition Probability and Reward Matrices

State Action Next State (s′) P (s′|s, a) R(s, a)

1 1 2 0.0 1.0
1 1 3 0.0 1.0
2 2 3 1.0 3.0
3 3 4 1.0 -3.0

5.2 Value Function and Optimal Policy
The value function Vπ(s) after convergence and the opti-

mal policy π∗(s) are shown in Table 3. This table helps the
UAV understand the best decision based on its actual state.

Table 3: Value Function Vπ(s) and Optimal Policy π∗(s)

State (s) Value (V (s)) Optimal Action (a)

1 12.76 1
2 11.76 5
3 9.99 3
4 0.0 –
5 0.0 –
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5.3 Results

The experimental results demonstrate a progressive im-
provement in the UAV’s landing performance as the SMDP
model undergoes training and parameter adjustments. Ini-
tial landing attempts showed a high failure rate, highlighting
the need for fine-tuning both the decision-making framework
and control parameters. However, as the system iteratively
learned from previous experiences, the success rate signifi-
cantly increased, reflecting the model’s ability to adapt and
optimize its performance over time.

By the end of the experimental phase, the UAV consis-
tently achieved successful landings with greater precision and
stability. To further illustrate the system’s evolution and final
performance, a demonstration video is provided, showcasing
representative landing sequences throughout the training pro-
cess:
https://youtu.be/FTALlxdZ64E.

Some screenshots have been taken from the video and de-
picted in Figures 3a and 3b

(a) Drone approaching (b) Drone landing

Figure 3: Drone landing procedure

Following figures represent the results of a series of
flights. The first graph represents a comparative analysis of
the percentage of successful drone landings over five-flight
intervals using three different control strategies: manual land-
ing (Non-Markov), Markov, and Semi-Markov processes.

The experiment involved grouping 25 drone flights into
five segments of five flights each and calculating the success
rate for each method in every interval. The Non-Markov ap-
proach, which lacks probabilistic decision-making, showed
lower and inconsistent success rates. The Markov approach,
which uses memoryless transitions between states, performed
better but had fluctuations.

The Semi-Markov approach, which considers both state
transitions and time delays, achieved the highest and most
stable success rates as depicted in Figure 4.

Figure 4: Comparison of successful landings

The effectiveness of three different landing strategies
(Non-Markov, Markov, and Semi-Markov) is evaluated by
measuring the closest distance to the platform across five
flight trials, see Figure 5. Each strategy was applied to a
drone during landing attempts, and for each flight, the short-
est distance achieved from the target at the final stage of the
flight was recorded. The improvement in landing accuracy
over successive flights is represented in the graph, with the Y-
axis indicating the closest distance to the platform (0–30 cm,
where lower is better) and the X-axis showing the flight num-
ber. It is observed that the most precise landings are consis-
tently achieved with the Semi-Markov strategy, followed by
the Markov strategy, while the Non-Markov approach shows
the least improvement over time. These results suggest that
the drone’s landing accuracy is enhanced over repeated at-
tempts when probabilistic decision-making models, particu-
larly Semi-Markov processes, are incorporated.

Figure 5: Comparison of distance from target

6 CONCLUSION

This paper demonstrates the effectiveness of Markov De-
cision Processes (MDP) and Semi-Markov Decision Pro-
cesses (SMDP) for UAV autonomous landing. These mod-
els provide robust tools for real-time decision-making under
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uncertainty, as validated by experimental results showing im-
proved performance over non-probabilistic approaches.

The system exhibited notable gains in robustness and de-
cision accuracy. Initially, high failure rates highlighted the
challenges of dynamic environments, but iterative learning
led to progressively higher landing success, reflecting the
adaptability of the SMDP framework.

A key advantage of SMDPs was their capacity to model
temporal dynamics, outperforming standard MDPs by ac-
counting for state transitions and time delays. This resulted
in greater landing precision and stability.

Future work will focus on mitigating the system’s ten-
dency to remain in certain states too long, improving respon-
siveness via enhanced temporal modeling and adaptive learn-
ing. Testing in more complex, unpredictable scenarios will
further assess scalability and robustness.

Probabilistic models (particularly SMDPs) prove valu-
able for improving UAV autonomy, offering a path toward
more reliable and efficient real-world deployment.
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Model-Based Analysis of UAV Accurate Landing in
Stochastic Turbulent Environments

Zhanghao Lu*, Yuan Tang, Lutong Li, Renbo Su, Zhengyi Jiang, Simon Watson†, and Andrew Weightman‡

Manchester Centre for Robotics and AI, University of Manchester, Oxford road, Manchester

ABSTRACT

Deploying Inspection, Maintenance, and Repair
(IMR) robots using unmanned aerial vehicles
(UAVs) has emerged as a promising method for
wind turbine blade inspection due to lower costs
and higher accuracy. However, deploying these
robots remains a challenge due to the high-speed,
turbulent wind environments around wind farms,
making it difficult for UAVs to land on tur-
bine blades accurately. Using a novel discrete
stochastic turbulent wind field model, this study
evaluates a landing strategy for UAVs to land
at higher speeds compared to typical UAV land-
ing speed (≤ 0.5 m/s) in turbulent wind fields to
minimise lateral landing errors. Based on 4800
simulations performed at various wind speeds
(3.0 - 12.0 m/s) and UAV landing speeds (0.5 -
3.0 m/s), it was observed that this landing strat-
egy provides lower mean landing errors (up to
37.7%) compared to existing UAV landing sys-
tems when the wind speed is below 9 m/s, im-
proving landing success rates by up to 30%.

1 INTRODUCTION

In recent decades, offshore wind farms have gained mo-
mentum due to fewer land-use constraints and access to
stronger, more consistent winds compared to onshore wind
farms [1]. However, the harsh marine environment has in-
creased the demand for blade inspection, maintenance and
repair (IMR), with blade damage being the most frequent and
costly [2].

Traditional manual methods for offshore inspection are
risky and expensive due to the unique geographical location
[3]. Although UAVs offer promising solutions for remote
blade inspection [4], they still face key limitations such as
flight instability in turbulence, limited inspection accuracy,
and battery capacity constraints. Moreover, maintenance and
repair still require manual intervention, limiting full automa-
tion and cost reduction.

To address these challenges, a multi-robot platform was
proposed in [3], where UAVs deploy and retrieve IMR robots
for close-contact blade tasks. Among the mission phases, the

*Email address: zhanghao.lu@student.manchester.ac.uk
†Email address: simon.watson@manchester.ac.uk
‡Email address: andrew.weightman@manchester.ac.uk
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Figure 1: The illustration of the impact of (a) constant wind,
(b) wind gusts and (c) wind turbulence on the positional error
of the UAV.

landing poses the highest risk due to direct contact between
the UAV and the blade under potentially high-speed turbulent
environments.

The risks primarily arise from two factors: (1) lateral dis-
placement caused by gusts and turbulence, which can reduce
landing accuracy or lead to a landing near the blade edge,
potentially causing the UAV to fall or collide with surround-
ing structures; and (2) vertical shear that might increase de-
scent speed, resulting in elevated impact energy and con-
tact forces, posing a risk of damaging both the UAV and
the blade. While most existing studies adopt low descent
speeds (typically ≤ 0.5 m/s), which allow sufficient time to
compensate for gust-induced deviations [5], such approaches
may be inadequate in highly turbulent conditions where wind
speed and direction vary rapidly. Therefore, this study pro-
poses a hypothesis that increasing descent speed can reduce
the UAV’s exposure time to wind disturbances and thereby
improve landing accuracy, if the kinetic energy can be ad-
equately dissipated during the landing process. To validate
this hypothesis, we developed a simulation framework with
a UAV platform and a height-varying stochastic turbulence
field to evaluate landing performance across multiple wind
and descent speed scenarios.

1.1 Background and Related Work

As illustrated in Figure 1, wind disturbances affecting
UAV landing can be broadly classified into constant wind,
gusts, and turbulence [6]. Constant wind refers to steady air-
flow that causes persistent deviations from the intended path,
while gusts are short-term variations in speed and direction
that lead to temporary trajectory shifts. Turbulence, the most

NOVEMBER 3-7, 2025, SAN ANDRÉS CHOLULA, PUEBLA, MEXICO 51



ht
tp

://
w

w
w

.im
av

s.
or

g/
IMAV2025-6 16th INTERNATIONAL MICRO AIR VEHICLE CONFERENCE AND COMPETITION

complex type, involves chaotic multidirectional fluctuations
and is also observed in offshore environments [7]. Due to the
time-varying nature of both wind magnitude and direction in
turbulent conditions, UAVs may exhibit highly diverse and
unpredictable landing trajectories.

Although most commercial UAVs report a wind resis-
tance rating of up to 10 m/s [8], perfectly constant wind
conditions are rarely observed in real-world environments
[6]. Hence, most existing studies focus on reducing trajec-
tory deviations under gust scenarios. Depending on the ro-
bustness of the controller and its compensation mechanisms,
UAVs may recover their trajectories after such disturbances
[9]. Most control approaches are based on Proportional-
Integral-Derivative (PID) or Model Predictive Control (MPC)
frameworks, enhanced with additional feedback, constraints,
or compensation terms. These methods have been validated
experimentally using high-power fans or through simulations
with step-like gusts. More recently, reinforcement learning-
based control strategies have also been explored and shown
to be effective for mitigating gust-induced errors [10, 11].

However, simplified gust models with fixed direction and
magnitude are insufficient to capture the complexity of the
highly dynamic wind environment observed near offshore
wind farms. For instance, the model in [11] introduces a lin-
ear ramp with Gaussian noise to simulate variability, but is
limited to the horizontal plane and neglects vertical wind ef-
fects. In contrast, turbulent wind models incorporating time-
varying fluctuations across three dimensions offer a more re-
alistic representation of offshore wind environments.

Turbulent wind fields can be accurately simulated using
computational fluid dynamics (CFD) [12], but the high com-
putational cost makes CFD unsuitable for large-scale simu-
lations required to assess the influence of descent speed and
wind intensity on UAV landing performance.

To address this, many UAV studies adopt stochastic tur-
bulence models based on power spectral density (PSD), such
as the Dryden and von Kármán models [13, 14]. These mod-
els, grounded in stochastic theory and empirical data, provide
a balance between accuracy and efficiency [6].

1.2 Summary of the Related Work

Section 1.1 reviews various wind field modelling ap-
proaches, as well as control and landing strategies to reduce
landing errors. Table 1 summarises the key elements of the
discussed UAV landing systems.

Most existing research on UAV landing strategies has
concentrated on landing controllers for lightweight platforms
(≤2.5 kg) operating under unidirectional gust conditions,
leaving three key gaps: (1) the influence of multidimensional
variability in wind speed and direction on UAV landing ac-
curacy has been largely overlooked; (2) the applicability of
these strategies to high-payload UAVs remains uncertain; and
(3) most importantly, except for the study by Olaz et al. [11],
which specified a descent speed below 0.8 m/s, the role of

descent speed in landing accuracy has been substantially un-
derexplored, despite its direct impact on the UAV’s exposure
time to disturbances [5].

To address these gaps, this study develops integrated
models of the UAV system and the three-dimensional turbu-
lent wind field to provide a novel investigation into the ef-
fect of descent speed on the landing accuracy of high-payload
UAVs under stochastic turbulent wind conditions.

2 DESIGN SPECIFICATIONS FOR UAV SAFE AND
ACCURATE LANDING

Deploying IMR robots onto wind turbine blades us-
ing UAVs in turbulent environments requires the systematic
quantification of key parameters related to the UAV platform,
blade characteristics, environmental conditions, and the IMR
robot. Currently, there is a lack of standardised design re-
quirements for UAV landings on wind turbine blades under
turbulent conditions. To ensure that the model aligns more
closely with real-world offshore environments and applica-
tion scenarios, this study proposes a set of design require-
ments for achieving safe and accurate UAV landings on wind
turbine blades.

2.1 UAV platform and IMR robot specifications
A custom-built UAV platform named Goliath was devel-

oped in [3] for deploying a 4.5 kg IMR robot. Its capa-
bility to land on wind turbine blades was validated through
field experiments under wind speeds of approximately 7.2
m/s and gusts reaching 9.2 m/s. The UAV was built upon
a 3DXR-IND1000 octocopter frame with overall dimensions
of 800 mm in width and depth and 500 mm in height. The
UAV has an approximate mass of 14 kg. It was powered
by eight X-U8II-KV85 motors equipped with MF2815 pro-
pellers, controlled via ALPHA 60A HV electronic speed con-
trollers (ESCs), providing sufficient thrust to support a maxi-
mum take-off mass (MTOM) of approximately 30 kg.

2.2 Design requirements for Accurate and Safe Landing on
Wind Turbine Blade Surface

In this study, wind turbine blades were designated as land-
ing targets. Several design requirements were made based on
a combination of existing literature, relevant regulations and
standards, and field data collected from real-world offshore
environments.

To ensure safe operation, the UAV must maintain a mini-
mum stand-off distance of 5 m from the blade during inspec-
tion to prevent collision [19]. Therefore, the landing height
range in this study was defined as a 5 m interval from the com-
pletion of the inspection to the landing on the blade surface.
Furthermore, during the landing process, the UAV landing
system should be capable of maintaining its attitude within
30 degrees even under variations in wind magnitude and di-
rection [20].

A wind turbine blade can be divided into three sections:
the root, the mid-section, and the tip [21]. While the root sec-
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Table 1: Comparison of UAV landing systems in different wind conditions.

Study Methodology Wind type Max. wind speed
(m/s)

Landing error
(mm)

System mass
(kg) Validation

Todeschini et al. [15] MPC + hierarchical
feedback controller Constant wind (3D) 3.0 N/A 11.0 Simulation

Ghadiok et Al. [16] Extensive filtering
& altitude estimation Gust (1D) 2.8 <500 1.4 Fan

Alexis et al. [14] MPC + Piecewise Affine Gust (3D) 4.3 N/A 2.5 Fan
Hentzen et al. [9] MPC Gust (1D) 12.0 <150.0 0.7 Fan
Mendez et al. [17] Wind-preview-based MPC Gust (1D) 10.0 <200.0 2.4 Simulation

Saj et al. [10] RL Gust (1D) 5.0 <50 1.4 Fan
Olaz et al [11] RL Gust (2D) 10.0 <500.0 N/A Simulation

Sydney et al. [18] Feedback linearisation controller Turbulence (3D) 2.0 <400.0 N/A Simulation

tion has the longest chord length, its high curvature makes it
unsuitable for UAV landing due to the increased risk of flip-
ping over. In contrast, the mid-section and tip have shorter
chord lengths (approximately 2.7 m, based on the DTU 10-
MW reference wind turbine [22]) but offer flatter surfaces.

To further enhance landing safety, operations near the
blade edges should be avoided. A 0.2 m buffer zone was re-
served on each side to reduce the risk of UAV fall-off, result-
ing in a defined landing zone width of 1.8 m, with 0.9 m on
either side of the blade’s central axis, as shown in Figure 2.

2.7m

Blade 

axis

Safe zone (0.2m)

Landing gear of 

the UAV 

0.5m

Maximum lateral 

displacement 

Blade edge

Figure 2: The illustration of the appropriate landing zone on
the wind turbine blade surface and the maximum lateral dis-
placement for the UAV to land accurately and safely on a
wind turbine blade.

Offshore wind farms are subject to highly variable wind
conditions, resulting in unpredictable wind speeds. To char-
acterise typical conditions, a dataset of maximum wind
speeds recorded from March to September 2013 at the Methil
offshore wind farm, UK was analysed [3]. The results showed
that wind speeds followed a normal distribution (7.82± 3.89
m/s). Wind speeds below 12 m/s account for 86.2% of all
observations, supporting the selection of 12 m/s as the maxi-
mum threshold in this study.

3 UAV LANDING STRATEGY AND PLATFORM MODEL

3.1 UAV Landing strategy

Before modelling the UAV platform and the wind field,
the UAV landing strategy must first be established. We as-
sume that once the UAV carrying an IMR robot moves above
the wind turbine blade, it has already identified a suitable

landing spot during the scanning phase and hovers above it.
After stabilising its attitude, the UAV accelerates from 0 m/s
to the desired speed and then descends to the blade surface at
this controlled speed through the wind field.

3.2 UAV Platform Model
The UAV platform model is based on the concepts pre-

sented in [20] and consists of four modules: kinematic, dy-
namic, control effectiveness, and propulsor models.

The UAV model is simplified as a six-degree-of-freedom
(6-DOF) rigid body with four motors mounted in a cross
configuration. Two right-handed coordinate frames of the
Aircraft-Body Coordinate Frame (ABCF) and the Earth-
Fixed Coordinate Frame (EFCF) are defined and denoted by
the subscripts b and e.
3.2.1 UAV Kinematic Model

The position vector of the UAV’s centre of mass (COM)
is defined in the Earth-Fixed Coordinate Frame (EFCF) pe =
[xe, ye, ze]

T ∈ R3 with units of m, and its time derivative
ṗe = ve represents the UAV’s velocity in m/s.

The attitude of the UAV is represented using quaternions
to avoid the singularity problem associated with Euler angle
representations. The rotation from EFCF to ABCF is repre-
sented by qbe ≜ [q0 q1 q2 q3]

T ≜ [q0 q
T
V ]
T (dimensionless,

with |qbe| = 1). The relationship between the quaternions and
angular velocities of the UAV body can then be expressed as

q̇be =

[
q̇0
q̇V

]
=

1

2

[
−qTV

q0I3 + [qV ]×

]
ωb, (1)

where ωb = [ωx ωy ωz]
T represents the angular velocity

vector of the UAV body in rad/s, I3 is an identity matrix
(dimensionless), and [qV ]× is the skew-symmetric form of
qV (dimensionless).
3.2.2 UAV Dynamic Model

The UAV dynamic model consists of translational and ro-
tational representations, which are derived using the Newton-
Euler equations [20]:

V̇e =




0
0
−g


+

1

m
Reb



0
0
fz


+

1

m



−kxẋe
−ky ẏe
−kz że


 , (2)
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J · ω̇b = −ωb × (J · ωb) + τ , (3)

where g is the gravitational acceleration in m/s2, m is
the UAV mass in kg and fz denotes the total thrust gen-
erated by the propellers in N . The coefficients kx, ky ,
kz are dimensionless drag coefficients along the respective
axes. J = diag(Jxx, Jyy, Jzz) ∈ R3×3 is the UAV’s mo-
ment of inertia matrix with units of kg · m2, and the vector
τ ≜ [τx τ y τ z] ∈ R3 represents the body-frame torques gen-
erated by the propellers in N ·m.

The rotation matrix Reb from ABCF to EFCF was ob-
tained from qbe using the standard conversion of quaternion to
DCM (Direction Cosine Matrix). Both Reb and qbe are dimen-
sionless. For simplicity, the gyroscopic torques generated by
the spinning motors were neglected in this model.
3.2.3 Control effectiveness and propulsor model

The propeller thrust and dynamic reaction torque pro-
duced by each motor were modelled as:

Ti = CTϖ
2
i , (4)

Mi = CMϖ
2
i + JRP ϖ̇i, (5)

where CT and CM are the dimensionless coefficients of
thrust and torque. The total thrust and torques of the UAV are
then determined by the angular velocities of the propellersϖi

in rad/s:




f
τx
τy
τz


 =




CT CT CT CT√
2dCT
2

−
√
2dCT
2

−
√
2dCT
2

√
2dCT
2√

2dCT
2

√
2dCT
2

−
√
2dCT
2

−
√
2dCT
2

CM −CM CM −CM







ϖ2
1

ϖ2
2

ϖ2
3

ϖ2
4


,

(6)
where d denotes the distance from each motor to the

UAV’s COM in m.
In turbulent environments, accurately modelling the mo-

tor’s dynamic response is essential for capturing the UAV’s
real-time behaviour and landing performance. Therefore,
this study incorporates both the motor and the ESC in the
propulsor model. The ESC outputs a pulse width modulation
(PWM) signal, which is converted to a dimensionless throttle
command σ ∈ [0, 1]. At steady state, the motor speedϖss (in
rad/s) is assumed to vary linearly with the throttle input:

ϖss(σ) = CRσ +ϖb,

where CR and ϖb are the dimensionless gain and offset, re-
spectively. To model the motor’s response delay, a first-order
dynamic response function with a time constant Tm is used,
resulting in:

ϖ(s) =
1

Tms+ 1
(CRσ +ϖb), (7)

where Tm denotes the time required for the motor speed
to reach 63.2% of its steady-state value (in s).

3.2.4 UAV control system
To evaluate the impact of descent velocity on UAV land-

ing performance, a classic cascaded PID control system is
adopted, commonly used in commercial UAVs [23]. The
control system comprises four modules: position controller,
attitude controller, motor controller, and the UAV platform
model. The position controller includes vertical and horizon-
tal sub-controllers.

The quadrotor UAV is an underactuated system with four
control inputs—total thrust f ∈ R and body-axis torques τ ∈
R3—but six outputs: position p ∈ R3 and attitude Θ ∈ R3.
Consequently, only the desired position pd and yaw angle Ψd
are directly tracked, while the desired roll ϕd and pitch θd are
computed from the horizontal position controller using the
desired yaw angle and desired acceleration along the x and y
axes.

Thrust and attitude commands are calculated by the PID
controller and mapped to motor throttle inputs. To preserve
attitude control margin, the thrust output was capped at 90%
of the UAV’s maximum capacity.

4 STOCHASTIC WIND TURBULENCE MODEL

As mentioned in Section 1.1, PSD-based methods are
more suitable for simulating turbulent offshore environments
for UAV landing scenarios. Compared to the Dryden model,
the Von Kármán model shows better agreement with con-
tinuous turbulence measurements [24]. In this study, a
stochastic wind turbulence model is constructed based on
the Von Kármán model provided in the MATLAB/Simulink
Aerospace Blockset (MIL-F-8785C).

4.1 Von Kármán Wind Turbulence Model

The von Kármán wind turbulence model generates time-
varying wind velocities by applying frequency-domain tur-
bulence filters to white noise inputs. These filters, defined as
functions of the Laplace variable s, shape the spectral charac-
teristics of wind disturbances in the longitudinal, lateral, and
vertical directions. The corresponding transfer functions for
each direction are given as follows:

ΦVwindu (s) =
2σ2

uLu
πV

· 1
[
1 +

(
1.339LuV s

)2]5/6 (8)

ΦVwindv (s) =
σ2
vLv
πV

· 1 + 8
3

(
1.339LvV s

)2
[
1 +

(
1.339LvV s

)2]11/6 (9)

ΦVwindw (s) =
σ2
wLw
πV

· 1 + 8
3

(
1.339LwV s

)2
[
1 +

(
1.339LwV s

)2]11/6 , (10)
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where ΦVwindu , ΦVwindv , and ΦVwindw are the power
spectral densities of wind velocity in the x, y, and z direc-
tions, respectively. V represents the relative velocity between
the UAV and the ambient wind. The parameters σu, σv , and
σw indicate the turbulence intensities, while Lu, Lv , and Lw
correspond to the turbulence scale lengths in each respective
direction. These transfer functions are applied to white noise
signals generated by a random source, producing fluctuations
in external wind speed that characterise the temporal evolu-
tion of turbulence [25]. Different noise seeds yield distinct
stochastic wind profiles.

According to the military specification MIL-F-8785C
[26], the turbulence intensity σ and scale length L can be
computed as functions of flight altitude h using the follow-
ing:

Lw = h,

Lu = Lv =
h

(0.177 + 0.000823h)1.2
,

(11)

σw = 0.1W20,

σu
σw

=
σv
σw

=
1

(0.177 + 0.000823h)0.4
,

(12)

where h is the flight altitude of the UAV and W20 defines
the average wind speed at 20 feet (6 m).

4.2 Discrete Turbulent Wind Field Varying with Altitude
In a classical von Kármán turbulence model, both mean

wind speed and turbulence intensity are assumed constant.
However, real wind farm environments exhibit vertical wind
gradients, leading to varying wind speeds along the blade
height, typically within 1 m/s per metre [27].

To capture this effect, the vertical space between the blade
and the UAV is discretised into five uniform height inter-
vals. Each interval is assigned a unique W20 to reflect lo-
cal wind intensity. The wind speed at the mid-height is de-
fined as Vmid, with random perturbations introduced via two
sequences Θ1 = [x1, x2, . . . , xn2 ] and Θ2 = [y1, y2, . . . , yn2 ],
where 0 < xi < 1 and −1 < yi < 0. Wind speeds are in-
creased above and decreased below the mid-level by sequen-
tially adding these values, yielding a smoothly varying verti-
cal wind profile, as illustrated in Figure 3.

5 SIMULATION SETUP AND METHODOLOGY
SUMMARY

To evaluate whether higher descent speeds improve land-
ing accuracy under turbulence, the UAV’s descent velocity
was varied from 0.5 m/s (a typical UAV landing speed [5]) to
3.0 m/s, the maximum descent speed limited by most com-
mercial UAVs. Six discrete values: [0.5, 1.0, 1.5, 2.0, 2.5,
3.0] m/s were selected.

According to the design requirements in Section 2.2, the
maximum wind speed is limited to 12 m/s. Since most UAVs

Wind turbine blade

0 m

����

���� � �� � ��

���� � ��

���� � 	�

���� � 	� � 	�

Wind intensity

1 m

2 m

3 m

4 m

5 m

Figure 3: The illustration of the vertical wind gradients above
the wind turbine blade.

can maintain landing accuracy under light breeze conditions
(up to 3 m/s) [25], four representative values as [3.0, 6.0, 9.0,
12.0] m/s were selected for simulation.

Given the stochastic nature of the wind model, each simu-
lation run generated a unique wind profile based on different
random noise seeds. These seeds, along with the parame-
ters Θ1 and Θ2, were recorded to ensure repeatability. For
each wind speed setting, the same set of noise seeds was used
across all descent speeds to enable a fair comparison.

Each combination of descent speed and wind speed was
simulated 200 times, yielding a total of 4800 trials for statis-
tical analysis. The choice of 200 trials per setting balances
computational cost and statistical robustness, and is sufficient
to capture the variability in landing outcomes caused by the
stochastic wind conditions.

Simulations were conducted in MATLAB/Simulink using
the ODE4 solver with a fixed time step of 0.001 s.

To provide a clearer overview of the simulation process,
the integrated framework of the methodology is illustrated in
Figure 4.

6 SIMULATION RESULTS AND DISCUSSION

In order to evaluate the UAV’s landing accuracy and
safety across varying wind speeds and descent velocities, this
section considers the distribution of descent trajectories, the
final touchdown locations, and the overall landing success
rates under different scenarios.

6.1 Landing trajectories

In the process of UAV landing, maintaining a stable verti-
cal descent trajectory is essential to avoid collisions with tur-
bine structures. Figure 5 presents representative 3D landing
trajectories for descent speeds of 0.5 m/s and 3.0 m/s under
turbulent wind conditions with a maximum wind speed of 6
m/s.
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(a) Simulation Inputs

• Desired UAV 

landing speed 

(V���)
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Propulsion 

System

UAV 

Dynamics 

UAV 

Kinematics 

Control 

Effectiveness
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UAV rigid body model

Throttle 

Command

(0~1�

Stochastic Wind Turbulence Model

V��
�

(b) Integrated model of the UAV system and wind turbulence

(c) Performance Metrics

1. Landing Trajectories

2. Landing Position

3. Success Rate

Figure 4: The summary diagram of the overall simulation
flow, including (a) the simulation inputs; (b) the integrated
model of the UAV system and the stochastic wind turbulence,
where the wind model is embedded into the UAV dynamics;
and (c) the performance metrics used to evaluate landing per-
formance.

The results show that despite the inherent randomness of
the wind field, which could cause significant fluctuations in
individual trajectories, a consistent overall descent pattern re-
mained observable. A slower descent speed (0.5 m/s) leads
to greater trajectory deviations, whereas a faster speed (3.0
m/s) results in trajectories more tightly concentrated around
the vertical path. This also results in lower accuracy for the
0.5 m/s group, compared to the 3.0 m/s group, in terms of
successfully reaching the designated landing zone.

The trajectories are colour-mapped according to the
UAV’s instantaneous descent speed, with visible colour fluc-
tuations along some paths. These variations indicate distur-
bances in vertical motion caused by wind forces along the
z-axis, which impair the UAV’s ability to maintain its target
descent speed.

6.2 Landing position evaluation

Figure 6 illustrates the landing positions of UAVs de-
scending at speeds of 0.5 and 3.0 m/s under turbulent wind
fields with maximum wind speeds of 3, 6, 9, and 12 m/s.
Each marker represents the UAV’s touchdown location on the
turbine blade in a single simulation, while the red circle de-
notes the designated landing zone. The colour gradient of
each point indicates its lateral displacement from the target,
with lighter shades signifying a greater displacement.

All landing points exhibit a uniform radial distribution
from the centre outward, suggesting the stochastic turbulent
field affects the UAV symmetrically in all directions.

The results reveal that as wind speed increases, landing
deviations become more pronounced, leading to more land-
ings outside the designated target zone. However, across all
wind conditions, UAVs descending at 0.5 m/s show a wider
spread of landing positions and more outliers deviating from
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Figure 5: 20 samples of landing trajectories of UAV land-
ing in 3D space when maximum wind speed is 6 m/s and a
desired landing speed of 0.5 m/s and 3 m/s. The red box in-
dicates the designated landing zone. The trajectories at 3.0
m/s are visibly more concentrated around the vertical descent
path, while those at 0.5 m/s show greater lateral deviation.
This suggests that descending at a higher speed in stochastic
turbulent environments helps reduce the risk of collision with
turbine structures.

the central region. In contrast, at a descent speed of 3.0 m/s,
the landing points are more concentrated near the centre. This
improvement is particularly evident under wind speeds of 3.0
m/s and 6.0 m/s, with the most significant effect observed
at 6.0 m/s, where the mean, median and standard deviations
are reduced by 37.7%, 39.6% and 40.9%, respectively. How-
ever, under higher wind conditions (9.0 m/s and 12.0 m/s), the
improvement diminishes, with the smallest gains observed at
12.0 m/s with reductions of 16.9%, 9.3% and 20.3%.

6.3 Landing success rate

Considering the safe landing zone defined in Section 2.2,
Figure 6e presents a heat map illustrating the landing success
rates across all tested scenarios. In every case, increasing the
descent speed results in an improved success rate. Under rel-
atively calm wind conditions with a maximum wind speed of
3 m/s, the UAV consistently maintained a success rate above
85%, reaching as high as 97.0% at a descent speed of 3.0
m/s—the highest success rate observed among all conditions.
In contrast, within a 6 m/s wind field, the success rate only ex-
ceeded 50% when the descent speed was greater than 2.0 m/s;
all other configurations failed to meet this threshold. How-
ever, the baseline success rate at 3 m/s wind speed was al-
ready high, resulting in relatively modest gains. Conversely,
in the 6 m/s wind condition, the success rate improved sig-
nificantly by approximately 30% as descent speed increased
from 0.5 m/s to 3.0 m/s. This suggests that under moder-
ately disturbed wind conditions, where UAV control is not
completely compromised, increasing the descent speed can
effectively enhance the probability of a successful and safe
landing if the additional kinetic energy can be dissipated and
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𝑉௪௜௡ௗ ൌ 3.0 𝑚/𝑠

Mean = 0.57
Median = 0.46
S.D. = 0.42

Mean = 0.38
Median = 0.29
S.D. = 0.32

𝑉௪௜௡ௗ ൌ 6.0 𝑚/𝑠

Mean = 1.62
Median = 1.39
S.D. = 1.10

Mean = 1.01
Median = 0.84
S.D. = 0.65

𝑉௪௜௡ௗ ൌ 9.0 𝑚/𝑠

Mean = 2.56
Median = 2.12
S.D. = 1.78

Mean = 1.90
Median = 1.69
S.D. = 1.13

𝑉௪௜௡ௗ ൌ 12.0 𝑚/𝑠

Mean = 3.26
Median = 2.80
S.D. = 2.06

Mean = 2.71
Median = 2.54
S.D. = 1.64

（a） （b）

（d）（c）

（e）

Figure 6: The bullseye graph displays the 200 samples of landing position of a UAV descending at 0.5 m/s and 3 m/s speeds in
wind turbulence conditions of (a) 3 m/s, (b) 6 m/s, (c) 9 m/s, and (d) 12 m/s.

not transferred to the wind turbine blades.

7 CONCLUSION AND FUTURE WORK

In this study, we proposed a landing strategy that employs
higher-than-typical UAV landing speeds to reduce landing
errors in turbulent environments. The results have demon-
strated that UAVs descending at higher speeds exhibit more
stable and concentrated landing trajectories under identical
maximum wind speed conditions, and can improve landing
success rates by up to 30%. This offers a promising direction
for enabling autonomous offshore wind turbine blade inspec-
tion, maintenance, and repair by multi-robot platforms.

Higher descent speeds cause a quadratic increase in ki-
netic energy. In this study, an 18.5 kg UAV descending at
0.5–3.0 m/s generates kinetic energy ranging from 2.3 J to
83.3 J, which may further increase under turbulence. If this
energy exceeds the safe threshold for either the UAV or the
wind turbine blade, structural damage may occur.

However, the structural interaction between UAVs and
turbine blades was not comprehensively considered in this
work, nor was the ground effect. Therefore, future inves-
tigations should incorporate detailed UAV–blade interaction
models and aerodynamic effects near surfaces to define the
safe threshold.

Building on this safe threshold, landing gear can be de-
signed to dissipate excess energy, ensuring safer and more ac-
curate landings. Current energy-absorbing systems for UAVs
often introduce significant additional mass, which further ele-
vates kinetic energy. As such, the development of lightweight
landing gear with high energy absorption capacity presents a
promising direction for future research.

Finally, this work was conducted solely in the simulation
domain using MATLAB and SIMULINK toolboxes. Experi-
mental validation under real-world field conditions is there-
fore necessary to confirm the applicability of the findings.

Furthermore, the control analysis was limited to a classic
PID controller, which constrains the scope of performance
evaluation. Future work should explore more advanced con-
trollers, such as Model Predictive Control (MPC), adaptive
control, or learning-based approaches, both to rule out poten-
tial limitations of relying solely on a PID controller and to
assess whether high-speed descent strategies can be extended
to more severe turbulent environments.
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Reinforcement Learning based Optimal Guidance for
Landing the Variable Skew Quad Plane on a Ship

Cansu Yıkılmaz*, and Christophe De Wagter†

Delft University of Technology, Delft, The Netherlands

ABSTRACT

In this work, we present a reinforcement-
learning-based approach for optimal guidance in
landing a Variable Skew Quad Plane (VSQP) on
a moving ship platform. We develop a reinforce-
ment learning framework that computes the op-
timal acceleration inputs for the inner adaptive
incremental nonlinear dynamic inversion-based
controller. Through simulations, we evaluate the
performance of various reward function combi-
nations based on the key metrics: touchdown ve-
locity, deviation, and duration. With the opti-
mal reward for the given landing problem, we
validate the approach on real ship data. Our
results indicate that the reinforcement-learning-
based approach outperforms the benchmark lin-
ear controller in achieving smoother and safer
landings even under complex motion character-
istics.

1 INTRODUCTION

Unmanned Aerial Vehicles have found use in a wide va-
riety of applications, including environmental monitoring,
search and rescue missions, and surveillance [1, 2] thanks to
their capability to cost-effectively collect real-time data while
being able to operate in remote and hazardous locations. And
while sea environments constitute a large part of the planet,
operations are often limited since the recovery of the UAV on
the ship requires advanced autonomous landing technology.

The complexity of autonomous landing is a challenging,
high-performance task. A big part of the challenge comes
from the unpredictable motion under the effect of external
disturbances and uncertainties [3]. In the case of ship land-
ings, the unpredictability of the sea environment adds an extra
layer of difficulty.

An autonomous landing problem has been extensively
studied [5, 6, 7, 8, 9, 3] in terms of its sub-phases: target
detection, relative state estimation, tracking and landing. The
majority of studies rely on vision-based systems for target de-
tection and relative state estimation tasks, with methods dif-
fering according to the characteristics of the landing platform
(static vs dynamic). Vision-based systems are appreciated in

*Email address(es): cnsyklmzoutlook.com
†Email address(es): c.dewagtertudelft.nl

maritime operations [10, 11] since reliance on inertial navi-
gation alone is not feasible.

Concerning control, autonomous landing has relied on a
variety of methods, ranging from PID controllers [8, 12, 13],
adaptive control techniques [14, 15], robust flight [16] to
model predictive control [17, 18] methods. While these tech-
niques are effective in certain cases, they come with their own
set of challenges. Classical feedback controllers often face
problems with robustness due to dependency on fixed gains
and perform poorly under the effect of external disturbances
[19]. More advanced controllers like model predictive and
robust flight control techniques require a detailed model and
obtaining a perfect representation of the real-world system is
often challenging. Moreover, the full formulation of the land-
ing as an optimal control problem is numerically heavy. This
highlights the need for more efficient and robust solutions in
autonomous landing.

Reinforcement learning as a machine learning algorithm
has gained significant popularity in recent years and found
use in solving guidance and control problems [20, 21]. While
optimal control techniques often require complete knowledge
of the system dynamics, reinforcement learning is able to
learn from raw environmental data without having prior in-
formation on the system and adapt to unknown dynamics and
unpredictable changes in the environment.

In this work, we use reinforcement learning, particularly
Proximal Policy Optimization (PPO), to develop an optimal
guidance policy for landing the Variable Skew Quad Plane
(VSQP) on a moving platform (ship). We feed the opti-
mal control inputs (accelerations) and feed them back into
an adaptive incremental nonlinear dynamic inversion-based
controller, which includes a Weighted Least Squares (WLS)
based optimization routine for control allocation. We account
for the motion in the z-direction and search for the best ob-
jective function to minimize landing impacts and lateral off-
set within a given time. Finally, we test our approach with
real-world ship data and compare it with a PID controller.

2 RELATED WORK

Reinforcement learning has become an effective approach
for solving autonomous landing problems. One of the earli-
est studies by Polvara et al. [22] utilized Deep Q-Networks
(DQN) for landing on a static platform using low-resolution
images coming from a downward-facing camera. Later, Lee
et al. [23] developed an actor-critic framework where they
included a PID-based inner attitude controller, a ground-
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applicability to other hybrid vehicles sharing a similar quad­plane configuration.

(a) VSQP in quad­mode configuration. (b) VSQP in transition (c) VSQP in forward flight configuration.

Figure 1.1: Different skew angle on the VSQP Prototype. In quad­mode configuration 1.1a, the wing is placed over the
fuselage and hover motors are extended. In forward flight configuration 1.1c, the wing is completely extended and hover

motors are stowed in the fuselage for reduced drag.

1.2. Research Formulation
The work was initiated with the general goal of improving the safety of the VSQP using Fault Tolerant
Control (FTC) methods. The literature study in Part II helped narrow down the scope of the research
to the development of a synthetic air data system and pitot tube fault detector for the VSQP. As such,
the main goal of this work is:

To obtain pitot tube­free airspeed estimation and provide pitot tube failure detection capa­
bilities for the Variable Skew Quad Plane (VSQP) in its whole flight envelope, using existing
conventional sensors.

Research Objective

The main objective is airspeed estimation without the use of a pitot tube. Pitot tube detection comes
as a secondary objective, as fault detection is a well­covered topic in literature. It is nevertheless
included to provide a functional pitot tube fault detection system using the developed airspeed estima­
tion. Research questions were defined to guide the thesis work for the different sections of the research
objective. First, different airspeed estimation methods were investigated and developed:

What methods can be used to provide a synthetic airspeed estimation for the variable skew
quad plane, using existing conventional sensors?

Research Question 1

Conventional sensors are defined as sensors already present on the vehicle such as the Global Navi­
gation Satellite System (GNSS) receiver and Inertial Measurement Unit (IMU). Angle of attack and side
slip vane will not be used to limit modifications to the vehicle.

The research question was broken down in sub­questions. Aerodynamic forces are function of air­
speed. Knowing the physical characteristics of the vehicle’s aerodynamic surfaces and their angle of
attack, airspeed could be estimated. Therefore, the following research sub­question is defined:

How can the forces generated by the VSQP’s components such as the wing, fuselage, pro­
pellers, etc. be used to precisely estimate airspeed?

Research Question 1.1

The different components of the VSQP can be modelled with varying fidelity. It is necessary to strike a
balance between achieving sufficient fidelity for accurate airspeed estimation and developing a simple,
adaptable model that can be easily customized:

Figure 1: The configuration modes of the VSQP: Variable Skew Quad Plane [4]

looking camera model, and a laser rangefinder to enable pre-
cise autonomous landing on a static target. The challenge of
landing on a dynamic target was addressed by Rodriguez et
al. in [24], where they used Deep Deterministic Policy Gra-
dient (DDPG) with Gazeebo. Xie et al. [25] later divided
the problem into two parts: perception and relative pose esti-
mation on the one hand, and trajectory optimization and con-
trol on the other. In contrast to the previous studies, they
also accounted for sensor noise, intermittent measurements,
randomness in UAV movement, and incomplete or inaccurate
observations. Moreover, they explored a hybrid approach that
combined reinforcement learning with heuristic methods for
tracking and landing tasks.

In the context of ship landing, Saj et al. [26] claim that
previous studies lack the robustness component, which leads
to the development of not fully efficient algorithms for ship
landing problems. They adapted the twin delayed DDPG
(TD3) algorithm for a vision-based ship landing. To over-
come the reality gap problem, they applied a domain random-
ization approach [27] through a variation of environment pa-
rameters. They showcased the superior performance of their
framework over a PID controller in the real-life tests made
under varying wind conditions. These studies collectively
highlight the capabilities of reinforcement learning in solv-
ing autonomous landing problems.

3 VARIABLE SKEW QUAD PLANE (VSQP)

The Variable Skew Quad Plane is a hybrid UAV designed
by the Micro Air Vehicle Laboratory (MAVLab) at TU Delft.
The VSQP has two modes of operation - hover and cruise.
It is controlled through the skew angle Λ. In hover mode
(Λ = 0deg), the drone operates as a quadrotor with an extra
pusher propeller. In the cruise mode (λ = 90), it operates as
a fixed-wing aircraft and achieves forward speed with a push
propeller located at the tail. The VSQP, with an intermedi-
ate skew angle, resembles an Oblique Flying Wing (OFW)
plane. This design offers better gust rejection in hover mode
as the wing hides against the fuselage and lower drag during
cruise mode since the hover motors hide in the fuselage. The
configuration modes of the VSQP are shown in Figure 1.

The guidance and control model of the VSQP incor-
porates an Adaptive Incremental Nonlinear Dynamic In-

version (ANDI) controller with the Weighted-Least-Square-
based control allocation, as the VSQP is an overactuated sys-
tem [28]. This controller is implemented as a “one-loop” ar-
chitecture as opposed to cascaded controller approaches in
previous ANDI work [29]. This allows the control to dis-
tribute the load optimally throughout the control surfaces of
the VSQP. The diagram showing the overall guidance and
control scheme of the VSQP is given in Figure 2. Within
the G&C structure, the WLS block takes the virtual control
parameters calculated by the error controllers for the position
and attitude. The reference model is used to shape the given
desired setpoint into reference signals that are feasible for the
platform.

Figure 2: Adaptive Incremental Nonlinear Dynamic Inver-
sion (ANDI) controller with WLS-based control allocation

To perform the optimal path planning, the guidance
scheme of the VSQP is replaced by a reinforcement learning-
based model to learn the optimal acceleration setpoints. The
simplified diagram for the reinforcement learning framework
is shown in Figure 4. The reinforcement learning framework
contains a deep neural network structure and takes the states
of the VSQP as inputs and generates the corresponding opti-
mal acceleration inputs, which are denoted as ades. The re-
sponse of the vehicle with its ANDI controller, symbolized as
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areal, corresponds to the actual accelerations resulting from
the applied control inputs. To effectively map the given com-
mands to the actual accelerations and use them in the training
process, a simplified model for both the UAV and the con-
troller is necessary. While previous ANDI work [30] suggests
a first-order transfer function for normal quadrotor dynamics,
the optimization routine in the VSQP is more complex.

In addition to the existing actuators of the VSQP, the WLS
also uses pitch and roll angles as its virtual control inputs
within its optimization routine, which are later fed back to
the attitude reference model. These Euler angles have the
slowest response among all actuators, therefore limiting the
vehicle’s response to the given control input. A simplified
model for the VSQP is therefore obtained by modeling the
attitude response of the complete ANDI+VSQP. The result is
a transfer function that maps the desired accelerations to the
actual ones. It was mathematically derived from the Simulink
model and is given in Eq. 1.

acctf = 206s3+861.1s2+287s+95.68
s6+20.22s5+143.3s4+682s3+1021s2+340.2s+95.68 (1)

The response of the transfer function to a step input is
shown in Figure 3. To improve the numerical stability, an
equivalent fourth-order model is used to avoid the numerical
issues.
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Figure 3: Response of the VSQP to a step input

4 REINFORCEMENT LEARNING BASED PROBLEM
FORMULATION

Reinforcement learning has an agent interact with an en-
vironment to take actions that maximize a cumulative reward
over time. At each time step t, the agent receives a state
st from a state space S and chooses an action at from an
action space A, based on a policy π(at | st). The policy
could be stochastic π(a | s), with a probability associated
with each possible action, or deterministic π(s), indicating
the agent’s decision-making process from states to actions.
The agent receives a reward rt for its actions and transitions to
the next state st+1, according to the reward function R(s, a)
and state transition probability P(st+1 | st, at). This pro-
cess continues until the agent reaches a terminal state and

restarts. The cumulative reward is defined as the return func-
tion Rt =

∑∞
k=0 γ

krt+k discounted with a factor γ ∈ (0, 1].
The expectation of cumulative reward for a specific policy

is represented as V π , the value function, and is given as:

V π (st) = E [Rt | st, at = π (st)] (2)

The action-value function Qπ in Eq. 3 is equivalent to the
value function for every action-state pair (st, at).

Qπ (st, at) = r (st, at) + γ
∑
p (st+1 | st, at)V π (st+1) (3)

The goal is to find the optimal policy π∗ as in Eq. 4 that
maximizes the value function. The corresponding value func-
tion is called the optimal value function.

π∗ = argmax
π

V π (st) (4)

Policy gradient methods are a class of reinforcement
learning algorithms that are particularly effective in environ-
ments with continuous state and action spaces. In a policy
gradient algorithm, the policy is presented as πθ where θ are
neural network parameters. Given that the expected return
is J(θ) = Es [Vπθ (s)], the goal is to find optimal parame-
ters θ∗ = argmaxθ J(θ) through a gradient ascent update
θk+1 = θk + αk∇J (θk) where αk is the learning rate. The
gradient of J(θ) is calculated using the policy gradient theo-
rem, which is given by:

∇J(θ) = Eπθ [Qπθ (s, a)∇ log πθ(s, a)] (5)

There are many types of policy gradient algorithms, such
as TRPO [31], SAC [32], and PPO [33]. In this work, we
adapt the PPO algorithm to solve the landing problem of the
VSQP on a moving platform. PPO is a highly stable and ef-
ficient policy gradient algorithm that introduces techniques
like clipping the objective and using an adaptive penalty co-
efficient to improve the stability and efficiency of the learning
process [33]. It employs an actor-critic model where the actor
takes output actions and the critic evaluates its performance.

PPO uses the following objective:

LCLIP (θ) = Et
[
min

(
rt(θ)Ât, clip (rt(θ), 1− ϵ, 1 + ϵ) Ât

)]
(6)

where rt(θ) =
πθ(at|st)
πθold (at|st)

represents the probability ratio of

the action under the new and old policies, Ât is advantage at
timestep t, and ϵ is a hyperparameter that defines the clipping
range to keep the ratio within reasonable bounds.

Problem Formulation
The UAV landing problem can be described as a Markov

decision process (MDP). Typical MDP can be defined as a
four tuple (S,A, R,Ω), where S is the state space, A is the
action space, R(s, a) represents the immediate rewards, and

NOVEMBER 3-7, 2025, SAN ANDRÉS CHOLULA, PUEBLA, MEXICO 61



ht
tp

://
w

w
w

.im
av

s.
or

g/
IMAV2025-7 16th INTERNATIONAL MICRO AIR VEHICLE CONFERENCE AND COMPETITION

Figure 4: Reinforcement learning framework integrated into the existing control structure

Ω is the observation space. Based on this model, the landing
problem is formulated as:

1. State Space Sd: The state space Sd represents the states
of the UAV. Give the 4th order transfer function model
of ANDI+VSQP, the state space for the drone consists
of extra three acceleration derivatives ȧd, äd,

...
a d on

top of the position pd, velocity vd, and acceleration
ad components:

S = {pd,vd,ad, ȧd, äd,
...
a d} (7)

2. State Space Ss: The state space Ss represents the states
of the ship platform. It consists of platform position ps
and velocity vs components:

Ss = {ps,vs} (8)

The motion of the ship is characterized by sinusoidal
signals that are governed by specific frequencies, am-
plitudes, and initial conditions. The definitions for po-
sition and velocity are defined as:

pi(t) = Ap,i sin (ωit+ ϕi) + pinit,i + ξi(t) (9)

vi(t) = ωiAp,i cos (ωit+ ϕi) + ηi(t) (10)

whereAp,i is the amplitude of the sinusoidal motion for
each axis i, ωi denotes the angular frequency, ϕi is the
phase shift, and finally ηi(t) captures the random walk
component. This random component helps to simulate
unpredictable movements or external disturbances af-
fecting the ship’s motion.

3. Observation Space Ω: The input to the reinforcement
learning algorithm is given as the relative position pr
and velocity vr components of the drone with respect to
the moving platform, along with the real acceleration
ad of the drone:

Ss = {pr,vr,ad} (11)

4. Action Space A: The action space Eq. 12 A consists
of desired acceleration components andes , aedes , addes
determined based on the inputs of the reference model:

A = {andes , aedes , addes} (12)

Within the reinforcement learning framework, the con-
trol input parameters an and ae are used to steer the
drone onto the platform, while ad is mainly used to find
the right time to accomplish landing.

5. Reward Function R: Designing a reward function that
is suitable for a landing on a moving target problem is
not a straightforward task. Several options are defined
and we classify the reward function in terms of three
components: position tracking, velocity tracking, and
collision penalty.

(a) Position Tracking: The reward function Rp in
Eq. 13 is designed for tracking of the moving plat-
form by the minimization of the deviation in both
vertical and horizontal planes relative to the tar-
get:

Rp = k1
∣∣proldv

| − k1|prnewv

∣∣

+ k2

∥∥∥proldh
∥ − k2∥prnewh

∥∥∥ (13)

The parameters proldv
and prnewv

represent the
old and new vertical distances; proldh

and prnewh

represent the horizontal distances between the
UAV and the target, respectively. The term∣∣proldv

| − |prnewv

∣∣ rewards the agent based on
the absolute difference in vertical position and
∥prnewv

∥ − ∥prnewh
∥ uses the norm of both x and

y components together to compute the difference.
The relative importance is defined by the weights
k1 and k2, which are determined to be 2 and 1,
respectively.

(b) Velocity Tracking: The velocity reward Rv is de-
signed to ensure that the speed of the UAV is ad-
justed in a way that it slows down while it gets
closer to the ship. Similarly to the position re-
ward Rp, the parameters vroldv

and vroldh
represent

NOVEMBER 3-7, 2025, SAN ANDRÉS CHOLULA, PUEBLA, MEXICO 62



ht
tp

://
w

w
w

.im
av

s.
or

g/
IMAV2025-7 16th INTERNATIONAL MICRO AIR VEHICLE CONFERENCE AND COMPETITION

the old and new relative velocities in the verti-
cal plane, whereas vroldv

and vroldh
represent the

corresponding parameters in the horizontal plane.
The reward function is dynamically scaled by a
factor that depends on the drone’s height above
the ship.

Rv = k1
(
vroldv

− vrnewv

)(ht + h

ht

)

+ k2

(
vroldh

− vrnewh

)(ht + h

ht

)
(14)

(c) Collision Penalty: The collision penalty is de-
signed to directly penalize the UAV’s speed at
the touchdown point. To assess the performance
of the landing, two different reward functions are
considered based on relative velocities and abso-
lute velocities.
The first reward function Rc1 as given in Eq.15 is
defined as the relative velocity collision penalty
that penalizes the relative velocity of the UAV
with respect to the platform. The constants k3 and
k4 allow tuning the sensitivity of the penalty to
the different directional velocities, avoiding lat-
eral collisions as well as maintaining a safe de-
scent speed.

Rc1 = k3
∣∣vrnewv

∣∣2 + k4

∥∥∥vrnewh

∥∥∥
2

(15)

The second collision reward Rc2 , absolute veloc-
ity collision penalty, focuses on the vertical veloc-
ity components at the point of landing. The vdnewz

indicates the vertical velocity of the drone, and
vpnewz

refers to the platform’s vertical velocity.

Rc2 = k5
∣∣vdnewz

∣∣2 + k6
∣∣vpnewz

∣∣2 (16)

These collision rewards only get active at the fi-
nal point of landing. This approach resembles a
form of Cliffwalk [34] since the agent does not re-
ceive intermediate rewards till the point of touch-
down. While this makes the search for an optimal
policy more challenging, the agent gains greater
freedom in its actions as opposed to the reward
functions used in the previous studies [24, 26, 25],
which defined a separate reward function for each
altitude range.

These reward functions are strategically combined to
identify the most effective objective for the given problem.
The table 1 outlines the combinations used in this study. Re-
ward R1 only consists of the position reward Rp, encourag-
ing the agent to minimize the difference between the old and

new positions. R2 and R3 incorporate the collision penalties
Rc1 and Rc2 along with the position reward. Lastly, rewards
R4 and R5 combine everything, including the velocity reward
Rv , with the collision penalties.

Table 1: Reward combinations used in the study
Reward Number Combination

R1 Rp
R2 Rp + Rc1
R3 Rp + Rc2
R4 Rp + Rv + Rc1
R5 Rp + Rv + Rc2

5 TRAINING

For training the reinforcement learning framework, a gym
environment including classes for both the UAV and the ship
platform dynamics was created in Python.

The ship model uses sinusoidal signals with mixed fre-
quencies and random walk components to simulate a wide
variety of signals that resemble real ship motion. This variety
in the ship motion is critical to prevent overfitting during the
training process. In alignment with the observation space Ω
from Eq.11, the relative position, relative velocity, and real
drone accelerations are given to the model at every time step.
The outputs are the desired accelerations, which are later used
to propagate the states of the drone.

Since the ship is moving at a slow constant speed and
this study focuses on relative landing control, the constant
forward motion of the ship is ignored, and only the wave-
induced hard-to-predict random motions are modeled. In the
horizontal plane, the relative navigation of the UAV is evalu-
ated by selecting different UAV initial conditions. The train-
ing process is repeated for all the combinations indicated in
Table 1. The simulations are ended when any of the follow-
ing conditions are met: a ground collision occurs, the drone
exits the designated area, the maximum number of steps is
reached, or the drone achieves a landing condition of being
below 0.1m above the platform.

5.1 Initializing the drone dynamics
For training, a vectorized environment is used to run sev-

eral environments in parallel. To do so, initial drone states are
uniformly sampled from the following integrals:

pn ∈ [−1, 1] + pni pe ∈ [−1, 1] + pei pd ∈ [−1, 1] + pdi
vn ∈ [−0.5, 0.5] ve ∈ [−0.5, 0.5] vd ∈ [−0.5, 0.5]
an ∈ [−0.05, 0.05] ae ∈ [−0.05, 0.05] ad ∈ [−0.05, 0.05]

(17)

Here, pni , pei , pdi represent the initial position elements
of the drone. The parameters pni and pei are chosen in a
way that the drone aligns itself with the platform and pdi
is determined to be 10 meters as the starting altitude at the
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Figure 5: The analysis of reward combinations in terms of performance metrics

beginning of the training procedure. Additionally, nine ad-
ditional state elements which are the derivatives of acceler-
ations (ȧd, äd,

...
a d) up to a third degree are also initialized

with a value of zero with the given state elements.

5.2 Initializing the ship dynamics
Similarly to the drone model, ship states are uniformly

sampled from the intervals:

Ax ∈ [−0.1, 0.1] Ay ∈ [−0.1, 0.1] Az ∈ [−0.1, 0.1] +Az

fx ∈ [−0.1, 0.1] fy ∈ [−0.1, 0.1] fz ∈ [−0.1, 0.1] + fz
(18)

For the ship, wave parameters amplitudeA and frequency
f are used to initialize the sinusoidal motion characteristics.
To create variation in the generated sinusoidal motions addi-
tional parameters such as mix frequency fmix, random walk
step size rwts, and low pass filter coefficient α are also given
as an input to the model. The values for these parameters are
determined as 0.2, 0.01, and 0, respectively.

6 EVALUATION

The performance of reward functions from Table 1 is as-
sessed based on three key metrics: touchdown velocity, devia-
tion, and duration. This evaluation is completed for a specific
test case scenario defined as follows. A sinusoidal wave in
the z-direction is generated using the characteristics:

Az ∈ [−0.1, 0.1] +Az, fz ∈ [−0.1, 0.1] + fz (19)

The touchdown velocity is a critical metric for assessing
the safety and smoothness of the UAV’s landing. Too high ve-
locities result in UAV damage or even a crash. The deviation
metric measures the accuracy of the UAV’s landing by eval-
uating how close the UAV lands to the intended target point.

Lastly, time to collision represents the duration that a landing
takes.

The assessment of the drone is visualized with box plots
in Figure 5. The left subplot shows the distribution of touch-
down velocities for each reward combination. The y-axis rep-
resents the vertical descent velocity vdz in meters per second
(m/s), and the x-axis lists the reward combinations (R1 to R5)
and the final (R5 with tuned coefficients). R1 has the highest
median touchdown velocity at around 3.0 m/s. In contrast,
the value of the median velocity drops significantly for R2
and R3, while the latter has a slightly lower median value.
This shows that having a collision penalty, either absolute or
relative, has a significant effect in reducing touchdown veloc-
ity. With the addition of the velocity element in R4 and R5,
the velocity values further decrease, with touchdown veloci-
ties close to zero, indicating the landing is extremely smooth
and controlled.

The middle box plot shows the deviation from the target
center (dxy) in meters for each reward combination. While
the deviation values are all within landing margins, for re-
wards R2, R3, and R4, the deviation is less, while R1 and
R5 show that the drone deviates a bit more from the center.
Finally, the right plot shows the landing duration in seconds.
As expected, the duration gets longer as the velocity values
decrease, resulting in a less aggressive flight.

While different performance parameters can be of impor-
tance, in practical flights, more importance is put on having
lower velocities. Based on the results given in the top-left fig-
ure, the reward function R5, which uses the absolute veloc-
ities of the drone, has been identified as having the optimal
form for the given problem.

Further analysis was conducted to determine the effect of
coefficients (k5 and k6) on the UAV’s performance, which
was previously given a value of 1. Both coefficients k5 and
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Figure 6: The analysis of reward combinations in terms of performance metrics

k6 are tested with the values of 10, 25, 50, 75, and 100, re-
spectively. The results are given in the Figure 6, which show
the effect of the different coefficients on the UAV’s perfor-
mance, for the chosen reward combination.

The first plot on the left again shows the distribution of
touchdown velocities, but this time for the same combina-
tion, R5. Among the coefficients, k:100 achieves the lowest
median value of a mere 0.01 m/s. It was also observed that
much higher values than 100 either lead to extremely long
flights or no landing at all. Specifically, high penalty values
for the collision make the drone extremely hesitant to take
any action. These are left out of the plot as they were deemed
unsuccessful.

The graphs indicate that coefficients between 10 and 100
provide a good balance in terms of performance metrics, but
do not show a very linear trend. Considering the negative ef-
fect of higher penalties on performance and the low deviation
values, the coefficient k:25 was chosen for R5. The final form
of the reward function is thus given as:

Rfinal =
∣∣proldv

∣∣−
∣∣prnewv

∣∣+ 2
∥∥∥proldh

∥∥∥− 2
∥∥∥prnewh

∥∥∥

+
(
vroldv

− vrnewv

)(ht + h

ht

)

+ 2
(
vroldh

− vrnewh

)(ht + h

ht

)

+ 25
∣∣vdnewz

∣∣2 + 25
∣∣vpnewz

∣∣2

(20)

7 VALIDATION

To determine if the reinforcement framework could suc-
cessfully land on waves, validation with real ship data is per-
formed. Real ship data was gathered at a frequency of 5 Hz

and interpolated using a quadratic fit to the 10 Hz used in
previous simulations. A sample portion is shown in Figure 7.
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Figure 7: Measured ship motion data for validation

The performance of the reinforcement learning frame-
work was tested on the real ship data using the final form of
the reward function (see Eq. 20). Additionally, the RL frame-
work was compared against two benchmark controllers.

RL PIDrel PIDabs

0.00

0.25

0.50

0.75

1.00

1.25

v z
 (m

/s
)

velocity

RL PIDrel PIDabs
0.000

0.025

0.050

0.075

0.100

0.125

d x
y 

(m
)

deviation

RL PIDrel PIDabs
5.0

7.5

10.0

12.5

15.0

17.5

t (
s)

duration

Figure 8: Validation box plots

Figure 8 shows the comparison with PID-based con-
trollers that were designed for position and velocity track-
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Figure 9: Validation trajectories

ing, namely, PIDrel and PIDabs. The former takes the rela-
tive velocity of the drone with respect to the platform, while
the latter generates velocity commands based on the position
tracking only.

The left plot in Figure 8 compares the vertical descent
velocities (vdz ) of the RL framework and the two PID con-
trollers. While the figures show that PIDrel works slightly
better than the PIDabs in terms of downward velocity, the RL
framework achieves the lowest median velocity among them,
with values close to 0.1 m/s. As the limit for damage sits at
around 0.5 m/s, these results indicate that RL shows a supe-
rior performance with much smoother landings, even leaving
some margin in velocity. The statistics for the reinforcement
learning and PID controllers are given in Table 2.

Finally, Figure 9 visualizes the trajectories of a drone con-
trolled by both PID controllers (PIDrel) and the reinforce-
ment learning framework using real ship data not seen during
training across six different scenarios. The y-axis indicates
the height (in meters) and the x-axis shows the duration of
the flight (in seconds). The trajectories are color-coded to in-
dicate the downward velocity (vdz ) of the drone, with green
representing low velocities and red representing high veloci-
ties. The impact velocities are indicated for both controllers.

The trajectories controlled by the PID consistently result
in landings with high touchdown velocities, despite having
relative velocity control. In each scenario, PID tries to slow
down when approaching the ship, but does not always suc-
ceed in adapting to the ship’s motion due to its feedback con-
trol structure and UAV inertial. In contrast, the reinforcement

learning framework displays significantly different landings.
It closely tracks the wave patterns of the ship and appears to
wait for good conditions before landing. It consistently shows
lower touchdown velocities with stable and controlled flights
as opposed to the PID control that often results in impact ve-
locities over 0.5m/s instead of successful landings.

Table 2: Summary Statistics for RL and PID Controllers
Label Min Max Mean Std Dev

RL-vz 0.0176 0.2265 0.1017 0.0453
PIDrel-vz 0.0617 1.3303 0.4779 0.2459
PIDabs-vz 0.0325 1.2563 0.4828 0.3082

RL-xy 0.0258 0.1320 0.0692 0.0243
PIDrel-xy 0.0001 0.0433 0.0073 0.0091
PIDabs-xy 0.0002 0.0453 0.0084 0.0097

RL-ttc 12.4600 19.7600 15.3107 1.6582
PIDrel-ttc 5.9500 14.0100 9.0416 1.9637
PIDabs-ttc 5.700 12.990 8.5610 1.7039

8 CONCLUSION

This study demonstrated the effectiveness of a reinforce-
ment learning-based framework for the autonomous landing
of the Variable Skew Quad Plane on a moving ship. Several
simulations performed with randomized sinusoidal signals re-
vealed that the reinforcement learning could adapt to a wide
variety of sinusoidal ship motions and generate realistic ac-
celeration commands that effectively adjust the drone’s speed
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and trajectory to achieve successful landings.
The validation with real ship data, which incorporated

non-sinusoidal and unpredictable movements, confirmed the
robustness and adaptability of our framework. Compared to
the benchmark controller, reinforcement learning achieved
significantly lower impact velocities that resulted in con-
trolled, safer landings, closely tracking the wave patterns of
the ship and waiting for an acceptable landing moment.

This work highlighted the capabilities of reinforcement
learning for a challenging autonomous landing task, which re-
quires enhanced performance against environmental variabil-
ity and operational uncertainty. The integration of reinforce-
ment learning as a guidance model within the control loop
promotes safer and more reliable autonomous operations.

Future work may expand upon this study by performing
real-life experiments and especially investigating the robust-
ness of the proposed algorithm in various sea states. In addi-
tion to that, different network structures (e.g., Recurrent Neu-
ral Networks) could enhance the results by better learning the
patterns in large amounts of sea state data. Lastly, a more de-
tailed analysis of the reward elements may be performed to
incorporate ship characteristics further into the objective.
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A LiDAR-Based Deep Reinforcement Learning
Autonomous Navigation System in Unknown

Environments
Yuki Onda, Abner Asignation Jr., and Satoshi Suzuki*

Chiba University, Japan

ABSTRACT

This study develops an autonomous, UAV nav-
igation system based on an end-to-end deep re-
inforcement learning algorithm. While conven-
tional autonomous flight systems rely on con-
structing environmental maps or prior knowl-
edge, the proposed method directly utilizes ob-
stacle range data from a LiDAR sensor, along
with the UAV’s own position and velocity infor-
mation, as inputs to the Proximal Policy Opti-
mization (PPO) algorithm. The policy is trained
to derive optimal flight paths based on real-time
environmental perception, enabling navigation
to target locations without building any environ-
mental maps. To evaluate the effectiveness of the
proposed method, flight simulations were con-
ducted in a physics-based simulator featuring ob-
stacle environments. Furthermore, indoor real-
world experiments confirmed that the trained
policy demonstrated high adaptability and ro-
bustness in actual environments. This study con-
tributes to the realization of autonomous flight in
more realistic and complex environments with-
out the need for environmental maps, laying the
groundwork for future practical applications.

1 INTRODUCTION

In recent years, Unmanned Aerial Vehicle (UAV) tech-
nology has advanced significantly. UAVs offer several ad-
vantages over manned aircraft, including smaller size, lower
cost, and ease of operation. Moreover, UAVs are particularly
well-suited for complex mission environments such as for-
est search and rescue operations [1] and bridge inspections
[2]. However, such environments often present challenges,
including scattered obstacles and unreliable communication
or satellite signals [3]. In particular, efficient obstacle avoid-
ance and rapid target acquisition are critical in search and res-
cue missions. Therefore, navigation capabilities such as au-
tonomous navigation and obstacle avoidance are essential for
next-generation UAV systems [4, 5].

Conventional non-learning-based methods suffer from
limitations such as the need for explicit path planning and in-

*Email address(es): suzuki-s@chiba-u.jp

efficient use of computational resources and memory [6, 7].
To address these issues, a previous study proposed a novel
learning-based and model-free approach to UAV navigation
in unknown and complex environments [8]. This approach
utilizes reinforcement learning, which enables the UAV to
learn from patterns and make informed decisions based on
data [9]. As a result, the UAV can learn optimal control poli-
cies from flight data and reach its destination quickly and
safely while avoiding various obstacles. However, in that
study, both the UAV and obstacle positions were predefined
in simulation. The real-world experiments simply replicated
the simulated environment by placing obstacles at the same
coordinates as in the simulation. Therefore, the experiments
were limited in scope and did not demonstrate the ability to
generalize to unknown real-world environments.

In this study, we envision future applications in complex
environments such as forests, where visibility is poor and the
use of GNSS or vision sensors is difficult. To this end, we ex-
tend previous models by incorporating a LiDAR sensor and
develop an end-to-end navigation system that enables a drone
to reach target locations while avoiding unknown obstacles
through reinforcement learning and LiDAR. Furthermore, we
verify the effectiveness of the proposed system through both
simulations and real-world experiments, while evaluating its
generalization performance in environments with unseen ob-
stacles

The organization of this paper is as follows. Section 2
describes an overview of the system developed in this study.
Section 3 explains various aspects of the reinforcement learn-
ing design used in the simulation. Section 4 presents the sim-
ulation environment, experimental setup, and discusses the
results and their analysis. Finally, Section 5 concludes the
paper and outlines future work.

2 NAVIGATION SYSTEM USING DEEP
REINFORCEMENT LEARNING

As shown in 1, this study proposes a guidance framework
based on direct policy search and optimization through re-
inforcement learning. The aim of this framework is to en-
able obstacle-avoidance navigation for UAVs to reach target
destinations in unknown environments. In this framework,
low-level angular velocity, attitude, and speed are controlled
by a well-tuned cascading PID, while high-level path plan-
ning and position control are integrated into a control policy.
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Figure 1: RL controller for learning

This control policy is implemented as a fully connected neu-
ral network that takes as input raw sensor measurements from
the LiDAR, together with additional state information such
as the current UAV velocity, the relative position to the tar-
get, and the previous action. The network outputs an action
distribution that represents the probability distribution over
target speed commands. Specifically, the actor network pro-
duces the mean vector of a Gaussian distribution, while the
covariance matrix is fixed to a constant value (0.6I). Thus,
the policy can be expressed as

a ∼ πθ(a | s) = N
(
µθ(s), 0.6I

)
(1)

This design allows stochastic sampling during training to
ensure exploration, although the variance remains constant
throughout learning. Finally, the actual action is sampled
from this distribution and sent to the low-level controller, en-
abling both exploration during training and robust execution
during deployment.

2.1 Low-Level Controller
In this study, a cascaded control architecture combining P

and PID controllers operating at different frequencies is em-
ployed as the low-level control system to accurately execute
the velocity commands from the high-level RL controller. As
shown in Figure 2, the outer loop computes the desired ac-
celeration from the target velocity, which is then converted
into the desired attitude angles in the intermediate layer. The
inner loop subsequently controls the attitude angles and an-
gular rates. The thrust commands in each direction are finally
transformed into motor rotational speeds, enabling stable and
responsive flight control. Each control loop operates at a dif-
ferent frequency according to its responsiveness: 50 Hz for
velocity control, 250 Hz for attitude control, and 1 kHz for
angular rate control.

2.2 High-Level Controller
This study aims to address the problem of high latency

in environment recognition and to maximize the agile ma-
neuverability of UAVs through path planning in complex en-
vironments. To achieve this, we utilize the Proximal Policy

Figure 2: Low level controller

Figure 3: Drone model

Optimization (PPO) algorithm [10], a type of reinforcement
learning method [11], to process environmental and UAV
state information collected in parallel from both onboard and
external sensors. In the proposed system, the PPO algorithm
generates control commands (i.e., velocity commands) based
on inputs such as the relative position to the target point and
the UAV’s velocity, obtained from either the simulator or the
motion capture system, as well as obstacle range data from
the LiDAR sensor. These commands are then directly sup-
plied to the low-level control system in an end-to-end man-
ner.

3 SIMULATION

3.1 Problem Setup
The Gazebo simulator, Robot Operating System (ROS),

and reinforcement learning algorithm run on a desktop com-
puter running Ubuntu 20.04. The main hardware configura-
tion is an Intel i9-14900K CPU, Nvidia 4080 GPU, and 32GB
RAM. In this study, we used the model (Figure 3) from [12],
which was designed for simulation in ROS and Gazebo and
a 2D LiDAR sensor was used to obtain a point cloud of the
forward range except for the backward 90°at a distance of up
to 5m from the UAV.

3.2 Hyperparameter
The hyperparameters in Table 1 were used to learn the

control policies in all designed learning environments.

3.3 State, Action
The input state to reinforcement learning is s =

[sdis, svel, slidar, act(t−1)]. Here, sdis denotes the relative
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position to the target point, represented by the differences in
the x and y coordinates (∆x,∆y), expressed in the global
frame (i.e., world coordinates). This requires global localiza-
tion, which is provided by the OptiTrack system in real-world
experiments and by the simulator during training. svel is the
velocity of the UAV in the x and y directions, and slidar is the
range data from the LiDAR sensor, consisting of 417 points.
In addition, act, the output of the network one step before, is
added as a state quantity to stabilize the output of the network.
Here, the network output, action act, is a velocity command
to the low-level controller in the x- and y-directions. In or-
der to ensure stable learning, the state variables S fed into the
network are normalized within the range of -1 to 1.

3.4 Neural Network

For the actor network and the critic network, two neural
networks with a three-layer network structure with the same
number of parameters and structure shown in Figure 4 were
prepared. Both neural networks use the LeakyReLU func-
tion as the activation function and are connected between the
input and hidden layers and between the hidden and output
layers.The input layer takes S in Section 3.3 as input in both
networks. The difference between the actor network and the
critic network is the output layer: the output layer of the ac-
tor network has q = 1, while the output layer of the critic
network has q = 2.

3.5 Rewards

The reward function is a measure of the quality of one
step of an action, and both the value function and the action
value function are built on this basis. Therefore, the design of
the reward function must be able to enable the control policy
to avoid obstacles and fly to the destination; the PPO algo-
rithm uses a clip function, and the size of one policy update is
constrained by the hyperparameters. Therefore, to guarantee
stable convergence and avoid local optima, the reward func-
tion should be continuous and differentiable. Based on these
considerations, we designed a synthetic reward function with

Parameter Name Value
Control period 0.02s

Max steps 2× 108

Max step per episode 800
Dimension of states 423

Dimension of actions 2
Timesteps per batch 4056

Discount rate of reward 0.99
Parameter update times per iteration 20

Learning rate 3× 10−3

ϵ of clip function 0.2
Covariance matrix element value 0.6

Table 1: Hyperparameter

Figure 4: Network structure

the following five components and their weights.

Rtotal = Rdis +Rv +Ra +Rgoal +Rng (2)

The first term Rdis is defined by Equation 3 based on the
distance Dist between the UAV and the target location at the
current step. This term rewards the UAV based on the amount
of change in the distance between the UAV and the destina-
tion, and a positive reward is given when the UAV approaches
the target.

Rdis =

{
kdis(Dist−1 − Dist), if Dist−1 − Dist > 0

0, otherwise
(3)

Rv is a constraint on the horizontal speed, denoted by
Equation 4, which provides a negative reward if the horizon-
tal speed of the UAV vt exceeds speedmax. In this study, we
limit it to 3m/sec.

Rv =

{
0, if vt ≤ speedmax

kv(|vt − speedmax|), if vt > speedmax
(4)

Ra is a penalty based on the UAV’s velocity change, as
expressed in Equation 5. It is defined as the sum of the abso-
lute differences between the UAV’s velocities in the X and Y
axes at time t and those at time t − 1. This term suppresses
abrupt velocity changes and promotes smooth and stable mo-
tion, while contributing to reduced energy consumption and
improved learning stability.

NOVEMBER 3-7, 2025, SAN ANDRÉS CHOLULA, PUEBLA, MEXICO 71
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Ra = ka(|vx(t) − vx(t−1)|+ |vy(t) − vy(t−1)|) (5)

The Rgoal is represented by Equation 6, which gives an
additional positive reward if the target point is reached within
a radius of 1 meter from the target point and a negative reward
if the target point is moved away from after the target point
is reached. This reward formulation is designed to encourage
the agent to not only reach the target point but also to remain
at the target location.

Rgoal =

{
kgoal if reach the destination
kleave if leave the destination

(6)

Rng provides a large negative reward as punishment if the
UAV collides with an obstacle or reaches the maximum num-
ber of time steps in an episode without reaching the target
point, as expressed in Equation 7. The episode is terminated
when these conditions are reached in order to increase learn-
ing stability and efficiency.

Rng =

{
kobs if collide with obstacle
kstep if max step

(7)

The weights of each reward function are as shown in Ta-
ble 2.

4 EXPERIMENT

4.1 Experiment Environment
Experiments were conducted in an indoor environment,

as shown in Figure 5. The UAV used in the experiment was
the one shown in Figure 6. The size of the UAV is about
45 cm × 45 cm and it is equipped with a LiDAR sensor and
an on-board computer. The onboard computer was a Jetson
Orin Nano from NVIDIA Corporation. Motion capture by
OptiTrack was used instead of GNSS to acquire self-position.

4.2 Learning
In this study, since the validation experiments using the

actual UAV were conducted indoors, we first examined the
impact of environmental elements such as walls, excluding
obstacles, on the learned policy. For this purpose, we con-
structed four types of learning environments that simulate in-
door conditions. These included enclosed environments with

kdis 2.5
kv 0.1
ka 0.01

kgoal 10
kleave -3
kobs -5
kstep -3

Table 2: Weights of reward function

(a) env1 (b) env2∼env4

Figure 5: Experiment environment

Figure 6: UAV for experiments

dimensions of 6m×6m, 9m×9m, and 12m×12m, as well as
an open environment without any walls, as illustrated in Fig-
ure 7. The position of the wall opening was fixed at x = 1.0
and y = 0.5 to 2.0. The effective utilization rates of the
LiDAR sensor in each environment were approximately 100
percent in the 6m× 6m environment, between 70 and 90 per-
cent in the 9m × 9m environment, and around 50 percent in
the 12m × 12m environment, as shown in Figure 8. To as-
sess the generalization performance, we conducted 100 trials
under each training condition using the random environment
shown in Figure 10. The success rates were 65 percent for
the policy trained in the 6m×6m environment, 33 percent for
the 9m× 9m environment, and 11 percent for the 12m× 12m
environment. In addition, the policy trained in the open en-
vironment was able to reach the target when tested under the
same open conditions, but failed to do so in any of the in-
door environments. These findings indicate that a higher uti-
lization rate of LiDAR data during training is associated with
improved generalization performance in unfamiliar environ-
ments.

Based on these results, for the verification experiment
with the actual device, training was conducted in a Gazebo
environment like that shown in Figure 9, where the wall dis-
tance, start position, target location, and gap position were
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(a) 6 × 6 (b) 9 × 9

(c) 12 × 12 (d) open space

Figure 7: Comparison by wall distance

(a) 6 × 6 (b) 9 × 9

(c) 12 × 12

Figure 8: Number of valid data for lidar data in the study

randomly varied as shown in Figure 10.

4.3 Result
To validate the performance of the proposed algorithm in

a real-world environment, we designed the tasks of avoiding
two cylinders and moving through three different gaps be-
tween two walls, as shown in Table 3. The UAV performs the
tasks of avoiding obstacles or passing through gaps, reach-
ing the destination, and hovering. The low-level controller
runs on Pixhawk hardware, while the high-level control pol-
icy runs on a Jetson Orin Nano. The data nodes of the motion
capture system run in ROS and communicate via a network
interface. The UAV is then controlled to perform its mission
in the real environment using the policies learned in the Fig-
ure 10 environment. An overview of the system used in this
experiment is shown in Figure 11.

Figure 9: Simulation environment

The results of the position and velocity are shown in Fig-
ure 12 and Figure 13, respectively. The actual trajectories of
the UAV are shown in Figure 14, and all experiments were
conducted using the same policy. Results showed that the
UAV was able to avoid obstacles and hover at the target point
in all four environments using the same policy. This experi-
ment demonstrates that in indoor environments, our method
can control the UAV to complete the task of navigating com-
plex real-world environments while sensing the environment
using LiDAR sensors. In addition, by learning in a space
surrounded by walls on all four sides with randomized wall
distances and obstacle locations, we were able to obtain some
generalization performance against obstacles, which was con-
firmed in an actual UAV. In particular, the experimental re-
sults of env1 showed that the robot was able to avoid obstacles
with configurations and shapes that were not present in the
learning process, confirming its generalization performance
that can cope with unknown environments.

5 CONCLUSION

In this study, we applied deep reinforcement learning with
end-to-end mapless navigation using LiDAR sensors in en-
vironments with unknown obstacles. While previous stud-
ies faced challenges in generalizing to new obstacle layouts,

start goal(r=1.0) obs(r=0.3) gap

env1 x = -2.0 x = 2.0 x = 0.25
y = 0 y = 0 y = 0, 0.6

env2 x = -1.5 x = 2.5 x = 0.5
y = -1.0 y = 0 y = -0.5 ∼ 1.0

env3 x = -1.5 x = 2.5 x = 0.5
y = 1.0 y = 0 y = -0.5 ∼ 1.0

env4 x = -1.5 x = 2.0 x = 0.25
y = 1.0 y = 0 y = -1.5 ∼ 0

Table 3: Experiment environment
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Figure 10: Randomized environment

Figure 11: Real drone system

our approach successfully achieved navigation adaptable to
different obstacle placements, as confirmed through simula-
tions and real-world experiments. We also investigated the
impact of the effective data ratio from LiDAR on policy gen-
eralization. However, several issues remain. In real environ-
ments, elements such as luggage not present in simulations
act as noise and degrade performance. Additionally, since
LiDAR operates in two dimensions, high-speed navigation
limits ground detection, reducing speed. The current experi-
ments were based on simple obstacle layouts, so future work
will explore more complex scenarios. Moreover, as the UAV
currently relies on external sensors for localization, we plan
to implement internal sensor-based estimation for onboard-
only operation. Future evaluations will also include outdoor
environments such as forests.
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Radio Coverage-Aware UAV Planning and Navigation in
Urban Scenarios

D. Aláez*, M. Prieto, J. Villadangos, J.J. Astrain
Statistics, Computer Science and Mathematics Department,

Universidad Pública de Navarra, Pamplona 31006, Spain

ABSTRACT

We propose a novel UAV path planning and nav-
igation solution for urban environments, inte-
grating radio path loss into a modified A* path
planning algorithm. The proposed algorithm is
based on a fast raytracing algorithm, which en-
ables any 3D scenario to be modeled for spe-
cific radio link conditions. The radio coverage
map is then fed along with an obstacle occupancy
grid to the algorithm to find the optimal path that
avoids obstacles and minimizes path loss. Addi-
tionally, we introduce a smoothing step to gen-
erate UAV-suitable paths while maintaining ra-
dio performance. To verify the implementation,
a test case environment has been proposed in the
campus of the Public University of Navarra. Ac-
cording to the proposed test cases, the overall
path loss is reduced up to 24.12% by using our
methodology.

1 INTRODUCTION AND RELATED WORKS

Autonomous aerial mobility in densely built environ-
ments is rapidly transforming urban transportation, provid-
ing novel approaches to alleviating traffic congestion and im-
proving logistical efficiency. Integrating Unmanned Aerial
Vehicles (UAVs) into urban airspace offers significant poten-
tial for accelerating deliveries, transporting medical supplies,
and enhancing emergency response capabilities.

Effective UAV navigation in urban scenarios presents sig-
nificant challenges due to the presence of obstacles such as
buildings and the need to maintain reliable radio communica-
tion. Ensuring optimal path planning that balances obstacle
avoidance and communication quality is critical, especially
in communication-sensitive tasks. According to [1], nearly a
third of civil UAV accidents experienced communication loss.

A growing body of research examines the integration of
collision avoidance strategies within path planning, ensur-
ing safety during UAV operations. López et al. propose
collision risk management strategies for multi-UAV systems,
where autonomous navigation is critical to avoid obstacles
and maintain airspace safety [2]. The utilization of arti-
ficial intelligence (AI) in path planning can also enhance

*Email address(es): contact author@mail.com

the responsiveness of UAVs to dynamic urban environments
through real-time adjustments and risk-aware strategies, as
demonstrated in [3]. These advancements are increasingly es-
sential as the complexity of urban environments demands so-
phisticated algorithms capable of adjusting to sudden changes
during flight.

The safety of urban air mobility is further compromised
by the risk associated with third-party damage. Path planning
must account for third-party risk while ensuring compliance
with regulations governing UAV operations, particularly in
urban areas crowded with obstacles. Path planning method-
ologies that consider the avoidance of high-risk zones are
gaining attention as effective strategies for mitigating these
risks; Tang et al. introduce a risk modeling approach to in-
form UAV flight paths in urban settings [4].

Traditional path planning algorithms such as Dijkstra’s
[5], A* [6], and RRT* [7] prioritize spatial optimization, of-
ten neglecting radio coverage considerations, which can lead
to signal degradation in dense urban areas. A systematic re-
view on recent advances in autonomous mobile robot naviga-
tion can be found in [8]. Other authors propose radio map-
based UAV path planning [9, 10, 11], but rely on statistical
models or only consider topographic data.

To address this gap, we propose a novel modification of
the A* algorithm that incorporates radio propagation data,
derived from a fast raytracing simulator based on a Multi-
path Radio Tracer (MURT [12]) for 3D urban photogramme-
try data. By integrating path loss (PL) values directly into
the cost function of the A* algorithm, our approach gener-
ates paths that not only avoid obstacles but also maximize
signal strength. In addition, a smoothing step is applied to
enhance the trajectory of the UAV while respecting the radio
coverage requirements. This method ensures efficient UAV
navigation, making it highly suitable for applications such as
UAV-assisted wireless networks and urban emergency oper-
ations. A simplified overview of the proposed contributions,
organized by steps is shown in Figure 1.

2 MATERIALS AND METHODS

Let the environment be represented by a discrete voxel
grid G(i, j, k), where each voxel represents a position in the
3D space. Let path loss PL(i, j, k) be a scalar value associ-
ated with each voxel. The goal is to find the path that mini-
mizes the overall PL between start location s = (xs, ys, zs)
and final location e = (xe, ye, ze).
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Figure 1: Step by step process diagram for obtaining a radio coverage-aware path plan for UAV flight in dense urban scenarios.

PL is the attenuation of the signal as it propagates through
space and is affected by: (a) grid location: the position of
the voxel (i, j, k); (b) transmitter location: the position of
the transmitter (xtx, ytx, ztx) as the source of the radio con-
trol signal; (c) frequency: the frequency of the signal impacts
how it interacts with materials and how it propagates through
space; (d) material properties: different material properties
cause different levels of absorption, reflection, and diffraction
of the signal, based on their electromagnetic properties (di-
electric constant, permeability, conductivity); (e) obstacles:
obstacles between transmitter and receiver (e.g. walls, build-
ings) affect the direct line-of-sight path, leading to additional
losses due to shadowing effects and multipath; (f) interfer-
ences caused by other emitting sources such as other aircrafts.

2.1 Obtaining a PL model for a given scenario
Using Google’s Photorealistic 3D tiles API1, urban sce-

narios can be downloaded for a set of coordinates as .obj
files that may be directly imported into the simulator. The
mesh is then voxelized to calculate the number of points to be
simulated using trimesh [13]. This voxelized map facilitates
obtaining the binary occupancy grid that will later be used to
search for optimal collision-free paths. For fast computation
of PL in all voxels, a modified version of MURT is used [12].
MURT is a Python ray-tracing engine for multipath propaga-
tion of radio waves, with the ray-tracing core engine imple-
mented in Python C++ Extension. This ray tracing algorithm
computes the PL for the most common propagation mecha-
nisms: direct line-of-sight, reflection, and diffraction [14].

The direct PL calculation is based on the Friis transmis-
sion equation[15], and is used to compute the free-space path
loss (FSPL) over a direct line-of-sight path between the trans-
mitter (xtx, ytx, ztx) and the receiver (xrx, yrx, zrx):

PLLOS(d, f) = 20 log10(d)+20 log10(f)−20 log10
(
4π

c

)
,

(1)
where d is the Euclidean distance between the transmitter and
the receiver, f is the transmission frequency in Hz, and c is
the speed of light in m/s.

1Google Photorealistic 3D Tiles official website: https:
//developers.google.com/maps/documentation/tile/
3d-tiles

The reflection PL accounts for the reflection of the sig-
nal off a surface, using Fresnel reflection coefficients. The
reflection coefficient depends on the angle of incidende com-
puted using Snell’s law: n1 sin θ1 = n2 sin θ2, where n1 and
n2 are the refractive indices of air and the material, and θ1
and θ2 are the angles of incidence and transmission, respec-
tively. The reflection coefficient also depends on whether the
wave is transverse electric (TE) or transverse magnetic (TM)
polarized:

R∥ =
n1 cos θ1 − n2 cos θ2
n1 cos θ1 + n2 cos θ2

, R⊥ =
n2 cos θ1 − n1 cos θ2
n2 cos θ1 + n1 cos θ2

(2)
The reflection coefficient is used to adjust the PL equa-

tion:

PLr(dtot, f, R) = 20 log10(dtot) + 20 log10(f)

− 20 log10(|R|)− 20 log10

(
4π

c

)
,

(3)

where dtot is the total distance traveled by the reflected path.
The diffraction PL is computed using the knife-edge

diffraction model, which approximates diffraction around ob-
stacles like edges. The diffraction parameter ν is computed
as:

ν = h

√
2dtx−rx

λdtx−edgededge−rx
, (4)

where h is the effective height of the obstacle relative to the
LOS path and λ is the wavelength of the transmitted signal.
The diffraction loss uses the Fresnel integral approximation:

PLd(ν) = 6.9 + 20 log10

(√
(ν − 0.1)2 + 1 + ν − 0.1

)
.

(5)
Lastly, the total PL is computed considering the contribu-

tions of multiple propagation paths and summing their effects
in the linear domain:

PLtotal = −10 log10

(
n∑

i=1

10−
PLi
10

)
(6)

Summing PL directly (even in the linear domain) is an
oversimplification that ignores the phase-dependent nature of
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multipath propagation (particularly constructive and destruc-
tive interference effects). Averaging out multipath interfer-
ence effects over time when dealing with large distances or
in highly scattered environments is far less precise than con-
ventional raytracing simulators and neglects detailed fading
patterns [16]. However, it allows simulation times to be sig-
nificantly reduced to almost real time. Studies are currently
being conducted to compare the applicability and limitations
of this algorithm against a proven ray tracing simulator [17].

2.2 Finding the optimal path
Given a path P , which is a sequence of voxels P =

{p0, p1, ..., pn}, where p0 = s (start) and pn = e (end), the
total PL can be defined as the sum of PL through all the nodes
in the path:

L(P ) =
i=n∑

i=0

PL(pi), s.t. p0 = s, pn = e (7)

This is the cost function which we mainly aim to mini-
mize. The problem is subject to two constraints:

1. Occupancy constraint: the path can only pass through
free spaces, i.e., voxels that are not occupied by obsta-
cles. This is typically represented by a binary occu-
pancy grid:

G(pi) = 0,∀i = 0, 1, ..., n (8)

2. Movement constraint: The movement between adja-
cent voxels should follow one of the valid moves (e.g.,
six connected neighbors in a 3D space).

Each voxel of the binary occupancy grid can be associated
to a scalar value representing the path loss for a given radio
setup.

There are numerous path finding algorithms in the liter-
ature [18], but the classical A* algorithm [6] generally pro-
vides an intuitive well-performing solution to this problem.
The A* algorithm is a heuristic search algorithm that finds
the path with the lowest cost between two points. Each node
pi is associated with a cost function f(pi), which is the sum
of two components:

1. Cost of travelling from the start node s to the current
node pi: g(pi).

2. Heuristic: an estimate of the remaining cost to reach
the goal node e from the current node pi, denoted as
h(pi). A common choice is the Manhattan distance:
h(pi) = |xi − xe|+ |yi − ye|+ |zi − ze|

Thus, the total cost function at node pi is given by:

f(pi) = g(pi) + h(pi), (9)

where g(pi) represents a combination of the path loss (PL)
and the distance traveled from the start node to the current

node, and h(pi) is the estimated cost to reach the goal node.
We have opted for modifying the conventional step cost g(x)
to consider a weighted combination of distance and PL:

g(xi+1) = g(xi) + (1− λ)− λPLnorm (10)

where λ ∈ [0, 1] is the coverage-over-distance weight param-
eter, and PLnorm is the normalized path loss reward, where
PLnorm = 1 means best path loss and PLnorm = 0 is the
worst-possible path loss value.

This is a classical graph problem of heuristic search.
Dealing with multiple optimization criteria consists of finding
paths that are optimal according to more than one attribute. A
common approach to include multi-criteria into the search is
to define edge costs

∑
i λiwi, with

∑
i λi = 1. Albeit being a

popular approach in videogames, the optimization cost alge-
bra must be generalized to ensure the admissibility of the ex-
ploration algorithm, i.e., the fact that it solves the optimality
problem. As depicted in [19], a heuristic function h : V → A
with h(t) = 1 for each goal node t ∈ T is

• admissible, if for all u ∈ V we have h(u) ⪯ δ(u, T ),
i.e., h is a lower bound, denoting δ(u, V ) as the cost of
the optimal path starting at node u and reaching node v
in a set V .

• consistent, if for each u, v ∈ V and e ∈ E, such that
u

e−→ v, we have h(u) ⪯ ω(e)× h(v).

Therefore, the coverage-over-distance weight parameter
λ should be selected such that both conditions are met to en-
sure admissibility of the optimal path planning algorithm.

The algorithm uses an open list to add nodes from the
start node s up to the goal node e by selecting nodes with the
lowest f(pi). The path is then reconstructed by following the
parent pointers of each node.

The generated path based on contiguous movements in
a grid differs from the usual waypoint-based navigation em-
ployed with UAV. To reduce unnecessary waypoints and al-
low movement in any direction, a path smoothing algorithm
is used. The path smoothing algorithm works by iterating
over the given path and trying to remove unnecessary inter-
mediate points. For each point pi, it checks if the direct line
between pi and a later point pj is obstacle-free and that the
deviation of intermediate points between pi and pj from the
straight line is less than a specified maximum deviation dmax.
The pseudocode is detailed in Algorithm 1.
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Algorithm 1 Path Smoothing Algorithm
Require: Path P , grid G, maximum deviation δmax, buffer

b← 0
Ensure: Smoothed path S

1: S ← [P0]
2: i← 0
3: while i < |P | − 1 do
4: j ← i+ 1
5: while j < |P | do
6: if LINEOFSIGHT(G,Pi, Pj , b) then
7: if j − i > 1 then
8: δ ← j−1

max
k=i+1

DISTFROMLINE(Pk, Pi, Pj)

9: if δ > δmax then
10: break
11: end if
12: end if
13: j ← j + 1
14: else
15: break
16: end if
17: end while
18: Append Pj−1 to S
19: i← j − 1
20: end while
21: return S

The straight line is discretized using Bresenham’s 3D
Line algorithm [20], obtaining all grid points that lie approx-
imately along the straight line between two selected nodes.
The differences in each axis are calculated as follows: ∆x =
|x2 − x1| ,∆y = |y2 − y1| ,∆z = |z2 − z1| The dominant
axis is incremented step by step, while the other axes are in-
cremented according to a continuous error term to approxi-
mate the straight line. Line-of-sight check verifies that for
all points pi(xi, yi, zi) along the Bresenham-generated line,
the grid value at that point is: Gi(xi, yi, zi) ̸= 1 (obstacle).
Lastly, the distance of a point from a line segment is used
to ensure that the new path does not differ from the optimal
PL path, so that the PL estimations remain valid through the
smoothed path.

2.3 Calculating conflicting path segments for enhanced de-
cision making

Given a PL-optimal smoothed path, the PL of each voxel
the path goes through can be obtained thanks to the Bresen-
ham algorithm. The PL for the maximum range can be ex-
pressed as:

PL = GTx +GRx + PTx − SRx − LM, (11)

where GTx is the transmitter gain, GRx the receiver gain,
PTx the transmitter power, SRx the receiver sensitivity, and
LM the link margin. Since the link margin, transmitter gain,
and receiver gain are typically fixed during flight, the trans-

mitter power and receiver sensitivity can be dynamically ad-
justed at specific locations where PL is expected to exceed the
threshold that allows direct communication with the aircraft.
By having this information before the flight, the transmission
and reception power needs can be intelligently planned to
adapt it dynamically during the operation, avoiding saturat-
ing the radio channel in urban environments and increasing
power efficiency.

3 RESULTS AND DISCUSSION

The proposed system has been implemented in
Python and is publicly accessible from the Github
repository (https://github.com/UPNAdrone/
UrbanPathPlanner). The PL at each position is
obtained from the ray launching simulation and converted
into a point cloud matching the voxel grid coordinates.
The binary occupancy grid is also extracted from the ray
launching simulation setup. The voxel mesh is generated
using trimesh. Lastly, pyvista is used for interactive
3D visualization of the original mesh and an interactive slice
map of the radio coverage for the selected height.

To verify the implementation, a test case environment
has been proposed in the campus of the Public University of
Navarra. Following the steps described in the previous Sec-
tions, the coverage map for a 868 MHz transmitter at different
locations has been obtained, and the optimal path has been es-
timated for different paths between different locations of the
campus. Four randomized transmitter locations are selected,
along with two random initial and final locations from a pool
of flyable take-off and landing zones. The results are shown
in Table 4. As can be seen, the overall PL is reduced from
6.21% up to 24.12% by using our methodology.

For reference, in Figure 2 the path selected by A* using
the conventional cost function where only distance is consid-
ered is shown on the left, the path selected using our proposed
cost function (considering PL) is shown on the middle, and
the coverage map for each experiment is shown on the right.

4 CONCLUSION

Throughout this paper, we have proposed a novel UAV
path planning and navigation solution for urban environ-
ments, integrating radio PL into a modified A* path planning
algorithm, including a fast raytracing algorithm, a binary oc-
cupancy grid, and a path-smoothing algorithm. As a comple-
ment to this work, we propose using the expected coverage
information at each point of the path to adjust the transmitter
and receiver power in complex urban scenarios in real time,
providing the aircraft with greater intelligence and autonomy.
Although this work is based on a modification of A*, the al-
gorithm is currently being generalized to any heuristics-based
path planning algorithm.

For future works, we propose using real-time planning
algorithms that allow the flight path to be adapted based on
changing conditions and new information that may be avail-
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Figure 2: Experiments 1, 5 and 8. On the left: path generated by A* without considering PL. On the middle: path generated
considering PL. On the right: PL map slice for reference.

able. Finally, we propose replacing the simplified ray tracing
algorithm with one that considers aspects such as different
materials, interference effects for multipath, and other com-
plex phenomena.
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Considering Ground Effect Dynamics
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ABSTRACT

The Active Disturbance Rejection Control
(ADRC) strategy is designed to mitigate the
destabilizing effects of proximity to the ground,
commonly known as the ground effect, on quad-
copter drones during low-altitude flight. The
ground effect introduces complex aerodynamic
interactions that compromise flight stability and
control precision. The proposed ADRC frame-
work combines feedback linearization with real-
time disturbance estimation to address this, en-
abling robust trajectory tracking despite non-
linear and variable disturbances. High-fidelity
Computational Fluid Dynamics (CFD) simula-
tions were used to model ground-effect dynam-
ics and inform controller design. Unlike con-
ventional controllers that rely heavily on com-
putationally intensive CFD models during op-
eration, the ADRC approach adaptively com-
pensates for disturbances, enhancing real-time
reliability. The simulation results validate the
controller’s capacity to maintain accurate alti-
tude and stable flight in ground-effect conditions.
These findings highlight the potential of ADRC-
based methods to improve the robustness and
maneuverability of control in near-ground drone
operations.

1 INTRODUCTION

Small quadcopter UAVs are increasingly being used
for applications such as infrastructure inspection [1], deliv-
ery [2], precision agriculture [3], pollution monitoring [4],
and search and rescue missions [5]. These tasks often require
operation in confined environments and proximity to sur-
faces, which introduces significant aerodynamic challenges,
notably the ground effect (GE) [6].

GE arises from altered airflow patterns near rigid sur-
faces such as the ground or ceiling, affecting the efficiency
of the rotor, reducing the induced velocity, and modifying the
aerodynamic drag. Although this effect has been extensively
modeled in helicopters and single-rotor systems, multirotor
UAVs present greater complexity due to rotor interactions,
making accurate GE modeling more difficult.

*Email address(es): caoq@inaoep.mx

Although various studies have focused on the character-
ization of GE, mathematical modeling, and computational
fluid dynamics (CFD) simulations [7], most UAV control
strategies neglect or avoid GE by maintaining altitude. How-
ever, emerging research emphasizes the need for control sys-
tems that can actively compensate for these disturbances, es-
pecially during low-altitude maneuvers. One such approach
is Active Disturbance Rejection Control (ADRC) [8, 9],
which offers a model-independent method for the estimation
and rejection in real-time of external disturbances such as GE.

In this work, we use CFD simulations (via SolidWorks
Flow Simulation) to create high-fidelity aerodynamic data
sets under different ground proximities (1 m, 40 cm, 20 cm,
10 cm) with UAVs equipped with 5-inch propellers rotating
at 5000–8000 rpm. These data sets validate an ADRC-based
trajectory tracking system designed to improve flight stabil-
ity and accuracy in the presence of strong GE. The proposed
framework demonstrates improved performance in scenarios
that are critical for UAVs operating in realistic missions near
the ground. Therefore, in this work, we propose the follow-
ing:

• Analyzing the Computational Fluid Dynamics (CFD)
of UAVs within and beyond ground effect zones (GE).

• Implementation of ADRC-ESO and RBFNN ADRC-
GESO approaches to address perturbations induced by
ground effects in UAVs.

2 RELATED WORKS

The study of the effect of ground in rotorcraft has pro-
gressed from its origins in helicopter aerodynamics to appli-
cations in small UAVs. Early models, such as the one by
Cheeseman and Bennett [10] using momentum theory and
image methods, laid the foundation by treating the rotor as a
point source to predict thrust enhancement and power reduc-
tion near the ground. Although widely adopted for UAV con-
trol, these quasi-steady models [11], often dependent on nor-
malized rotor height, struggle to generalize between different
UAV configurations due to their sensitivity to rotor height,
blade geometry, pitch angle, and other design factors.

More recent efforts have expanded to multirotor sys-
tems [12] with empirical corrections, yet such models re-
main limited by singularities near the ground and a depen-
dence on UAV-specific data. To overcome these limitations,
researchers are now exploring adaptive, data-driven methods,
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such as machine learning and real-time state estimation, for
broader applicability.

Experimental studies using tools such as PIV [13] and
force measurements have investigated the behavior of the ro-
tor near partially ground or ceiling surfaces during forward
flight, but have not yet produced fast and reliable empirical
models. In response, the authors previously introduced an im-
proved quasi-steady model [14] based on the theory of blade
elements, which incorporates the pitch, solidity, and rotor ge-
ometry of the blade. This model accurately predicts finite
IGE thrust [15] and considers dynamic effects such as for-
ward speed and advance ratio, improving thrust estimation
and offering practical benefits for UAV control and rotor de-
sign, as defined in Eq.(1)[16].

µ =
V∞
∥Ω∥R (1)

V∞ denotes the airspeed in the free stream, which is usu-
ally equivalent to the vehicle’s true airspeed, and ∥Ω∥ rep-
resents the rotor’s rotational speed. Experimental observa-
tions have shown that the advance ratio µ significantly in-
fluences the in-ground effect (IGE). However, as Cheese-
man and Bennett noted (see Table 1), the thrust enhancement
provided by IGE diminishes and can be completely negated
when µ > 0.1 [17]. In their work [18], they derived an ana-
lytical expression for IGE under forward flight conditions, as
presented in Eq. (2) [19].

KIGE ≡
T (z)

T∞
=

1

1− 1
16

(
R
Z

)2
/

(
1 +

(
V
vi

)2) (2)

The interaction between a rotor and the ground, known as
the in-ground effect (IGE), significantly alters thrust gener-
ation during flight. In this context, V represents the vehicle
velocity, while vi denotes the rotor-induced velocity. The ef-
fect of the ground during forward flight has been modeled
using a state-space approach [20, 21], predicting a mono-
tonic decrease in the thrust ratio with increasing advance
ratio /mu. However, the experimental results [22] reveal
nonmonotonic behavior, including a recirculation region for
0.04 ≤ µ ≤ 0.06 and rotor heights z between 0.6 and 1.2,
which reduces rotor thrust. At higher µ values, the ground
vortex reintroduces IGE effects. Particle Image Velocimetry
(PIV) studies [23] further highlight critical flow characteris-
tics, such as fountain and ground vortices, which correlate
with increased power consumption and decreased thrust.

3 ACTIVE DISTURBANCE REJECTION CONTROL
WITH A GROUND-EFFECT MODEL

We use an 8-state quadrotor model for translation and
rotation, x ≜

[
z vz ϕ p θ q ψ r

]
and u ≜[

Tcmd τϕ τθ τψ
]

with known constants g, m, and prin-
cipal inertias Ix, Iy, Iz . A 12-state ESO (three observer

states per controlled channel i ∈ {z, ϕ, θ, ψ}) estimates[
x̂i, d̂i,

̂̇
di
]
, where d̂i lumps unmodeled dynamics and dis-

turbances. To capture near-ground aerodynamics, the alti-
tude channel introduces a height-dependent thrust multiplier
γ(z) ≥ 1 (ground effect). The altitude subsystem of x,
xz = [z vz]

⊤, evolves as

ż = vz, v̇z =
Tcmd γ(z)

m
− g, (3)

Under the small-angle assumption (the inner attitude loop
keeps ϕ, θ small, so that the vertical thrust component
matches the commanded thrust). The remaining attitude
states follow the standard rigid-body rotational dynamics
driven by (τϕ, τθ, τψ). The ESO uses the measured outputs
y = [z ϕ θ ψ]⊤ to update the channel disturbance es-
timates, with d̂z absorbing residual model error in (3) and
the ground-effect correction through γ(z). Tcmd is the total
thrust commanded by the controller, and γ (z) is a ground ef-
fect factor that amplifies thrust if the UAV is sufficiently close
to the ground. Rotational channels, roll, pitch, and yaw, each
follow the basic form of the Euler equations with a rigid body.

3.1 Generalized Extended State Observer (GESO) in the Al-
titude Loop

We modeled the ground effect with a dimensionless thrust
multiplier γg(h) ≥ 1, and estimate it online as γ̂g within a
generalized extended state observer (GESO). The observer
updates γ̂g from the altitude innovation (measured minus pre-
dicted). A CFD-derived ground effect map provides γg(h)
via piecewise linear interpolation: it is about 2.2 at h =
0.10m and tapers to 1.0 for h ≥ 1m. Incorporating γ̂g into
the vertical control produces height-dependent thrust com-
pensation and improves the low-altitude tracking accuracy.
The corrected thrust command is

Tcmd =
m
(
g + acmd

z − d̂z
)

clip
(
γ̂g, 1, γmax

) , (4)

where clip(x, 1, γmax) = min{max{x, 1}, γmax} ensures
physical bounds in the multiplier estimate.

3.2 Control Strategy with Active Disturbance Rejection and
Ground-Effect Compensation

Operating multi-rotor UAVs near the ground introduces
complex, non-linear aerodynamic disturbances that can desta-
bilize flight. To address this, the proposed control strategy
uses radial basis function neural networks (RBFNN) to adap-
tively tune the gains of the controller. This approach dynami-
cally adjusts the proportional and derivative gains in the roll,
pitch and yaw loops based on real-time error states, improv-
ing stability and robustness under varying ground-effect con-
ditions Eq. (5).
(
kpϕ , kdϕ , kpθ , kdθ , kpψ , kdψ

)
= RBFNN (eϕ, p, eθ, q, eψ, r)

(5)

NOVEMBER 3-7, 2025, SAN ANDRÉS CHOLULA, PUEBLA, MEXICO 83



ht
tp

://
w

w
w

.im
av

s.
or

g/
IMAV2025-10 16th INTERNATIONAL MICRO AIR VEHICLE CONFERENCE AND COMPETITION

Table 1: Compares analytical models used to estimate thrust variations under in-ground effect (IGE) conditions. Each model
is assessed based on its applicability to multi-rotor platforms and forward flight scenarios, T aerodynamic thrust produced by
the rotor system, TIGE thrust generated in ground effect , TOGE thrust generated out of ground effect, Th OGE hover thrust,
Tout actual thrust realized in IGE, Tin nominal thrust predicted by the OGE, h height of the rotor disk plane AGL [m], R rotor
radius, V forward horizontal [m/s], Vh induced velocity in OGE hover [m/s], CL blade-element lift coefficient.

Model Multi-rotor Forward Flight Ref.
TIGE
TOGE

= 1
1−c(h/D)2

1
1+(H/V )2 No Yes Cheeseman [19]

TIGE
TOGE

=
(
0.9926 + 0.03794 (x/2r)2

CL

)2/3
No No Hayden [24]

Toutput
Tinput

= 1

1−ρ(hr )
2 Yes No Danjun [25]

TIGE
Th

=
1− 3r

35

1+ 3
50

(
V
Vh

)3 Yes Yes Kan [26]

The variables {eϕ, eθ, eψ} are the attitude errors and {p, q, r}
are the angular rates. The RBFNN uses a set of Gaussian basis func-
tions that approximate the non-linear mapping from the error space
to the controller gains. By training or adaptively tuning these basis
functions, the network can:

• Compensation for unmodeled dynamics, such as strong cou-
pling between roll and pitch.

• Respond to changes in operating conditions, including differ-
ent flight regimes or disturbances.

• Prevent excessive control actions by appropriately distribut-
ing or scaling gains.

With these gains based on the neural network, the torque com-
mands for the roll, pitch, and yaw channels become Eq. (6):

τϕ =
[(
kpϕeϕ + kdϕ

(
ϕ̇r − p

))
− d̂ϕ

]
b0,ϕ

τθ =
[(
kpθeθ + kdϕ

(
θ̇r − q

))
− d̂θ

]
b0,θ

τψ =
[(
kpψeψ + kdψ

(
ψ̇r − r

))
− d̂ψ

]
b0,ψ

(6)

4 NUMERICAL VALIDATION

This section presents a performance evaluation of the proposed
RBFNN-ADRC-GESO controller through four simulation scenar-
ios. Its effectiveness and robustness are evaluated by comparing
it with the conventional ADRC-ESO controller under external dis-
turbances and internal model uncertainties. The simulations as-
sume that the quadrotor starts from an initial position and attitude
of [0, 0, 0], with system parameters detailed in Table 2.

Table 2: The parameter values of the quadrotor UAV.
Parameter Value Parameter Value
m (kg) 1.5 Ix (kg/m2) 0.16
g (m/s2) 9.8 Iy (kg/m2) 0.16
l (m) 0.28 Iz (kg/m2) 0.32

• Case 1: The UAV simulation (Fig. 2) evaluates multiaxis con-
trol performance over 60 seconds through four distinct flight
phases: hovering, climbing with roll, altitude hold with pitch,
and descending with yaw. Each phase introduces dynamic

changes in altitude and attitude to test the system’s response.
Reference signals for altitude and Euler angles are adjusted
per phase. The results demonstrate that the ADRC controller,
enhanced with a CFD-based ground effect model, ensures
accurate tracking across all axes, exhibits fast convergence,
minimal overshoot, and robust handling of transient distur-
bances and model uncertainties near the ground level.

• Case 2: In this test (see Fig. 3(a)), a UAV follows a smooth
ascending trajectory with lateral movement while subjected
to white noise disturbances xd (t) = 6sin (t/3),yd (t) =
−6sin (t/3) cos (t/3) and zd (t) = 0.8t . The RBF-ADRC
controller shows strong disturbance rejection and precise tra-
jectory tracking, outperforming the standard ADRC con-
troller, which shows oscillations and deviations. The results
confirm the effectiveness of integrating RBFNN-based adap-
tive gain tuning into the ADRC framework.

• Case 3: To assess the robustness of the proposed control
framework under model uncertainties (see Fig. 3(b)), a UAV
follows a 3D helical trajectory while its physical parame-
ters are reduced by 30% to simulate model mismatch. The
RBFNN-ADRC controller, using a GESO-enhanced altitude
loop and adaptive gain tuning in the attitude channel, main-
tains accurate tracking despite uncertainties. In contrast, the
standard ADRC shows increased error. The results confirm
that the RBFNN-ADRC structure enhances robustness and
performance under dynamic and uncertain conditions. The
reference path is defined as xd (t) = Rcos (ωt), yd (t) =
Rsin (ωt) and zd (t) = z0 + ct, where R = 20 m, ω =
0.2 rad/s, c = 1 and z0 = 10 m.

• Case 4: The target trajectory begins with a vertical ascent
for the first 5 seconds (see Fig. 3(c)), followed by a circular
path in the horizontal plane at a constant altitude. System
robustness is tested by applying a Gaussian-shaped wind dis-
turbance along the z-axis, Eq 7.

awind,y (t) = A · exp
(
−1

2

(
t− t0
σt

)2
)

(7)

4.1 RBFNN-ADRC Control of UAVs in Ground Effect: Discussion
The proposed RBFNN-ADRC control strategy significantly im-

proves the performance of the UAV in ground-effect scenarios com-
pared to traditional ADRC. Evaluated across three flight scenarios
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Figure 1: The diagram illustrates the control framework combining a GESO with an ADRC augmented by an RBFNN. The
system tracks a predefined 3D trajectory by computing tracking errors

[
ex ey ez p q r

]
, which the RBFNN processes

to tune attitude control adaptively gains
(
kpθ , kdθ , kpϕ , kdϕ , kpψ , kdψ

)
. These gains are fed into the ADRC to generate control

inputs (u1, u2, u3, u4) for the quadrotor drone. The GESO block estimates altitude states, measured altitude above ground
(AGL) from the downward range sensor hAGL and compensates for ground effect disturbances in real time, enhancing the con-
troller’s robustness near surfaces. The closed-loop feedback integrates drone dynamics, ground effect modeling, and adaptive
gain scheduling to ensure stable and accurate flight performance.

Figure 2: In this scenario, the UAV follows a phase-based reference trajectory over a 60-second simulation, divided into four
distinct operational phases: hovering, ascending, pitching/rolling maneuvers, and descending with yaw rotation.

using error metrics (ISE, ITSE, IAE, ITAE), RBFNN-ADRC consis-
tently shows superior tracking accuracy and robustness, particularly
under dynamic disturbances. For example, in Scenario 1, the ISE is
compared to ADRC, and in Scenario 3, it achieves a much lower
ITAE despite external perturbations. Further analysis of ground-
effect models within the RBFNN-ADRC framework reveals that the
Dnajun model yields the best control accuracy. These findings high-
light the benefit of integrating adaptive neural controllers with accu-

rate physical models to enhance UAV stability in low-altitude envi-
ronments.

5 CONCLUSION

This work introduces a robust control strategy that combines
ADRC with GESO and RBFNN tuning to effectively counteract
ground-effect disturbances in UAVs. A key innovation is the inte-
gration of a CFD-based empirical model for ground effect, allow-
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(a) (b) (c)

Figure 3: Trajectory Tracking and Disturbance Rejection Using RBFNN-ADRC with Ground Effect: (a) Case 2 xd (t) =
6sin (t/3),yd (t) = −6sin (t/3) cos (t/3) and zd (t) = 0.8t, incorporating lateral motion, (b) Case 3- controller configurations
are preserved, while the altitude loop is enhanced using a Generalized Extended State Observer (GESO) informed by a CFD-
based, data-driven ground-effect model, (c) Case 4- controller configurations are preserved, with the altitude control loop
enhanced via a Generalized Extended State Observer (GESO), which incorporates a CFD-informed, data-driven ground-effect
model to improve compensation near the ground. In addition, a lateral wind disturbance is introduced along the y axis to
simulate real-world aerodynamic perturbations that affect the stability of the quadrotor.

Table 3: Evaluation of the Control Performance of the Proposed ADRC Strategy with ESO and RBFNN-Augmented GESO for
Mitigating Ground Effect Disturbances.

Controller ISE ITSE IAE ITAE
PIDScenario 1 xx xx xx xx
PIDScenario 2 xx xx xx xx
PIDScenario 3 xx xx xx xx
ADRCScenario 1 3.26 38.25 5.23 153.25
ADRCScenario 2 2.42 35.75 5.02 167.84
ADRCScenario 3 2.57 37.24 5.84 176
RBFNN −ADRCScenario 1 1.64 14.5 1.4 80.8
RBFNN −ADRCScenario 2 1.92 23.1 2.82 70
RBFNN −ADRCScenario 3 1.2 25.6 2.93 72.5
RBFNN −ADRCScenario 4 1.34 34.6 2.83 82.5

Table 4: Performance index Ground-Effect models for
RBFNN-ADRC model proposed.

Models ISE ITSE IAE ITAE
Dnajun 1.2 29.73 2.56 71.90
Hayden 1.53 28.65 2.42 71.50
Cheeseman 1.58 21.06 2.38 74.43
Kan 1.42 24.06 2.86 85.56

ing accurate lift compensation during low-altitude flight. Embedded
within the control loop, this model improves precision by capturing
real aerodynamic interactions. Simulations in ROS demonstrate that
the proposed RBFNN-ADRC outperforms standard ADRC across
all error metrics, with ITAE in one scenario nearly halved. The Dna-
jun model was found to offer the best balance between accuracy and
stability. Overall, the approach enables scalable, real-time control
for UAV missions near the ground, such as terrain following and

autonomous landing.

ACKNOWLEDGEMENTS

The first author is thankful to the National Council for Techno-
logical and Scientific Research (CONACYT) No. CVU: 661331.

REFERENCES

[1] Ioannis Pitas. Drone vision and deep learning for infrastruc-
ture inspection. In 2021 IEEE International Conference on
Autonomous Systems (ICAS), pages 1–1, 2021.

[2] Suttinee Sawadsitang, Dusit Niyato, Puay-Siew Tan, and Ping
Wang. Joint ground and aerial package delivery services: A
stochastic optimization approach. IEEE Transactions on Intel-
ligent Transportation Systems, 20(6):2241–2254, 2019.

[3] Songchao Zhang, Xinyu Xue, Chen Chen, Zhu Sun, and Tao
Sun. Development of a low-cost quadrotor uav based on adrc
for agricultural remote sensing. International Journal of Agri-
cultural and Biological Engineering, 12(4):82–87, 2019.

NOVEMBER 3-7, 2025, SAN ANDRÉS CHOLULA, PUEBLA, MEXICO 86
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APPENDIX A: THE QUADROTOR MODEL UNDER THE
GROUND EFFECT

This study investigates the aerodynamic behavior of a quadrotor
drone that flows into and out of the ground effect (IGE / OGE) using
SolidWorks flow simulation. With equalized thrust at a fixed rotor
speed of 8000 rpm (through pitch control), the simulation shows a
thrust peak at a height-to-diameter ratio (h/D) of 0.5. Various aero-
dynamic models, particularly Danjun and Kan, are evaluated for
their suitability to model multirotor IGE dynamics [27], although
they often oversimplify near-ground airflow. The simulated drone
features 5-inch propellers and an L/R ratio of 2.8, with a computa-
tional domain carefully dimensioned to minimize boundary effects
(see Fig. 4). Simulations solve the RANS equations using the SST
turbulence model, combining k–ω and k–ϵ methods based on prox-
imity to the ground, with numerical settings optimized for accuracy
and stability (see Fig. 5).

Figure 4: Simulation settings used in this study: Schematic
representation, (a) quadcopter setup, (b) no-ground condition,
and (c) ground condition

Figure 5: Simulation on Solidworks flow simulation settings
study case no-ground (1 m) and ground proximity scenarios
(40 cm, 20 cm, 10 cm) scenarios, operating at high rotational
speeds of 8000 rpm.

APPENDIX B: GROUND EFFECT MODELING USING
CFD-ADJUSTED EMPIRICAL MODELS

An empirical model based on CFD simulation data was devel-
oped to account for the ground effect during low-altitude drone
flight. The model introduces a correction factor, M(z) , which
varies with the height of the rotor: it is interpolated for altitudes be-
low 1.0 m and set to 1 above that threshold, where the ground effect
is negligible. This approach improves simulation accuracy and sup-
ports the design of more reliable control algorithms for near-ground

operations.

M (z) =





1 z ≥ 1m

min

(
1

1−( r4z )
2 , 1.3− 0.5 (z − 0.4)

)
0.4 ≤ z < 1m

min

(
1

1−( r4z )
2 , 1.6− 1.5 (z − 0.2)

)
0.2 ≤ z < 0.4m

min

(
1

1−( r4z )
2 , 2.2− 6 (z − 0.1)

)
0.1 ≤ z < 0.2m

2.2 z < 0.1m
(8)

• Cheeseman model with CFD correction: ĜECFD =
ĜECheesemanxM (z)

• Hayden model with CFD correction:

ĜEHayden =





(
0.9926 + 0.03794 (z/2r)2

CL

)2/3
0.1 ≤ z < 1m

2.2 z < 0.1m
1 z ≥ 1m

(9)
where r is the rotor radius and CL is the lift coefficient.

• Kan model with CFD correction: ĜEkan =
(
1− 3r

35

)
/

(
1 + 3

50

(
V
Vh

)3)
xM (z) where V is the

actual climb velocity and Vh is the hovering-induced
velocity.

• Dnajun model with CFD correction: ĜECFD =
ĜEDnajunxM (z)

APPENDIX C: STABILITY ANALYSIS VIA LYAPUNOV
THEORY

A Lyapunov-based stability analysis is performed for the alti-
tude control subsystem [28] to evaluate the robustness of the pro-
posed RBFNN-ADRC-GESO control strategy against wind-induced
disturbances and near-ground aerodynamic effects. Let the alti-
tude tracking error be defined as ez = z (t) − zr (t) and eż =
ż (t) − żr (t),where ż(t) is the desired altitude trajectory and żr(t)
it is a time derivative. A candidate Lyapunov function is proposed
as Eq. (10):

V (t) =
1

2
e2z (t) +

1

2
e2ż (t) (10)

This positive definite function measures the total instantaneous
tracking energy in the altitude channel. Taking its time derivative
yields the following Eq. (11).

V̇ (t) = ez (t) · ėz (t) + eż (t) · ėż (t) (11)

Substituting the tracking error dynamics governed by closed-
loop altitude dynamics, and incorporating the observer-based distur-
bance estimation f̂ext, we obtain Eq. (12).

ėz = eż, ėż = 1
m
Tz − g − z̈r (t) + ∆ (z, ż, t) , (12)

where ∆(.) includes the lumped uncertainty from ground-effect
correction MGE (z) and wind-induced perturbations. The control
input Tz is designed as Eq. (13):

Tz = m ·
(
z̈r (t)− kpez − kdeż + f̂ext

)
(13)

Substituting Eq. (12) into Eq. (11):

V̇ (t) = −kpe2z − kde
2
ż + eż ·

(
∆− f̂ext

)
(14)
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Assume a bounded disturbance estimation error
∣∣∣∆− f̂ext

∣∣∣ ≤
ε, and applying Young’s inequality Eq. (15) and Eq. (16).

eż ·
(
∆− f̂ext

)
≤ 1

2
kde

2
ż +

ε2

2kd
(15)

V̇ (t) ≤ −kpe2z −
1

2
kde

2
ż +

ε2

2kd
(16)

APPENDIX D: LYAPUNOV STABILITY RBFNN ADAPTATION

The attitude control gains kpi, kdi for i ∈ {ϕ, θ, ψ} are adap-
tively generated using a Radial Basis Function Neural Network
(RBFNN) Eq. (17):

[
kpi (t) kdi (t)

]
=

N∑

j=1

ωijϕj (e (t)) (17)

where ϕ (·) are Gaussian basis functions on the state error
vector e = [ei, ωi]

T , where the basis functions are normal-
ized

∑
j ϕj (·) ≤ 1, ωij are trained weights bounded ωij ∈

[ωmin, ωmax]. Hence, the adaptive gains are positive and bounded
0 < kminpi ≤ kpi (t) ≤ kmaxpi ,0 < kmindi ≤ kdi (t) ≤ kmaxdi . Let
us define a Lyapunov function for each attitude channel Vi (t) =
1
2
e2i + 1

2
ω2
i , using a similar derivation V̇i ≤ (t) − λ1 ∥ei∥2 −

λ2 ∥ωi∥2 + δi (t), where λ1, λ2 > 0 depend on the adaptive gain
bounds, and δi is a bounded disturbance term from the modeling
error or external wind. As a result, the attitude subsystem is guar-
anteed to eventually be uniformly bounded (UUB) [29] under the
adaptive control strategy based on the RBFNN.
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ABSTRACT

In recent years, the development of Unmanned
Aerial Vehicles (UAVs) has seen significant ad-
vancements, driven by their successful appli-
cations in various fields. Autonomous Micro
Aerial Vehicles (MAVs) are particularly gaining
attention due to their agility and potential for
complex tasks. However, testing autonomous al-
gorithms on real MAVs is both costly and risky,
making simulation platforms essential for safe
and efficient development. This paper intro-
duces CU-Fundamental, a comprehensive simu-
lation framework for autonomous MAVs, which
supports multiple levels of simulation, includ-
ing numerical simulation, Software-in-the-Loop
(SITL), and Hardware-in-the-Loop (HITL). The
framework integrates essential algorithms facili-
tating autonomous flight, including pose estima-
tion, map building, path planning, motion plan-
ning, and low-level control. CU-Fundamental
is designed to be modular and flexible, allowing
for easy integration of new algorithms and com-
ponents. It employs Robot Operating System
(ROS) for internal communication, a web-based
Ground Control Station (GCS) for advanced user
interaction, PX4 firmware for flight control, and
Gazebo for realistic physical simulation. By pro-
viding a flexible and modular architecture, CU-
Fundamental aims to accelerate the development
of robust autonomous MAV systems while mini-
mizing risks and costs associated with real-world
testing.

1 INTRODUCTION

In recent years, the development of UAVs has witnessed
remarkable progress, with their applications expanding across
a wide range of fields, including search and rescue, envi-
ronmental monitoring, last-mile delivery, building inspection
and autonomous racing [1]. Particularly, Autonomous MAVs

*Email address: jialiang.wang@link.cuhk.edu.hk

have garnered significant attention due to their agility and po-
tential to perform complex tasks in confined spaces such as
tunnels and mines [2]. These advancements have not only en-
hanced the efficiency of various operations but also opened up
new possibilities for innovation in the field of aerial robotics.

However, the increasing complexity of tasks that UAVs
are expected to perform necessitates the development and in-
tegration of sophisticated algorithms. These algorithms en-
compass a wide range of functionalities, including low-level
control laws for precise maneuvering, robust pose estimation
for autonomous flight, accurate perception for environmen-
tal awareness, and high-level planning algorithms for optimal
path generation. Validating the effectiveness of these algo-
rithms could be costly and sometimes rather dangerous on
real UAVs [3]. Therefore, simulation platforms have emerged
as a crucial solution, providing a safe and efficient means to
test and refine autonomous algorithms before deployment on
actual platforms.

Several simulation programs have been developed to ad-
dress the needs of UAV research and development, among
which AirSim and PX4 Simulink are two popular platforms
that have proved to be effective in various scenarios. Devel-
oped by Microsoft, AirSim is a high-fidelity simulation plat-
form that provides realistic rendering of environments and
sensor data [4]. On the other hand, PX4 Simulink focuses on
the development and testing of low-level control algorithms
for UAVs [5]. It provides a comprehensive environment for
designing, simulating, and tuning control systems, leveraging
the powerful capabilities of Simulink for model-based design
and verification.

While these platforms have been instrumental in advanc-
ing UAV research, they also have limitations that need to be
addressed. AirSim, for instance, excels in providing realistic
sensor data, making it suitable for testing high-level percep-
tion algorithms. However, the platform is not easily exten-
sible for secondary development, partially due to the heavy
Unreal Engine it is built upon. It also has limited support for
Linux, which restricts its usability makes integration with ex-
isting algorithms very challenging. Similarly, PX4 Simulink
enables researchers to develop robust and reliable control al-
gorithms through its high-performance numerical simulation.
Yet, when it comes to solving practical problems that involve
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Figure 1: The architecture of CU-Fundamental. The system has built-in modules for planning, control and perception, with
standard interfaces facilitating smooth communication between modules.

higher-level functionalities such as Simultaneous Localiza-
tion and Mapping (SLAM) and planning, Simulink is not suit-
able, if not impossible, to use due to its limited capability to
simulate sensor data and the complexity of integrating other
algorithms into Matlab.

To test both low-level and high-level algorithms for au-
tonomous MAVs, we introduce CU-Fundamental, a compre-
hensive simulation framework for autonomous MAVs. CU-
Fundamental is designed to support multiple levels of simu-
lation, including numerical simulation, SITL, and HITL, fol-
lowing the implementation of XTDrone [6]. It employs ROS
for internal communication, a GCS for advanced user interac-
tion, PX4 firmware for flight control, and Gazebo for realistic
physical simulation. The framework has built-in support for
essential algorithms like SLAM, path planning, motion plan-
ning, and control. Moreover, CU-Fundamental is designed to
be modular and flexible, providing standard interfaces for in-
tegration of new algorithms and fine-tuning of algorithm pa-
rameters. This framework facilitates the fundamental work-
flow of developing and testing autonomous MAVs: the upper-
level algorithms are first tested (in SITL mode) while taking
aerodynamics (in numeric simulation) into account, then the
same algorithms are deployed to the embedded flight control
board and onboard computer for HITL testing. If all tests are
successful, the algorithms can be deployed to real MAVs for
field-testing.

2 SYSTEM ARCHITECTURE

An overview of the architecture of CU-Fundamental is
shown in Figure 1.

2.1 Dynamic Modelling

Upon finishing the design of new MAVs, the first step
is to model the dynamics of the MAV. Taking advantage of
Gazebo’s physics engine [7], CU-Fundamental provides a dy-
namic model of quadrotor MAVs as shown in Figure 2.

The forces and moments on an MAV comprise the thrust
force fi ∈ R and corresponding moment Mi ∈ R3 generated
by i-th rotor, the aerodynamic drag force D ∈ R3 and the
gravitational force G ∈ R3. Let the distance from the center
of mass to the center of each rotor be d ∈ R, the total thrust
f and moment M = [Mx,My,Mz]

T generated in the body
frame can be expressed as:




f
Mx

My

Mz


 =




1 1 1 1
0 −d 0 d
d 0 −d 0
−cM cM −cM cM







f1
f2
f3
f4


 (1)

where cM is the moment coefficient, which is a constant de-
termined by the geometry of the MAV. More detailed mod-
elling of this coefficient can be found in pp. 631-639 of [8].

Applying Newton’s second law, the equations of motion
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Figure 2: The dynamic model of quadrotor MAVs in CU-
Fundamental.

of the quadrotor MAV can be expressed as:

ẋ = v, (2)
mv̇ = G+D + f, (3)

Ṙ = RΩ̂, (4)

JΩ̇ + Ω× JΩ =M, (5)

where R ∈ SO(3) is the rotation matrix from body frame to
world frame, Ω ∈ R3 is the angular velocity in body frame,
J ∈ R3×3 is the inertia matrix of the MAV, and Ω̂ is the
skew-symmetric matrix of Ω.

2.2 Sensor Simulation
Sensor models are essential for the perceptual capability

of autonomous MAVs. To cater for the versatile needs of var-
ious missions, CU-Fundamental provides a set of different
sensors including IMU, GPS, LiDAR, and cameras.

IMU, magnetometer, barometer and GPS: Following
the design of [6], the observation values of all these sensors
are disturbed by an error model which consists of a random
walk, a bias and a white noise. These parameters are all con-
figurable.

Camera: CU-Fundamental supports general RGB and
depth cameras provided by Gazebo plugins. The tunable
parameters include camera resolution, field of view (FOV),
intrinsic parameters, distortion coefficients, among others.
Alternatively, users may opt to use other open-source cam-
era simulation plugins such as the Intel Realsense simulation
by [9], which essentially combines multiple RGB and depth
cameras into a single plugin.

LiDAR: CU-Fundamental supports various types of Li-
DAR sensors, including 2D and 3D ones. 2D LiDAR is im-
plemented as an instance of Gazebo ray sensor, which emits
laser beams controlled by a certain range, FOV, resolution,
number of samples and Gaussian noise. Two types of 3D Li-
DAR are supported: the first is mechanical LiDAR, which is
implemented as a vertical array of 2D laser beams; the second

is solid-state LiDAR, which is based on the working principle
of Livox LiDARs [10].

2.3 Supporting Algorithms

Control: CU-Fundamental allows users to implement
both outer-loop and inner-loop control algorithms using the
functionalities of Mavros. By default, CU-Fundamental uses
PX4 for attitude, position and velocity control. Attitude con-
trol is achieved using traditional PID control law, while po-
sition and velocity control are implemented as cascaded PID
controllers on top of the attitude controller.

Moreover, CU-Fundamental offers a more sophisticated
non-linear geometric controller [11, 12] as an in-place alter-
native to the default PID controller. Similarly, three flight
modes, namely attitude controlled mode, position controlled
mode and velocity controlled mode, are supported and can
be switched between each other. Different from the default
PID controllers, the non-linear geometric controller guaran-
tees almost global tracking features on SO(3) and enables
more aggressive maneuvers with faster response time.

Perception: Perception is a board term that refers to the
process of acquiring and interpreting sensory data to gain ac-
tionable insights about the environment. Among various per-
ceptual algorithms, SLAM is one of the most crucial com-
ponents because of its capability to provide accurate pose
estimation and environmental mapping for both upper-level
planning algorithms and low-level control. Depending on the
sensor types, CU-Fundamental has built-in support for vari-
ous visual and LiDAR SLAM algorithms, providing conve-
nient choices for users. For visual SLAM, CU-Fundamental
supports the ORB-SLAM series [13, 14, 15] and the VINS se-
ries [16, 17], which are both well-known open-source visual
SLAM algorithms. For LiDAR SLAM, CU-Fundamental im-
plements the LOAM family [18] and Fast-LIO [19].

Additionally, some specific mapping algorithms are in-
cluded as a middle layer between SLAM and planning al-
gorithms. For example, our previous work [20] provides a
GPU-accelerated Euclidean distance transform algorithm to
enhance environmental awareness of the obstacles, ensuring
better motion planning performance. Finally, AI-powered
object detection and segmentation algorithms are also sup-
ported to provide semantic understanding of the world. CU-
Fundamental includes the YOLO series [21, 22] and provides
corresponding interfaces.

Planning: A hierarchical planning framework based on
our previous work [23] is implemented in the system, which
consists of a task planner, a path planner and a motion plan-
ner. A task planner based on linear temporal logic [24] is
first called to generate a sequence of waypoints based on
mission specifications. The path planner then searches for
a feasible path, which is subsequently smoothed by a motion
planner to generate a trajectory consisting of a sequence of
desired poses, velocities and accelerations. Moreover, CU-
Fundamental includes popular motion planning algorithms
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such as Ego-planner [25].

Figure 3: A Snapshot of AstroGCS visualizing the nuScenes
dataset [26]. The waypoints are generated and published to
onboard computer using large language models with the fol-
lowing prompt: “Generate a zigzag path with three rows, each
row containing five waypoints”.

2.4 Interface and Communication

The communication between different algorithms is fa-
cilitated by ROS, whose message-passing mechanism allows
for efficient data exchange. In addition to the standard mes-
sages, CU-Fundamental provides a set of custom messages1

to handle the data flow between SLAM, planning and control
algorithms.

In terms of lower-level communication with the simulated
flight control board, Mavlink and Mavros are used to ensure
compatibility with the PX4 firmware. For example, the sensor
data and MAV dynamic status simulated by Gazebo plugins
are published to the flight controller through Mavlink, while
other necessary information (localization results, user control
commands, etc.) that are calculated in ROS are sent through
Mavros. For detailed information, readers are referred to [6].

On the user side, CU-Fundamental provides a more user-
friendly and modernized GCS named AstroGCS using the
web-based (HTML5 and React) architecture. The GCS pro-
vides a 3D graphical interface for users to monitor the sta-
tus of the MAV, visualize the environment, and interact with
the system. As is illustrated in Figure 3, it also supports ad-
vanced features such as publishing planning commands and
invoking AI agents to assist in decision-making. AstroGCS
has access to all the data communicated in ROS through ROS
Bridge (See Figure 4). Compared to Qt-based counterparts,
the web-based design is easier to program and extend thanks
to the rich ecosystem of web technologies. Moreover, since
it is web-based, the GCS can be deployed on any device with
a modern web browser and could be even accessed remotely,
suggesting better cross-platform compatibility and more con-
venient user experience.

1https://github.com/CUHK-UAS-FUNDAMENTAL/usrl_
msgs/

One shortcoming of AstroGCS is that it does not support
showing the Gazebo simulation since Gazebo adopts a dif-
ferent communication and rendering strategy. Gazebo uses
a server-client architecture, where the server (GzServer) is
responsible for simulating the physics while the client (Gz-
Client) is for rendering the simulation results. Since GzClient
is not web-based, it cannot be directly integrated into As-
troGCS. Thankfully, Gazebo provides GzBridge and GzWeb
that allow users to visualize the simulation results in a web
browser. CU-Fundamental modifies the GzWeb to provide
advanced functionalities such as manipulating MAV models.
In this way, GzWeb and AstroGCS work in accordance to
provide a unified system UI in web architecture, where users
could monitor the simulation results in GzWeb and manipu-
late drone algorithms in AstroGCS. Altogether, the architec-
ture of the interface and communication is shown in Figure 4.

GzServer
(numerical simulation, result publishing)

Supporting Algorithms 
(processing Gazebo messages)

GzClient
(scene rendering)

ROS Gazebo Communication (Protobuf+ASIO)

ROS Bridge 

AstroGCS 
(web application)

GzWeb
(http client on browser)

GzBridge

Unified CU-Fundamental UI Web Clients
Modern HTML UI

Cross-platform

System Apps
Qt UI

Figure 4: Communication and interface between AstroGCS,
algorithms and Gazebo simulation. Components in the blue
box are readily implemented in ROS and adopted by most
simulation frameworks. CU-Fundamental provides addi-
tional unified web interface as marked in the green box.

3 CASE STUDY

This study reproduces the tunnel navigation challenge in
the IMAV 2025 competition, where the MAV is required to
navigate through five 0.5 m × 1 m tunnels spanning a total
length of 2 m. A new MAV named CU-Astro is designed
for this task, which is a quadrotor MAV with a size of 216
mm × 216 mm × 95 mm. The MAV is equipped with a 3D
LiDAR (Livox Mid-360) for LiDAR SLAM and detection of
the tunnel walls. The overall design of CU-Astro is illustrated
in the background of Figure 2.

Two necessary testing stages are required to complete the
task. Firstly, the MAV should be stable enough to track a
given trajectory, which is primarily achieved by tuning the
control parameters. Subsequently, the high-level detection
and planning algorithms are tested to automatically generate
a feasible trajectory for navigation.

3.1 Minimum-snap Trajectory Generation and Tracking
To ensure basic stability and controllability of the MAV,

a minimum-snap trajectory is generated for the drone to
follow [27]. Minimum-snap trajectory is a widely used
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method for generating smooth flight paths for MAVs and inte-
grated in various motion planning algorithms included in CU-
Fundamental. Therefore, successful tracking of minimum-
snap trajectory suggests easier integration of other algorithms
in the future. Specifically, the problem could be formulated
as the following optimization objective:

min
p(t)

∫ tf

t0

α
∥∥∥p(n)(t)

∥∥∥
2

+ β
∥∥∥Ψ (m)(t)

∥∥∥ dt, (6)

s.t. p(t0) = p0,p(tf ) = pf , Ψ(t0) = Ψ0, Ψ(tf ) = Ψf

where p(t) ∈ R3 is the position of the MAV at time t, Ψ(t)
is the yaw angle, p0 and pf are the initial and final posi-
tions, Ψ0 and Ψf are the initial and final yaw angles. n and m
control the order of derivatives. α and β are scaling factors.
For minimum-snap trajectory generation, n = 4 and m = 2
are used, which results in minimized differential thrust in the
physical system, thereby reducing the energy consumption
and improving the smoothness of the flight. To track the gen-
erated trajectory, a typical cascaded PID controller is used.

In the simulation stage, a minimum-snap trajectory is gen-
erated to pass through four waypoints located at the corners
of a square with a size of 1 m × 1 m. The square is placed on
a horizontal plane at a height of 1.5 m.

(a) Simulation (b) Real flight

Figure 5: Minimum-snap trajectory generated and tracked in
simulation and real flight.

After the workflow of the algorithms is successfully ver-
ified, the same algorithms are deployed to the onboard com-
puter. The control parameters used in the simulation serve as
the initial values for the real flight and are further fine-tuned
using the PX4 Autotune. Figure 5 shows the minimum-snap
trajectory generated and tracked in both simulation and real
flight. It is noted that these two trajectories are highly simi-
lar, indicating that the algorithms are successfully transferred
from simulation to real flight. The real flight data is recorded
by PX4 and shown in Figure 6. While there’s some delay in
the response of the MAV, the final trajectory aligns well with
the planned.

Figure 6: Real flight data record of tracking results.

Figure 7: Gazebo simulation of the tunnel navigation chal-
lenge. The scene rendering is captured from GzWeb. The left
side menu also shows a part of the GzWeb interface, which
allows users to manipulate the MAV directly and visualize the
simulation results.

3.2 Tunnel Detection and Navigation

After the MAV’s mobility is verified, the next is to inte-
grate high-level algorithms including object detection, SLAM
and motion planning algorithms are tested to find feasible so-
lutions. In the simulation stage, a Gazebo environment as
shown in Figure 7 is first created to simulate the tunnel envi-
ronment. Then the MAV is manually guided using proper ex-
ternal localization and motion planner. As CU-Fundamental
has built-in algorithms and interfaces for these functionalities,
the development process is significantly accelerated. Prelim-
inary experiments suggest that a combination of Fast-LIO2,
Ego-planner and PID controller can achieve successful navi-
gation provided that correct waypoints are given.

To automatically generate waypoints, a simple object de-
tection method based on 3D point cloud is implemented. The
algorithm first filters the point cloud to remove noisy points,
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(b) Real flight

Figure 8: Visualization of the trajectory in simulation and real flight. The drone pose (red), odometry (blue) and trajectory
setpoints (green) are shown in the figure. The Z-axis is omitted in the plot since the tunnel is high enough to tolerate relatively
large altitude errors.

then applies a DBSCAN clustering algorithm to detect and
segment the tunnel walls. The center of the tunnel is then es-
timated as the average of the points in each cluster. After the
MAV is guided to the center of the first tunnel wall, the loca-
tion of the furthermost center is used as the planning goal.

Figure 9: DBSCAN clustering of tunnel walls. The center is
marked as red points.

The aforementioned algorithms are first tested in simu-
lation and then deployed for real flight. Since the detection
algorithm is based on the relatively easy-to-simulate LiDAR
sensor (only geometry of the pointcloud is required), there
is little simulation-to-real gap. The final flight trajectory is
illustrated in Figure 10.

To qualitatively evaluates the function of CU-
Fundamental, Figure 8 compares the odometry, actual
drone pose and trajectory setpoints in both simulation
and real flight. The statistics of the corresponding errors
are reported in Table 1. Odometry error is defined as the
Euclidean distance between the drone pose and the odometry
while tracking error is that between the drone pose and the
trajectory setpoints.

As is indicated in the figure and table, the error pattern in
real flight is similar to that in simulation, suggesting the prac-
tical usability of CU-Fundamental as a simulation framework
for real-world applications. Both odometry and tracking er-
rors are statistically below 10 cm, which is acceptable for the

Figure 10: Composite image of the drone trajectory.

Table 1: Odometry error and tracking error (Unit: m)

Error type Odometry error Tracking error

simulation real simulation real

Min 0.0217 0.0447 0.0037 0.0022
RMSE 0.0962 0.0855 0.0316 0.0655
Max 0.2577 0.1449 0.0575 0.1647

task since the drone size is 21.6 cm compared to the tunnel
size of 50 cm. The maximum tracking error is recorded at
the end of the flight in both cases, which is likely due to the
accumulated error in the odometry. To overcome this issue,
it is advised that the MAV should adopt some advanced algo-
rithms to readjust its location with respect to the final tunnel.

4 CONCLUSION

This paper presents CU-Fundamental, a comprehensive
simulation framework for autonomous MAVs. The frame-
work supports multiple levels of simulation, including nu-
merical simulation, SITL, HITL, and integrates essential al-
gorithms for autonomous flight. CU-Fundamental is based
on modular design, implementing standard interfaces for var-
ious SLAM, planning and control algorithms. It also inno-
vates the user interface by providing web-based AstroGCS
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and GzWeb, which allows for advanced user interaction and
easier secondary development. The framework is tested in a
case study of tunnel navigation, demonstrating its effective-
ness in simulating and testing autonomous MAV algorithms.
The future work will focus on further enhancing the modular-
ity and extensibility of CU-Fundamental, as well as improv-
ing simulation realism to better reflect real-world scenarios.
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A Comparative Study on Thrust Map Estimation for
Multirotor Aerial Vehicles

Francisco J. Anguita 1, Rafael Perez-Segui 1, Carmen DR.Pita-Romero 1,
Miguel Fernandez-Cortizas 1,2, Javier Melero-Deza 1, Pascual Campoy 1 *

ABSTRACT

Precise drone flight requires stable low-level
control. Direct control over the drone’s collec-
tive thrust is unfeasible in most cases. A Thrust
Map (TM) can be calibrated as a means of accu-
rately actuating the motors. In this work, differ-
ent approximations to a TM are evaluated to de-
velop a general methodology for offline calibra-
tion in two steps. First, an offline estimation is
obtained from experimental preflight data. Sec-
ond, the offline TM is refined using a Correc-
tion Factor computed from real flight data. Dif-
ferent TM strategies are then discussed in terms
of their performance and the resources required
to compute them. Extensive experimental val-
idation of the proposed methods has been con-
ducted, demonstrating the effectiveness of a TM
calibrated from thrust stand experiments and ad-
justed using the proposed correction factor. A
repository with code and a video explanation are
attached to help replicate this work.1 2

1 INTRODUCTION

Quadrotors excel for their great agility and speed. These
characteristics make them ideal for demanding applications,
such as drone racing or ship landing in maritime harsh envi-
ronments, which require precise maneuvers [1, 2]. Such agile
flight requires fast and robust low-level control, particularly
attitude or rate control [3], which involves angular position
(attitude), angular velocity (rates) and collective thrust com-
mands. However, closing the control loop on thrust directly
requires force sensors, increasing equipment costs and reduc-
ing flight time [4].

To avoid the drawbacks of onboard thrust sens-
ing, quadrotors typically rely on electric propulsion
systems—specifically, Brushless Direct Current (BLDC)
motors—controlled through Electronic Speed Controllers

*1 Computer Vision and Aerial Robotics Group (CVAR), Centre for Au-
tomation and Robotics (C.A.R.), Universidad Politécnica de Madrid (UPM-
CSIC), 28006 Madrid, Spain. Correspondence e-mail: fj.anguita@upm.es
2 Automation and Robotics Research Group (ARG), Interdisciplinary Cen-
tre for Security, Reliability and Trust (SnT), University of Luxembourg, 1855
Luxembourg.

1Code repository: https://github.com/aerostack2/
thrust_map_estimation

2Video: https://vimeo.com/1104217611/ce4e5d3f6c

(ESCs) [5]. Fuel-based propulsion systems are largely unsuit-
able for small quadrotors due to their weight and decreasing
environmental acceptance. Flight controllers convert attitude
and rate commands into throttle signals, which are normal-
ized control inputs sent to the ESCs to actuate the rotors. Ta-
ble 1 lists commonly used Flight Controller Units (FCUs) and
the structure of their throttle commands.

FCU Signal Technique Throttle Range

Betaflight
PWM 1000-2000µs
Oneshot 125-250µs

Ardupilot
PWM 1000-2000µs
Oneshot 125-250µs

Pixhawk/PX4
PWM 1000-2000µs
Oneshot 125-250µs

Crazyflie Custom scale 10001-60000
Parrot App slider UI-based normalized %
Skydio App slider UI-based normalized %

Table 1: Throttle command encoding methods and ranges for
popular flight controllers units. The Signal Technique indi-
cates how throttle commands are transmitted to the ESCs,
while the Throttle Range specifies the corresponding signal
values or scales used to represent throttle percentages.

A critical component of this control chain is the relation-
ship between the throttle input and the actual thrust produced
by the rotors. The force F produced by the rotor depends
on its characteristics and the angular velocity of the motor ω.
This relationship can be modeled as shown in Equation 1 [6],
using a thrust coefficient kf .

F = kf · ω2 (1)

Directly measuring this force, or estimating it from the
rotor’s angular speed using Equation 1, would require addi-
tional sensors mounted on the drone, which could compro-
mise its agility.

Due to this, on most multirotors, the motors are controlled
by a “throttle” command, which adjusts the duty cycle of a
pulse-width modulation (PWM) signal applied to them. The
actual rotational speed achieved by the motor depends not
only on the throttle command but also on the battery voltage.
[7].

Therefore, the formulation of the problem consists of
finding a mapping function, called Thrust Map (TM), that re-
lates the desired thrust command T (N) to the throttle signal
Th(%) required to achieve it, as shown in Equation 2.

NOVEMBER 3-7, 2025, SAN ANDRÉS CHOLULA, PUEBLA, MEXICO 98



ht
tp

://
w

w
w

.im
av

s.
or

g/
IMAV2025-12 16th INTERNATIONAL MICRO AIR VEHICLE CONFERENCE AND COMPETITION

Th = f(T, . . .) (2)

Figure 1: Block diagram of a typical thrust mapping system
for quadrotor control. The low-level controller computes de-
sired thrust values T (N). These are converted into throttle
commands Th(%) via a thrust map, which may depend on
additional factors such as battery voltage B(V ). The throt-
tle commands are then sent to the Flight Control Unit (FCU),
which generates motor-specific PWM signals for actuation.
These signals are transmitted to the Electronic Speed Con-
trollers (ESCs), which regulate the power supplied to each
motor, effectively controlling their speed.

Despite the importance of TM calibration, the field lacks
a standardized approach to obtain and processing the data
needed to build accurate maps. In this work, we focus on of-
fline TM estimation to elaborate a detailed description of the
TM calibration methods studied and report on their strengths
and weaknesses based on experimental validation results. In
summary, the main contributions of this work are:

1. A comparative study of multiple TM estimation
strategies, including experimental measurements and
in-flight refinements, highlighting trade-offs in accu-
racy and complexity.

2. A concise methodology for offline TM estimation,
encompassing data collection, calibration, and evalu-
ation steps.

3. A correction procedure that improves the accuracy of
offline calibrated TMs by compensating for discrepan-
cies observed during real flight operation.

2 RELATED WORK

TM characterization problem can be solved following two
different approaches: offline calibration and online estima-
tion. On the one hand, offline calibration refers to the pro-
cess of characterizing the TM before the flight, using con-
trolled and typically repeatable laboratory conditions. This
is done by collecting thrust data through static tests (e.g., us-
ing a load cell or thrust stand) and then fitting a mathematical
model—often a polynomial or surface function. On the other
hand, online estimation involves determining or refining the
TM during flight by using sensor data (e.g., IMU, state es-
timators) and real-time models. These methods dynamically
adjust thrust estimates to better reflect current flight condi-
tions, possibly adapting to changes in vehicle mass, battery
level, or rotor wear.

The most extended method is the offline estimation be-
cause of its simplicity. In [8], a second-order polynomial
curve is fitted to the data recorded from a motor mounted on
a load cell. The work in [9] extends the 2D modeling of the
TM by adding a linear dependency with the battery, thus cre-
ating a surface for the map. There are several techniques for
obtaining the thrust data needed for this approach. These can
be classified into direct experimental techniques, theoretical
techniques, and simulation techniques.

The works in [6, 10] use commercial devices to take ex-
perimental measures of the thrust produced by the propeller.
Other authors prefer to design custom thrust stands for this
data recording [11]. There is, however, a general lack of de-
scription on how to process the obtained data. The work in
[12] goes one step further by installing two motors onto their
device in order to measure the effect of their simultaneous
functioning on each other.

Regarding theoretical techniques, Classical Blade Ele-
ment Theory (BET) and Blade Element Momentum Theory
(BEMT) are used in [13] to obtain the force data for the map
estimation. This theoretical approach is more difficult to ap-
ply to small UAVs due to aeroelastic effects and transverse
flow, as described in [14].

Propeller simulation using Computational Fluid Dynam-
ics (CFD) is an alternative to this kind of machinery. In
[15, 16], CFD software is used to simulate the produced thrust
data needed for the TM curves. The experimental data taken
using a thrust stand is also compared to simulated CFD thrust
data in [10]. However, this approach requires an accurate 3D
model of the propeller, which is often not available.

No matter what method is used to gather the force or
thrust measurements, it is important to note that most of the
thrusts obtained using these methods are estimations, and
even the experimental results may vary when all the rotors
are mounted on the multirotor UAV. Regarding this matter,
[8] proposes the use of a correction factor to address the dif-
ference between the estimated total thrust the multirotor will
produce and the real thrust it is producing.

The problem of TM modeling can be tackled with online
estimation and correction of the thrust commanded to the ro-
tors. In [17], a BEMT-based estimator provides thrust obser-
vations for a feedforward thrust control scheme. Other tech-
niques for online estimation of the quadrotor mass, like Least-
Squares Estimation (LSE) or Extended Kalman Filter (EKF),
are discussed in [18]. The thrust estimation among other pa-
rameters using a Bayesian filter is discussed in [19]. These
approaches require a module to be running during flight time.

Despite the widespread use of offline TM calibration,
we observe that existing work often lacks a comprehensive
and reproducible methodology. In particular, there is limited
guidance on how to design and conduct the necessary experi-
ments or how to process the resulting data to obtain accurate
and reliable TMs. This work addresses this gap by present-
ing a detailed calibration procedure that systematically covers
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data acquisition, modeling, and evaluation, using various ex-
perimental sources.

In addition, most experimental setups used in the litera-
ture do not reproduce real flight conditions accurately. This
mismatch can lead to TMs that do not generalize well to ac-
tual UAV operation. To address this, we introduce a custom
extension to a commercial thrust stand to carry out experi-
ments that better reproduce real flight conditions.

Lastly, even with careful offline calibration, discrepancies
often remain between the predicted and actual thrust during
flight. To mitigate this issue, we propose the addition of a cor-
rection factor in our procedure, similar to existing solutions
in the literature, that refines the thrust estimation.

3 THRUST MAP CALIBRATION

3.1 Problem formulation
As mentioned in Section 1, the problem of TM calibra-

tion is the problem of approximating a function of the form
described in Equation 2. This approximation can be carried
out using different methods, including:

• Linear approximation.
• Polynomial approximation.
• Polynomial approximation with a correction factor.

The error committed by each method can be evaluated as
the difference between the real throttle command sent during
real operation, Th, and the throttle value predicted by the TM
function, T̂ h, as shown in Equation 3:

eTh =
∣∣∣Th− T̂ h

∣∣∣ (3)

3.2 Lineal approximation
Assuming a simplified model, the throttle signal Th can

be considered a function of the desired thrust T as:

Th = f(T ) (4)

Under the assumption of a linear relationship between
throttle and thrust, the TM function f̂ can be approximated
by a first-order expression:

f(T ) = a · T + b (5)

where a and b are constants that define the slope and offset
of the mapping. This model implies that when T = 0, the
throttle is at its minimum value, and when T = Tmax, the
throttle reaches 100%.

In the particular case where the thrust-to-throttle ratio is
constant and no offset is needed, the model can be further
simplified as:

f(T ) =
1

Tmax
· T (6)

This simplification assumes that Tmax is the maximum
thrust generated when the throttle is fully applied (100%).

3.3 Polynomial approximation
To improve accuracy, the linear model can be extended by

considering the influence of battery voltage on the available
motor power. As the battery voltage drops, the motors’ ability
to generate thrust for a given throttle input decreases [20].
Therefore, a more realistic model considers both the desired
thrust T and the current battery level B (in volts) as inputs.

Th = f(T,B) (7)

In this work, the function f is approximated using data
collected from experimental measurements, consisting of
triplets of the formDsi(Ti, Bi, Thi) for i = 1, . . . , N . These
measurements represent the throttle value required to achieve
a specific thrust at a given battery level. The procedure for
collecting this dataset is described in Section 4.

To approximate f , a polynomial surface fitting approach
is adopted. This model allows the throttle to vary smoothly
with both thrust and battery level. The fitted function f̂ is
chosen from the space of bivariate polynomials of degree d,
and is constructed by minimizing the total approximation er-
ror over all N data points in P .

f̂ = argmin
f∈Pd

N∑

i=1

|Thi − f(Ti, Bi)| (8)

Mathematically, the problem consists of finding the TM
polynomial function f̂ that minimizes the total fitting error.

3.4 Correction factor
The throttle value computed by the fitted TM func-

tion f̂(T,B) is responsible for generating the desired force
through the drone’s propulsion system. Ideally, if f̂ were
perfectly calibrated, the force produced by the drone would
exactly match the thrust commanded by the controller.

However, as discussed in [8], discrepancies may arise be-
tween the expected thrust, predicted by the fitted model, and
the actual thrust generated by the motors during flight. These
discrepancies can arise due to in-flight effects.

To compensate for this issue, we introduce a correction
factor γ. This dimensionless factor adjusts the thrust com-
mand before it is passed to the TM f̂ . The goal is to ensure
that the final throttle output yields a force that matches more
closely the intended thrust of the controller. This modified
structure is depicted in Figure 2.

Figure 2: Diagram of the approach including the TM and the
correction factor γ and the IMU that takes the acceleration
measures to compute Fm, derived from Figure 1.
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The corrected model is formulated as:

Th = f̂(Tγ , B) = f̂(γ(B) · Tc, B) (9)

For its computation, a dataset is collected us-
ing experimental measurements, consisting of triplets
Dfj(Bj , Tcj , Fmj ), for j = 1, . . . , N , where Tcj is the
thrust command passed to the TM, and Fmj is the measured
z-force obtained, using the vertical acceleration of the drone
az and mass m.

For each data point, the correction factor is estimated as:

γj =
Tcj
Fmj

(10)

Then, a univariate polynomial of degree d is fitted to the
data for solving the following minimization problem:

γ̂(B) = argmin
γ∈Pd

N∑

j=1

∣∣∣∣
Tcj
Fmj

− γ(Bj)
∣∣∣∣ (11)

This correction function γ̂(B) enables the system to dy-
namically adjust the input to the TM according to the battery
level, ensuring that the resulting throttle command continues
to produce a thrust consistent with the original intent of the
controller.

4 EXPERIMENTAL VALIDATION

To obtain the triplets of dataDs andDf described in Sec-
tion 3, experiments of two different natures are designed.

Firstly, thrust stand experiments are conducted to obtain
the values for throttle commanded, thrust measured and bat-
tery level of tripletDs, to estimate a TM using the Linear Ap-
proximation (LA) and the Polynomial Approximation. Us-
ing the Polynomial Approximation, two TM strategies will
be followed: experiments with one rotor only will result in a
Single Rotor (SR) TM, and experiments using all of the four
rotors will be used to calibrate a Multirotor (MR) TM.

Then, using the SR and MR TMs, real flight experiments
are carried out to obtain the Df triplets, with thrust com-
manded, battery level and z force measured, which allow us
to compute a correction factor for these two TMs, obtaining
the Single Rotor with correction factor (SR+γ) and Multiro-
tor with correction factor (MR+γ).

Table 2 summarizes the types of experiments and the dif-
ferent TM approximations and strategies.

4.1 Experimental Setup
The TMs in this work are all calibrated for an xNova

BlackThunder 2207-2100Kv racing motor connected to a
Foxeer Reaper F4 65A ESC and powered by a TATTU R-
LINE 6S LiPo battery. To obtain the data, these components
are mounted on a commercial TYTO Robotics Series 1585
thrust stand. This device has three force gauges and an elec-
tronic board that measures the force and torque produced by
the motor installed on it and stores the data, thus obtaining

Experiment Type TM Approximation TM Strategy

Thrust Stand
Linear LA

Polynomial SR
MR

Flight Experiments Polynomial + γ SR+γ
MR+γ

Table 2: Summary of data source experiments and their re-
lated TM strategies. The thrust stand experiments allow to
compute a Linear, SR and MR approximated TMs. Flight
Experiments allow to apply a correction factor γ to SR and
MR TMs.

the Ds triplet to calibrate the SR TM. To perform four rotor
experiments that better replicate real drone flight conditions,
an extension is mounted and connected to the thrust stand sig-
nal output. This configuration allows to compute the MR TM
with the new Ds triplet obtained. Figure 3 shows the full
setup for the thrust stand experiments.

Figure 3: Commercial TYTO Robotics Series 1585 thrust
stand and custom extension for multirotor experiments.

For real flight experiments, the same motors, ESC, and
batteries were mounted on a 250 mm carbon fiber quadro-
tor frame. The ESC is controlled by a Foxeer H7 MPU6000
Flight Controller Unit (FCU). An Nvidia NX Orin is the on-
board computer responsible for autonomous flying, and an
Intel RealSense T265 camera is used for localization. The
drone is shown in Figure 4.

Figure 4: Autonomous drone used for real flight experiments.

In terms of autonomy, the computer onboard runs
Aerostack2 [21]. This open-source framework performs the
state estimation, computes the control, and sends the com-
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mands to the FCU to carry out specified tasks using its own
mission planner. The controller used is a Model-Based Pre-
dictive Controller (MPC).

4.2 Thrust stand experiments for TM calibration

Series of three different types of experiments were carried
out on the thrust stand in the form of steps and ramps (see
Figure 5) that test both the transient and steady-state behavior
of a single rotor.

Figure 5: Sets of experiments conducted on the thrust stand
to cover different operational points.

These same experiments were repeated with the four ro-
tors connected to the ESC and commanded to rotate at the
same speed and at the same time, recording a new set of data
to which the new MR TM can be approximated.

With a simple experiment sending a maximum throttle
command to the rotor, the maximum thrust that the rotor can
produce is obtained, and thus the LA TM can be approxi-
mated using Equation 5.

Different polynomial surface alternatives are fitted to the
data and tested using the error described in Equation 3 to find
the surface that fits the best. Table 3 shows the error computed
for each polynomial surface fit.

Polynomial Error for SR Error for MR
2nd degree 1.541 ± 1.936 1.009 ± 1.691

2nd deg. truncated 1.543 ± 1.956 1.041 ± 1.651
3rd degree 1.411 ± 1.813 0.933 ± 1.390

3rd deg. truncated 1.494 ± 1.886 1.009 ± 1.691

Table 3: Mean fitting error (%) computed for different degree
polynomial surfaces fitted to the experimental data for SR and
MR

Despite having a slightly lower error, the third degree
polynomials overfit to the data for the throttle range that is be-
ing considered in this fitting process. A second degree poly-
nomial is chosen as the best fit for the data in both cases,
resulting in a TM function of the form:

Th = f(T,B) = a+b·T+c·B+d·T 2+e·T ·B+f ·B2 (12)

The fitted surfaces that characterize the SR TM and the
MR TM are shown in Figure 6.

4.3 Flight experiments for correction factor computing

This factor was estimated off-board using data collected
in Df from two different flight experiments for each TM to
be corrected (SR and MR). For each TM, two flights are per-
formed: one long hover flight for the entire duration of the
battery, and a flight with several short hover maneuvers at
different heights. This way, distinct forces are required from
the rotors, increasing the variety of the data. The same flight
experiments are then performed to test the SR+γ and MR+γ
TMs, as well as the performance of the SR and MR TM.

The measured force, Fm = f(az,m), was computed
using the z-axis acceleration measured by the IMU and the
drone’s mass. As expected, the experiments showed that even
though the measured thrust must be constant while the drone
hovers, the requested thrust increases as the battery level de-
creases.

Different datasheet of correction factors were computed
for the various TMs. These factors were then fitted to the
most suitable curve. The goal was to minimize the error
(Equation 3) to find the best degree and form of the poly-
nomial curve.

(a)

(b)

Figure 7: correction factor γ curves fitted to the data obtained
from flight experiments. 7a shows the curve fitted to apply γ
to the SR TM. 7b shows the curve fitted to apply γ to the MR
TM.

Initially, a linear approximation dependency was used.
However, this was not the best fit, so second- and third-degree
approximations were tried. The results were very similar for
both cases, so the second-degree polynomial approximation
13 was used to simplify the algorithm.

γ(B) = γ0 + γ1 ·B + γ2 ·B2 (13)
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(a) (b) (c)

Figure 6: TM functions fitted from experimental data. 6a shows the polynomial fitted for SR data. 6b shows the polynomial
fitted for MR data. 6c shows a comparative between SR (blue) and MR (orange) TMs.

Figure 7 shows the performance of the polynomial fit cho-
sen with the experimental data for the two TMs.

To validate these curves and ensure that the controller did
not assume errors derived from the TM, the difference be-
tween the measured thrust and the commanded is calculated
14. The results gathered in Table 4 expose that γ(B) absorbs
the error eTh from the TM and minimizes the error eT .

êT = |Tc − Tm| = |Tc − f(az,m)| (14)

Finally, the same flights were carried out with fitted cor-
rection factor curves added. The results are gathered in Table
4 and show in Figure 8, proving that the previous assump-
tion that the error eTh would be minimized with both TMs is
correct.

TM Strategy eTh (%) eT (%)
LA 12.174 ± 1.417 0.538 ± 0.051
SR 4.370 ± 0.744 0.258 ± 0.031
MR 4.934 ± 0.675 0.235 ± 0.030

SR + γ(B) 0.557 ± 0.313 0.037 ± 0.015
MR + γ(B) 0.197 ± 0.357 0.007 ± 0.006

Table 4: eTh and eT computed for the different strategies.
LA: linear approximation. SR: thrust stand with single rotor.
MR: thrust stand with multi rotor. SR + γ(B): thrust stand
with single rotor and correction factor. MR + γ(B): thrust
stand with multi rotor and correction factor.

5 DISCUSSION

5.1 Results from thrust stand experiments
The thrust stand experiments results prove that there is

a substantial difference between running the experiments ex-
clusively on one rotor or connecting the other three to the
ESC simultaneously. The ESC distributes the power from the
battery to the rotors based on the throttle input it receives for

each of the rotors. When only one rotor is connected, all the
ESC power is dedicated to it. From experimental data, we
know that the ESC inputs more than 20A of current to the ro-
tor when it sends a full throttle command. The ESC used in
these experiments works up to 65A, which is insufficient to
send the needed power of a full throttle command to the four
rotors at the same time. Besides, when the four rotors are
connected, the same throttle command provokes a larger de-
cay in the battery level, thus obtaining a lower thrust. These
differences are shown in Figure 6. The surface corresponding
to the MR TM in Figure 6c is at all times above the surface
for the SR one. This means that for a given battery level, the
MR TM estimates that a higher throttle command is needed to
achieve a desired force. Whether this higher computed throt-
tle is more accurate or not is proved in flight experiments.

5.2 Results from Flight Experiments
Flight experiments allow to analyze flight performance

from the SR and MR TM computed using thrust stand ex-
periments. Throttle and thrust errors from Figures 8 and 9
show that the MR TM has a poorer performance for higher
battery levels, above 22.5V, than the SR TM, with a 5% throt-
tle error against the 4% throttle error achieved by SR. Despite
this, it has a lower error from 21.5V to the end of the battery
duration, as MR throttle error goes down to 4% and SR error
goes up to 6%. Looking at the evolution of the battery level
in Figure 11, the battery level stays below 23.0V after time
reaches 50 seconds, so for the biggest part of flight, the MR
TM has a better performance than the SR TM. Even though
the mean throttle error of 4.934% for MR TM shown in Ta-
ble 4 is higher than the one for SR, which is 4.370%, flight
experiments show that the MR TM performs a better hover.
In Figure 10 it is shown that once the battery level reaches
the range of better MR performance, the drone begins to ap-
proach the 3 meter reference to hover and improves its flight.
However, the SR TM starts to diverge more and more from
this reference as the battery runs lower.

NOVEMBER 3-7, 2025, SAN ANDRÉS CHOLULA, PUEBLA, MEXICO 103
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Figure 8: eTh computed for the different TM strategies along
the battery range.

Figure 9: eT computed for the different TM strategies along
the battery range.

The results for the linear approximation highlight the im-
portance of calibrating a proper TM. This simple solution has
an error 10-20 times higher than the other approaches (see
Figure 8), and even though it is still possible to fly with such
a TM, the trajectory tracking error in the z-axis and the ability
to keep hover height are quite poor (see Figure 10).

The addition of a correction factor to previously cali-
brated TMs is a round success. The throttle error is reduced
from 12% to almost 0.5%, as can be seen in Table 4, and the
hover error stays within 5 centimeters for a hover reference
of 3 m (2%), as shown in Figure 10, throughout the battery
range. This error reduction is even higher for the MR+γ TM,
achieving a throttle error below 0.2% (see Table 4). This is
also due to the MR+γ TM spending more time operating in
its most favorable battery range, as previously commented.
Despite having lower throttle and thrust errors than SR+γ,
the hover performance is very similar, with a hover error also
below 2%.

5.3 Comparative of TMs

SR and MR error and flight performance can be improved
considerably by conducting a couple of flight experiments
with which to compute a correction factor that reduces that
error to less than 1%. The MR TM has not proven to be as
useful as the corrected counterparts. Its mean throttle error
increases with respect to the SR one when no correction fac-
tor is applied. Figure 6b shows that fewer data were taken
from the four rotor experiments, due to the faster discharge
of the batteries. This could have affected the accuracy of the
MR TM computing. More experiments and more data might

Figure 10: Drone stability performance when commanded to
hover at 3 meters height reference for each TM.

Figure 11: Battery level over time for different strategies

result in a better calibration of this MR TM. Even though MR
TM shows a slightly better overall hover performance than
SR in Figure 10, we consider this improvement not worth the
effort to calculate an MR TM alone. When the correction
factor was added to the MR TM, the error obtained for the
MR + γ proves to be lower than the SR + γ, going down to
0.197%. Although this reduction in the error is significant,
the SR+γ shows a good flight performance, with a hover er-
ror also within 5cm for a 3 meter hover flight and a throttle
error below 1%. We consider the SR+γ TM to be the better
strategy in a performance/computation cost relation. TM per-
formance can be slightly improved if MR+γ is a possibility,
i.e. if mounting resources and a safe space for experiments
are available.

6 CONCLUSION

In this work, we proposed a methodology for Thrust Map
estimation that proves to be effective, allowing the estimation
of different TMs that predict the forces the drone will produce
in real flight experiments.

We also presented an extension to the general approach
using a correction factor that is computed from flight data. By
applying this correction factor, great improvement is achieved
for the in real flight experiments.

Based on these same flight experiments, a comparison of
TM calibration strategies was performed, and a TM alterna-
tive is proposed as the best overall approach: a Single Rotor
with Correction Factor (SR+γ) Thrust Map.

As a proposal for future work, additional TMs can be cal-
ibrated using different ESCs and batteries to compare how
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these components affect the TM for the same set of motors.
A change in the motors would undeniably call for a new TM,
but the dependency on the selected ESCs and batteries is not
so evident.

Additionally, considering how similar the process of fit-
ting a TM or a correction factor to data and computing the er-
ror is to the training of an AI agent, these polynomial curves
and surfaces fitting can be substituted by machine learning
techniques.

ACKNOWLEDGEMENTS

We acknowledge the support of the European Union through
the Horizon Europe Project No. HZ230070443 SHEREC: Safe,
Healthy and Environmental Ship Recycling and the Horizon Europe
Project No. 101070254 CORESENSE. This work has also been sup-
ported by Grant ref. ID2021-127648OBC32 INSERTION funded by
MICIU/AEI/10.13039/501100011033 and by FEDER, EU. In addi-
tion, this work has also been supported by the project RATEC ref:
PDC2022-133643-C22 funded by the Spanish Ministry of Science
and Innovation. The work of the second author is supported by the
Pre-Doctoral Program of Research and Technologic Innovation De-
partment of Madrid Government. The work of the fourth author was
funded by the Luxembourg National Research Fund (FNR) under
the DEUS Project (Ref.C22/IS/17387634/DEUS).

REFERENCES

[1] Muhammad Maaruf, Magdi Sadek Mahmoud, and Alfian
Ma’arif. A survey of control methods for quadrotor uav. Inter-
national Journal of Robotics and Control Systems, 2(4):652–
665, 2022.

[2] Yu Wang, Kang Liu, Peiyin Chen, Huiliao Yang, and
Di Wang. Adaptive fuzzy fixed-time tracking control for mar-
itime quadrotor uav landing onto a moving usv with deck mo-
tion prediction. Nonlinear Dynamics, 113(13):16857–16876,
2025.

[3] Paulo Jefferson Dias de Oliveira Evald, Vivian Misaki Aoki,
César Bastos da Silva, Dayana Santos Cardoso, Pedro Mi-
randa Pinheiro, Silvia Silva da Costa Botelho, and Paulo Lilles
Jorge Drews Junior. A review on quadrotor attitude control
strategies. International Journal of Intelligent Robotics and
Applications, 8(1):230–250, 2024.
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ABSTRACT 

Multirotor Unmanned Aerial Vehicles (UAVs) that are 
fully-actuated offer improved dexterity for aerial manipulation 
tasks by decoupling attitude and translation. There is also 
potential for improved agility when the airframe design is 
optimised, which can lead to better disturbance rejection. This 
paper compares three fixed-tilt configurations by evaluating 
optimal designs of each as a function of different design 
requirements: payload, flight time, and horizontal force while 
in level hover. Three different characteristics are used as 
objective functions in the optimisation: thrust bandwidth, 
airframe mass, and airframe diameter. The results highlight the 
advantages of a heterogeneous rotor configuration, providing 
the best trade-off between agility and energy efficiency.  

1 INTRODUCTION 
In recent years, novel multirotor Unmanned Aerial Vehicle 

(UAV) configurations have been introduced that are fully-
actuated [1-9], driven mainly by aerial manipulation of 
physical interaction tasks [10, 11]. Examples of fully-actuated 
configurations are shown in Figure 1. Some designs satisfy a 
specific operational requirement, such as the placement of a 
tool requiring a large clearance between two sets of rotors [5]. 
However, in most cases, the rotor configurations are not 
designed with an application in mind. Across all the possible 
configurations, it is not clear which has the potential to operate 
most favourably as design requirements are changed. 

Full-actuation in multirotor UAVs can be obtained via use 
of fixed-tilt rotors [1-3, 12-15], variable-tilt rotors [16-19] or 
variable-pitch rotors [20, 21]. Fixed-tilt rotors are 
mechanically the simplest but sacrifice flight endurance and 
are the focus of this paper. Different configurations of fixed-
tilt rotors are possible. The simplest is to tilt all rotors to the 
same angle about either one [2, 3, 12, 13] or two [1, 14, 15] 
axes. One of our studies [1] concluded that there is no 
advantage to tilting rotors about an axis perpendicular to the 
 
 
 
 
 
 
 
 
 
 
 

 

 

rotor arm, also known as dihedral. Having symmetry and 
uniformity of rotor tilt is helpful in creating a structurally 
simple system. However, having different tilt for each rotor 
allows for either the use of fewer rotors [9], omnidirectional 
motion [4], or unequal force capabilities [6]. In these cases, 
there is a clear link between the configuration and the 
performance advantages they may provide. 

A clear link between rotor configuration and performance 
is not always the case. For example, consider heterogeneous 
configurations, which contain different sets of rotors [1, 7, 23]. 
In our research group’s earlier work, heterogeneous 
configurations were introduced to solve the problem of the 
decreased agility of homogenous configurations at high 
payload mass [2] and, in [1] were shown to have a higher 
thrust bandwidth at one design condition. This advantage did 
not hold for other design conditions, especially at lower 
payload mass, where the homogenous configuration 
performed well [3]. We explored the use of coaxial and 
overlapping rotors, involving either all rotors [2] or a subset of 
the rotors [1]. However, a direct comparison was not made to 
a configuration with non-coaxial rotors. 

Previous studies have attempted to quantify agility. One 
measure is the bandwidth of the rotor thrust response 
horizontally [1, 2]. Another is the maximum rotor thrust [4]. 
In [25], the author introduced nine different experimental 
ways to measure the agility of a UAV. An example of the 
introduced methods is the maximum attitude acceleration and 
time needed to reach a particular attitude. The author in [3] 
performed an optimisation where horizontal force has a 
minimum requirement and assumed that after optimisation, the 
UAV would have a maximum force equal to the required 
force; thus, rather than using acceleration, the mass of the 
UAV was used to characterise agility. 

The main contributions of this paper are (1) an approach 
that fairly compares fully-actuated airframes using optimal 
solutions of each with identical performance requirements, 
and (2) a thorough comparison of three octorotor 
configurations. The comparison is performed across different 
design requirements and three different objective functions to 
illustrate how the approach can identify the most favourable 
configuration.  

The remainder of this paper is organised as follows. 
Section 2 describes the case study undertaken. The results for 
the different optimisations are presented in sections 3, 4, and 
5. Section 6 discusses the implications of the results. The paper 
is concluded in Section 7.  

S. Al-zubaidi and K. A. Stol 
Department of Mechanical and Mechatronics Engineering,  

University of Auckland, New Zealand 

A Comparison of Optimised, Fixed-Tilt,  
Fully-Actuated Multirotor UAV Configurations  

Figure 1: Examples of fully-actuated multirotor UAVs:  
(a) fixed-tilt octorotor [5],  (b) variable-tilt quadrotor  [19]. 

(a) (b) 
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2 DESCRIPTION OF CASE STUDIES  
This section describes the case studies performed, 

including the different configurations, design requirements 
and objective functions used. Optimisations use the 
aerodynamic, electrical, and structural models described in 
[22] except that the calculation of rotor moment of inertia uses 
the improved model in [26].  

2.1 Configurations 

Three different configurations with eight fixed-tilt rotors 
are considered: Planetary Hex [1], Stacked Octo [2] and 
Planar Octo [3], illustrated in Figure 2. These configurations 
are chosen because all were previously optimised for their 
agility. Both the Planar Octo and Stacked Octo configurations 
are each considered to be homogenous configurations due to 
having rotors of the same diameter and tilt angles. The 
Planetary Hex is a heterogenous configuration, using two 
different sets of rotors: ‘sun’ rotors in the centre and ‘planet’ 
rotors around the perimeter. The Planetary Hex and Stacked 
Octo configurations have coaxial or overlapping rotors with a 
thrust penalty of 20% applied to the lower rotors [24].  

2.2 Optimisation Problem 

A constrained optimisation problem consists of 
constraints, referred to here as design requirements, and the 
objective function. The design requirements chosen are the 
payload mass, hover flight time, and desired horizontal force. 
The payload is defined as all non-flight-critical components, 
such as sensors, companion computers, and manipulators. The 
horizontal force is defined as the magnitude of a persistent 
force that the UAV rotors must produce in a horizontal plane 
while the aircraft is hovering in level flight. The force 
requirement could, for example, be dictated by an aerial 

manipulation task or aerodynamic drag from a steady wind. 
Table I lists the nominal values of the design requirements and 
the ranges over which each were varied. Within the case 
studies, one design requirement is changed at a time. For 
example, when varying the payload from 1 kg to 20 kg, the 
required hover time and horizontal force are 10 mins and 2 N, 
respectively. 

 For the optimisation objective function, three different 
airframe characteristics are explored separately: (1) open-loop 
bandwidth of rotor thrust, (2) airframe mass, and (3) airframe 
diameter. The importance of each characteristic would depend 
on what the designer deems the most important performance 
objective. If the UAV is intended to station-keep while 
rejecting wind disturbances, the rate at which the rotors can 
adjust thrust is important, correlated to high thrust bandwidth. 
If the UAV is required to track a fast-changing trajectory, the 
airframe mass should be minimised. If the UAV must operate 
in confined spaces, then a small airframe diameter is required.  

Requirement Nominal Range 

Payload 1 kg 1 – 20 kg 

Hover Time 10 min 5 – 30 min 

Horizontal Force 2 N 2 – 20 N 

Table I: Design requirements: nominal and sweep range. 

2.3 Optimisation Method 
In our previous work [22], we describe a two-stage hybrid 

optimisation method to deal with the continuous variables 
(such as rotor tilt angles) and discrete variables (motor and 
propeller components). In the first stage, a surrogate 
optimisation finds an initial design by using empirical models 

(c) (b) (a) 

Figure 2: Rotor configurations examined and flight-tested instances of each (not to scale):  
(a) Planetary Hex [1], (b) Stacked Octo [2], (c) Planar Octo [3]. 
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for the relationships between the discrete design variables, 
simplifying the problem to one involving only continuous 
variables. The empirical models are based on a database of 250 
motors and 84 propellers. The second stage is a localised 
parameter sweep of only discrete design variables, arriving at 
a design that can be fabricated. In this paper, we examine the 
optimal solutions after only the initial stage so that trends are 
not dependent on the discrete components available.  

The set of continuous design variables, , for optimising 
each configuration are listed in Table II. All other geometric 
properties are dependent on these variables. The additional 
variable, planet hover thrust, specifies the proportion of the 
total vertical thrust that is contributed by the planet rotors.  

Table II:  Design variable sets, , for each configuration. 

3 MAXIMUM THRUST BANDWIDTH 
This set of case studies considers horizontal thrust 

bandwidth, 𝑓ு், requiring the optimisation objective function   

max
௑

𝑓ு். (1) 

3.1 Effect of Changing the Payload Requirement 

In this subsection, optimal designs are calculated for 
different payload mass requirements while keeping hover time 
and horizonal force constant at 10 minutes and 5 N, 
respectively. The resulting thrust bandwidth is shown in 
Figure 3. The small trend fluctuations are likely caused by the 
battery model requiring an integer number of LiPo cells.  

 

Figure 3: Effect of changing the payload mass on thrust bandwidth. 

As payload increases, the thrust bandwidth decreases for 
each configuration. This is an expected result due to needing 
larger rotors to lift larger mass UAVs. Larger rotors have a 
higher thrust bandwidth due to their larger mass moment of 
inertia. Previous work has demonstrated the superior 
bandwidth of the Planetary Hex configuration at a single low 
payload [1]. Figure 3 demonstrates superiority across all 

payloads, by as much as 5 times for payloads greater than 7 
kg. The Planar Octo and Stacked Octo configurations perform 
similarly at the higher payloads. At lower payloads, the 
differences in bandwidth are more pronounced due the more 
significant impact of the shadowed lower rotors on the Stacked 
Octo.  

3.2 Effect of Changing the Hover Time Requirement 

In this subsection, only the hover time requirement is 
varied, while payload and required horizontal force are kept 
constant. Results are shown in 4. The decreasing bandwidth 
with flight time for all configurations is logical because 
proportionally larger battery capacities are required, as shown 
in Figure 5. This leads to increased battery mass, total mass, 
and larger rotors, consistent with the payload study.  

Comparing configurations, there are no unexpected trends 
with thrust bandwidth. The Planetary Hex is superior, 
followed by the Stacked Octo and Planar Octo. The Planar 
Octo requires the lowest battery capacity and consequently the 
lowest current draw for a given flight time. 

 

Figure 4: Effect of changing hover time on thrust bandwidth. 

 

Figure 5: Effect of hover time on required battery capacity. 

3.3 Effect of Changing the Horizontal Force Requirement  

In this subsection, only the horizontal force requirement is 
varied, while payload and hover time are kept constant. The 
results are presented in Figure 6. Larger horizontal force is 
achieved by a combination of larger tilt angles and larger rotor 
diameters, resulting in lower thrust bandwidth, regardless of 
the configuration. For example, the trend in planet tilt angles 
for the Planetary Hex is shown in Figure 7. 

The Planetary Hex configuration maintains a higher 
bandwidth across the entire range of required horizontal force, 
followed by the Planar Octo and Stacked Octo configurations. 
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Planetary Hex Planar Octo Stacked Octo 

Planet rotor tilt angle Rotor tilt angle Rotor tilt angle 

Sun rotor diameter Rotor diameter Rotor diameter 
Planet rotor diameter 

Planet hover thrust   
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Figure 6: Effect of changing the horizontal force requirement on 
thrust bandwidth. 

 

Figure 7: Effect of changing the horizontal force requirement on 
planet rotor tilt. 

4 MINIMUM MASS 
This set of case studies considers optimising for lowest 

mass. The mass of the payload, 𝑚௣௔௬, is subtracted from the 
total mass of the UAV, 𝑚௎஺௏ , to isolate the airframes in the 
comparisons. The optimisation objective function is thus  

min
௑

൫𝑚௎஺௏ − 𝑚௣௔௬൯  . (2) 

4.1 Effect of Changing the Payload Requirement 

This case study explores the effect of increasing the 
payload on the bandwidth of the optimal UAV of each of the 
three configurations. Linear trends can be seen in Figure 8. As 
expected, with an increase in payload, the mass of the UAV 
also increases. Higher thrust demands with payload increase 
the required battery capacity, rotor sizes, and frame sizes, all 
of which increase UAV mass.  

 

Figure 8: Effect of changing the payload mass on UAV mass 
(excluding payload). 

The Stacked Octo and Planar Octo have very similar mass 
airframes across all payloads tested. Marginally, the Planetary 
Hex is consistently the lightest configuration. Examining the 
mass of the different sets of components that comprise the 
UAV airframe, Figure 9, reveals that the Planetary Hex can 
have the lowest mass because of its heterogeneous set of 
rotors. Effectively, having 2 larger rotors and 6 small rotors is 
generally lighter than 8 rotors of the same size. 

 

Figure 9: Mass of individual UAV components. 

4.2 Effect of Changing the Horizontal Force Requirement 

This case study explores the effect of increasing the 
horizontal force requirements on the mass of the optimal UAV 
for each of the three configurations. The increase in force 
requirements is expected to increase the mass for each 
configuration. This is because the tilt angle will have to be 
increased, resulting in a larger battery capacity and mass. As 
seen in Figure 10, the mass of the Planetary Hex configuration 
is lower across all horizontal force requirements than the other 
two configurations. In addition, as in the previous case studies, 
the Stacked Octo is inferior to the other two configurations. 

 

Figure 10: Effect of changing the horizontal force requirement on 
UAV Mass (excluding payload). 

A significant trend in the Planetary Hex design as 
horizontal force requirement increases is the angle of the 
planet rotors, as shown in Figure 11. Increasing the tilt angle 
allows more thrust within the horizontal plane, increasing the 
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horizontal force capabilities. When not required, a low angle 
is favourable as it means less opposing thrust, i.e. more 
efficient UAV and lower battery capacity required, resulting 
in a lower mass.  

 

Figure 11: Effect of changing horizontal force requirement on planet 
rotor tilt. 

5 MINIMUM DIAMETER 
This case study involves minimising the diameter of the 

UAV, 𝐷௎஺௏  and examines the effect of changing only one 
design requirement, the payload mass. Here, diameter of the 
UAV is defined as the diameter of the circle passing through 
the centres of each outer rotor. The diameter is expected to 
increase with the payload because of the need for larger rotors 
to produce more lift. The results in Figure 12 confirms this 
expected trend. 

 Up to payloads of 5 kg, there is no significant difference 
between the minimum diameters of all three configurations. 
Above 5 kg payload, the Planetary Hex is consistently the 
smallest configuration, followed by the Stacked Octo, and then 
the Planar Octo. It follows that configurations with rotors that 
are stacked or coaxial can achieve a smaller diameter. The 
losses caused by rotor overlap are not significant when 
diameter is the optimisation objective.  

 

Figure 12: Effect of changing payload mass on UAV diameter. 

6 DISCUSSION 
Some common findings are observed across the different 

case studies. Firstly, the heterogeneity of the Planetary Hex 
was a significant reason behind the configuration being 
superior compared to the other two under all situations. 
Heterogeneity contributes to this improvement through two 

main methods. The first aspect is evident when the two rotor 
sets are responsible for different design requirements. An 
example is the bandwidth case study with the payload 
requirement change. For a significant range of the payloads 
tested, it was found that the planet rotors, which are 
responsible for the thrust bandwidth, did not change, but the 
sun rotors adjusted to produce a UAV that could satisfy the 
requirements.  

The other method in which heterogeneity contributes to 
improved design is the ability to reduce UAV capabilities 
without affecting the requirements. In some instances, using 
the same eight rotors compared to 2 different rotor sets 
totalling eight rotors is not advantageous as both achieve the 
same design requirements. The heterogeneous UAV can use a 
lower-performing rotor as it does not contribute; it will only 
require a low contribution to achieve the UAV’s design 
requirements. This condition is demonstrated in the mass case 
study with the horizontal force requirement change. It was 
found that the sun rotor used was selected within certain design 
regions for its light mass, as it only needed to contribute a 
small amount of the total thrust for hover. Similarly, this effect 
is clear when looking at the change in planet rotors. 

The other modification is the use of overlapping rotors, 
either coaxial or stacked. Using overlapping rotors was 
consistently unfavourable except when optimising for smallest 
diameter. In a case where a UAV hovers far away from 
obstacles, size would not be a major factor.  

7 CONCLUSIONS 
The paper presented an approach to fairly compare design 

characteristics of different UAV configurations by ensuring 
each design is optimised with the same design constraints. 
Using this approach, studies were presented to evaluate the 
thrust bandwidth, mass, and diameter by comparing three 
UAV configurations: Planetary Hex, Planar Octo, and Stacked 
Octo. The Planetary Hex proved superior in all cases due to its 
heterogeneous rotor design. Of the homogeneous 
configurations, the Stacked Octo was inferior when optimising 
for bandwidth or mass but superior to the Planar Octo when 
optimising for minimum diameter.  

The results are based on empirical models and make 
several simplifying assumptions. Experimental work is 
required to validate the comparisons, such as by building and 
bench-testing a sample of the optimal designs. This study 
could be further expanded by including other fully-actuated 
UAV configurations.  
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ABSTRACT

Monocular depth estimation is essential for
autonomous UAV navigation, especially under
low-visibility conditions. While thermal cam-
eras enable perception regardless of lighting,
their use for geometric reasoning is challenging
due to intensity variations driven by object tem-
perature and emissivity.

We propose a novel framework that transforms
thermal images into a temperature-invariant
structural representation using line segments.
This preserves scene geometry while discarding
volatile thermal data. The structural image is
then processed by the AnyDepth neural network
to predict dense depth maps.

Experiments on the OdomBeyondVision dataset,
featuring indoor UAV flights with thermal sen-
sors, show that our method enables accurate
depth estimation. This demonstrates the viabil-
ity of decoupling geometry from thermal inten-
sity, paving the way for robust UAV navigation in
challenging scenarios such as search and rescue.

1 INTRODUCTION

Unmanned Aerial Vehicles (UAVs) are increasingly em-
ployed in critical missions such as search and rescue, environ-
mental monitoring, and infrastructure inspection. A funda-
mental requirement for enabling autonomy in these contexts
is the ability to perceive depth from visual inputs. Monocular
depth estimation, which infers 3D structure from a single im-
age, provides a lightweight solution that is particularly suit-
able for small UAVs where payload capacity is limited [1, 2].

While RGB-based depth estimation has seen significant
progress with deep learning approaches [3, 4], thermal cam-
eras remain underexplored for this task, despite their inherent
advantages. Unlike RGB sensors, thermal imaging enables
perception in total darkness, fog, smoke, or other visually de-
graded environments [5]. These capabilities make thermal
cameras ideal for operations in hazardous or low-visibility
scenarios. However, their use for geometric reasoning is chal-
lenging, as thermal intensity is governed by object tempera-
ture and emissivity rather than stable photometric features.

*Email address(es): carlos.perezro@udlap.mx

This introduces issues such as thermal crossover and spatial
inconsistency, which undermine the performance of conven-
tional depth estimation models [6].

To address these limitations, prior research has attempted
to fuse thermal and RGB data [7], or apply domain adapta-
tion techniques to transfer knowledge from visible to thermal
domains [5]. Nonetheless, these approaches often require ad-
ditional sensors or paired data, increasing system complex-
ity and cost. An alternative strategy is to extract meaningful
geometric information directly from thermal images, thereby
decoupling geometry from thermal intensity altogether.

In this work, we propose a novel indoor-monocular depth
estimation framework tailored for thermal images. Our ap-
proach converts the input thermal image into a temperature-
invariant structural representation by extracting line seg-
ments. This representation captures the essential scene ge-
ometry while discarding unstable thermal cues. The resulting
structural image is then processed by the AnyDepth-v2 deep
neural network [8, 9] to predict a dense depth map.

We evaluate our framework using the OdomBeyondVi-
sion dataset [10], which contains indoor UAV sequences
recorded with thermal cameras. Experimental results show
that our method enables accurate depth estimation from ther-
mal input alone, without requiring additional sensors or
modalities. This opens the door to robust indoor UAV nav-
igation, particularly in scenarios where thermal sensors are
already deployed (such as search and rescue, firefighting, and
industrial inspection).

The remainder of this paper is organized as follows: Sec-
tion 2 reviews related work on monocular depth estimation
and thermal image processing. Section 3 details our pro-
posed framework, including preprocessing, structural extrac-
tion, and the depth prediction pipeline. Section 4 presents our
experimental setup, dataset, and evaluation results. Section 5
discusses the implications and limitations of our approach,
and Section 6 concludes the paper with directions for future
research.

2 RELATED WORK

2.1 Depth Estimation
The field of monocular depth estimation was revolution-

ized by deep learning, which has largely superseded classical
geometric methods. The pioneering work of Eigen et al. [11]
was the first to successfully demonstrate that a multi-scale
Convolutional Neural Network (CNN) could regress a dense
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depth map directly from a single RGB image in a supervised
fashion. This established the foundational paradigm for end-
to-end depth learning.

Shortly after, a second major paradigm emerged with the
work of Garg et al. [12], which introduced self-supervised
learning for this task. By using photometric consistency be-
tween stereo image pairs as a supervisory signal, they elim-
inated the need for expensive ground-truth data from active
sensors like LiDAR. This breakthrough paved the way for
modern, robust self-supervised methods. Among them, Mon-
odepth2 [13] became a fundamental and widely-used base-
line, thanks to its carefully designed loss function that han-
dles occlusions and moving objects. Further refinements like
ManyDepth [14] improved consistency by leveraging infor-
mation from multiple frames during inference.

In the supervised domain, architectures like AdaBins [15]
have achieved exceptional performance. Its main innovation
is a novel method to discretize the depth range into adaptive
bins, allowing the network to capture both the global scene
layout and fine-grained local details with high fidelity.

A key challenge in the field is generalization to unseen
environments and recovering true metric scale. Architectures
like MiDaS [16] decisively addressed this by training on a
mixture of diverse public datasets, achieving unprecedented
zero-shot generalization capabilities. More recently, models
such as AnyDepth [8] have pushed the state-of-the-art in gen-
eralization even further.

However, the success of all these state-of-the-art methods
fundamentally relies on the photometric consistency inherent
in RGB images, a property that is absent in data from thermal
cameras, thus motivating our work.

3 PROPOSED FRAMEWORK

Our proposed framework is designed to compute a dense
depth map from a single thermal image by transforming it
into a robust, temperature-invariant structural representation.
The methodology consists of a multi-stage process, including
image pre-processing, line segment extraction, and entropy-
based filtering, before feeding the result into a deep neural
network. The overall pipeline is depicted in Figure 1.

3.1 Thermal Image Preprocessing and Normalization

The process begins with the raw thermal image in 16-bit
format, T . To reduce sensor noise while preserving signifi-
cant edges, a bilateral filter is applied. The value of a pixel
x is updated according to:

Tf (x) =
1

Wp

∑

y∈Ω(x)

T (y)Gσs(∥x−y∥)Gσr (|T (x)−T (y)|)

(1)
where Tf is the filtered thermal image, Ω(x) is a neighbor-
hood around x, Gσs and Gσr are Gaussian kernels for the
spatial and range (intensity) domains, respectively, and Wp is
a normalization factor. Subsequently, to handle outliers, pixel

values are clipped and then rescaled using min-max normal-
ization into a 8-bit single-channel intensity map, Tcn.

3.2 Line Segment Extraction
The core of our framework is the conversion of the ther-

mal image into a structural representation that is robust to
thermal variations. For this, we extract line segments using
the Fast Line Detector (FLD) algorithm [17]. However, the
quality of the detected lines is highly dependent on the al-
gorithm’s internal parameters θ. For this work, we select a
configuration of these parameters θ based on previous exper-
iments, to obtain the line-segment representation of thermal
image LT (θ)

This simplified approach was deliberately chosen to
clearly demonstrate the viability of our core hypothesis with-
out introducing the complexity of an advanced optimization
routine. We note, however, that this selection process could
be further enhanced by employing more sophisticated tech-
niques, such as swarm intelligence algorithms [18, 19], which
remains a promising direction for future work.

3.3 Entropy-Based Filtering for Noise Suppression
To suppress noisy line segments in flat regions, we use a

filtering step based on local entropy. First, a local entropy
map, EΩ, is computed from Tf . For each pixel x, its local
entropy is calculated over a neighborhood window Ωk(x) of
size k × k:

EΩ(x) = −
255∑

j=0

pj(x) log2(pj(x)) (2)

where pj(x) is the probability of intensity level j within the
window Ωk(x). This map highlights true edges with high en-
tropy values. This map is then thresholded to create a binary
mask, M :

ME(x) =

{
1 if EΩ(x) > τe

0 otherwise
(3)

where τe is a predefined entropy threshold. The final, clean
line segment image, Lf , is obtained by an element-wise prod-
uct:

Lf = LT (θ) ⊙ME (4)

where ⊙ denotes the Hadamard product [20, 21].

3.4 Depth Estimation Network
The final, filtered line segment image, Lf , serves as the

input to the depth estimation network. For this work, we only
use the inference power of AnyDepth-V2 to obtain the rela-
tive dense maps D̂. The entire process can be seen as a func-
tion composition where the final depth map D̂ is produced by
the network N from the output of our pre-processing frame-
work F :

D̂ = N (F(T )) where F(T ) = Lf (5)
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Figure 1: Pipeline of depth estimation from line-segment thermal representation.

4 EXPERIMENTAL AND RESULTS

This section presents the empirical validation of our
framework. The main goal is to evaluate whether our pro-
posed structural representation, derived from a thermal im-
age, can serve as an effective input for a depth estimation net-
work in the thermal domain, and to compare its performance
against a standard RGB image input.

4.1 Experimental Setup
4.1.1 Dataset

For our experiments, we utilize the OdomBeyondVision
dataset [22]. This indoor dataset provides sequences of RGB,
depth and thermal images, captured from three platforms:
Unmanned Ground Vehicle (UGV), Unmanned Aerial Vehi-
cle (UAV) and Han-held. In this work, we use one UAV se-
quence, see details in Table 1. For the different frequency
rates of devices, the number of images are different for the
same sequence, so we made a synchronization of images us-
ing their time-stamps.

Sequence Thermal RGB Depth
2022-01-20-00-14-36 18515 3176 6353

Table 1: UAV sequence details from OdomBeyondVision.

4.1.2 Implementation details

The pipeline was implemented in Python. The thermal
images were first processed using a bilateral filter to re-
duce noise while preserving edges. We used the OpenCV
library’s implementation with a neighborhood diameter of
d=5, and standard deviations of sigmaSpace (σs) = 100
and sigmaColor (σr) = 100.

Following this, the local entropy map was computed us-
ing the entropy function from Scikit-image, with a circu-
lar structuring element of radius 5 (disk(5)). An entropy

mask was then generated by thresholding this map to filter
out noisy line segments in low-texture regions. The thresh-
old τe was selected automatically for every image using Otsu
method [23].

The line segments were extracted using OpenCV’s Fast
Line Detector (FLD) implementation. The key parameters
for the FLD were set as follows: length threshold=1,
distance threshold=0.1, canny th1=70, and
canny th2=100. Merging of lines was disabled to
preserve raw structural details.

For the final depth estimation stage, we use the pub-
lic implementation of the pre-trained AnyDepth-V2 (Large)
model [8] in a zero-shot inference mode. Specifically,
the model is configured with an output feature embedding
size of 256 and utilizes multi-scale feature channels of
[256,512,1024,1024] in its decoder, as defined by the
public repository. For inference, the structural input image
Lf was resized to the model’s default input resolution of
640× 480 pixels. No fine-tuning or re-training was per-
formed, as the purpose of the framework is to validate the
effectiveness of the structural input alone.

4.1.3 Comparison Conditions:

To evaluate our method, we established two experimental
conditions:

1. Baseline (RGB): The AnyDepth-V2 network receives
the original RGB image from the dataset as input. This
represents the expected performance of a standard vi-
sion system.

2. Our Framework (Thermal-Structural): The
AnyDepth-V2 network receives the line segment
representation generated from the corresponding
thermal image, following the methodology described
in Section 3.
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This direct comparison allows us to evaluate the viability
of a structural representation derived from a thermal sensor
for the task of depth estimation when only thermal data is
available.

To quantitatively evaluate the performance of both con-
ditions, we employ the six standard metrics for monocular
depth estimation proposed in [11].

4.2 Results
The results of our evaluation on the test set are summa-

rized in Table 2. The table compares the performance of our
thermal-structural framework against the RGB baseline. As
expected, the baseline using direct RGB input outperforms
our framework across all evaluated metrics [11]. This is
attributable to the fact that the AnyDepth-V2 network was
trained extensively on images from the visible spectrum.

However, the most significant finding is not the perfor-
mance gap, but that our thermal-structural framework pro-
duces a coherent and quantitatively reasonable depth map
without any re-training or fine-tuning. The ability of a net-
work trained exclusively on RGB data to interpret such a rad-
ically different input modality—a binary line segment image
derived from a thermal sensor—and still infer the 3D struc-
ture of the scene, validates our core hypothesis: the proposed
structural representation is a viable and meaningful input for
depth estimation. This demonstrates the framework’s poten-
tial to decouple geometric perception from thermal informa-
tion.

A visual comparison of the results is presented in Fig-
ure 2. We show: (a) the original RGB image, (b) the thermal
image, (c) our line segment representation, (d) the depth map
predicted from the RGB input, (e) the depth map predicted by
our framework, and (f) the ground truth.

5 DISCUSSION

The quantitative results presented in Table 2 show that
the baseline, using direct RGB input, outperforms our frame-
work. This outcome is expected, given that the AnyDepth-
V2 network was pre-trained extensively on images from the
visible spectrum. However, the most significant finding of
this work is not the performance gap, but the demonstrated
viability of our approach. The ability of a network trained
exclusively on RGB data to interpret a radically different in-
put modality—a binary line segment image derived from a
thermal sensor—and still infer a coherent 3D structure vali-
dates our core hypothesis. This confirms that the proposed
structural representation is a meaningful input for depth esti-
mation, showcasing the potential to decouple geometric per-
ception from volatile thermal information.

The structural representation is intentionally dense and
subject to extreme parameter settings in the FLD algorithm to
maximize the capture of geometric details. This configuration
is a deliberate design choice: the exceptionally low distance
threshold parameter (0.1) forces the detected elements to ad-
here to a strict model of rectilinearity. This crucial geometric

constraint filters out the curvature and irregularity inherent in
simple gradient-based thermal edges, ensuring that the input
Lf is composed of stable structural information.

This framework opens possibilities for robust UAV nav-
igation using a single, lightweight sensor in environments
where RGB cameras would fail, such as darkness or smoke-
filled rooms. For platforms where size, weight, and power
(SWaP) are critical constraints, leveraging an existing ther-
mal camera for both high-level tasks like human detection
and low-level navigation is a significant advantage.

It is important to acknowledge the limitations of this
study. A portion of the performance gap can be attributed
to the fact that the RGB and thermal images in the OdomBe-
yondVision dataset are not perfectly spatially aligned, which
introduces a systematic error in the evaluation. Furthermore,
this validation was conducted in a dataset with adequate light-
ing conditions; the performance in the target scenario of com-
plete darkness has not yet been empirically tested, nor has the
generalization to unstructured outdoor aerial environments,
which present challenges of greater range and variable scale.

6 CONCLUSION AND FUTURE WORK

In this paper, we presented a novel framework for monoc-
ular depth estimation on UAVs using a single thermal cam-
era. Our core contribution is the transformation of thermal
images into a temperature-invariant structural representation
(line segments), addressing the lack of photometric consis-
tency in thermal data. We successfully demonstrated that this
structural representation serves as a viable direct input for the
pre-trained AnyDepth-V2 network, validating the hypothesis
that underlying geometric structure is a meaningful signal for
depth perception. This opens a path for robust, lightweight,
single-sensor navigation in challenging scenarios.

For future work, we identify three primary directions.
First, the line segment extraction process can be enhanced;
while the classic LSD algorithm is effective, we plan to ex-
plore modern deep learning-based methods for line detection,
which could provide a more robust structural representation.
Second, the most critical next step is to fine-tune or fully re-
train a depth estimation network, such as AnyDepth, on our
line segment representation. We hypothesize that this will
significantly close the performance gap with the RGB base-
line by allowing the network to specialize in this new modal-
ity. Finally, we will extend our validation to include datasets
with challenging low-light and zero-light conditions to em-
pirically demonstrate the framework’s effectiveness in its pri-
mary target scenarios, such as search and rescue missions.
This will include testing the framework’s generalization ca-
pability to outdoor aerial environments.
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Method Input Modality REL ↓ RMSE ↓ log10 ↓ δ1 ↑ δ2 ↑ δ3 ↑
Baseline RGB 0.3140 1.2442 0.3800 0.4955 0.7759 0.9015
Our Framework Lines (Thermal) 0.4136 1.5156 0.4398 0.3981 0.6906 0.8635

Table 2: Quantitative comparison on the OdomBeyondVision dataset. Our framework uses a line segment representation from
a thermal image as input to the AnyDepth-V2 network, while the baseline uses the corresponding RGB image.

(a) RGB Input (b) Thermal Input (c) Our Line Segments

(d) Predicted Depth (RGB) (e) Predicted Depth (Ours) (f) Ground Truth

Figure 2: Qualitative results. For a representative scene, we compare the depth map produced by the baseline using an RGB
image against the depth map from our framework, which uses a structural representation derived from a thermal image. Our
method successfully captures the main geometric structure of the scene.
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project No. 202402046.
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ABSTRACT

This paper addresses the important balance be-
tween control performance and energy use in
networked micro-drones. We propose and test a
family of hybrid event-triggered control (HETC)
methods that are designed to be both depend-
able and efficient. The core of our strategy is the
combination of a fixed safety timer, which en-
sures system safety, with an adjustable threshold
that responds to the drone’s state to balance com-
munication, performance, and energy. We look
at several practical ways to adjust the threshold,
including methods based on integral, derivative,
and state-feedback approaches. The effective-
ness of these strategies is tested using detailed
simulations of a 6-DOF quadrotor. The valida-
tion uses dour different flying paths which in-
clude active tracking in straight and curved tra-
jectories as well as stationary hovering, to test
the controller in various conditions. The results
show meaningful reductions not only in commu-
nication frequency but also in a measure of to-
tal energy use. This study shows our practical
HETC approach is a promising solution for de-
vices with limited resources and provides a solid
starting point for future research on more ad-
vanced triggers and testing with real-world net-
work problems.

1 INTRODUCTION

The increasing autonomy of Micro Aerial Vehicles
(MAVs) presents a modern control challenge: greater auton-
omy and performance require more advanced onboard com-
puting and frequent communication, yet the physical lim-
its of these devices, especially battery life, require careful
use of resources [1]. This problem is most significant in
Networked Control Systems (NCS), where MAVs must con-
stantly exchange information with ground stations or other
agents, making the energy used for communication a major
limit for mission duration.

The traditional time-triggered control method, which uses
updates at regular, frequent intervals, is a major source of this

*Email address(es): hgonz@tec.mx

inefficiency. By sending control data at a fixed rate based on a
worst-case scenario, these systems waste energy sending un-
needed data during normal flight. Event-Triggered Control
(ETC) solves this by changing the control approach from up-
dating at set times to updating only when necessary [2, 3].
This non-periodic approach has been shown to greatly reduce
network use, a topic explored in detailed reviews on ETC for
nonlinear systems [4, 5]. Many adaptive/learning or CLF-
based triggers require evaluating Lyapunov/ISS bounds (and
their Lie derivatives) online and, in some cases, solving small
optimization problems (e.g., QP/SDP) or running neural in-
ference at control rates. These steps increase CPU load, mem-
ory footprint, and code size, which can exceed MAV-class mi-
crocontrollers. See emulation/self-triggered and PETC anal-
yses in [6, 7, 8].

Research has shifted from fixed triggers to flexible and
adaptive methods that are more efficient, including those
based on fuzzy neural networks [9] and reinforcement learn-
ing [10]. For Unmanned Aerial Vehicles (UAVs) specifically,
ETC has been applied to periodic communication schemes
[11, 12], swarm control [13], and security [14]. A key chal-
lenge is making sure it performs well even with constant out-
side disturbances [15, 16] and modeling errors, which has led
to more research on dependable and adaptive ETC for au-
tonomous vehicles in general [17, 18].

Despite this progress, two key problems are often over-
looked. First, many studies only focus on sending fewer data
packets, ignoring the total energy used, which includes the
energy the motors use to fix trajectory-tracking errors. A
trigger that sends updates too slowly might save on com-
munication, but lead to poor trajectory-tracking that requires
powerful, energy-intensive corrections. Second, many of the
best-performing trigger rules from theory can be too com-
plex to run, making them hard to use on MAVs with lim-
ited computing power. By contrast, our rules use only vector
norms, constant-gain arithmetic, and (optionally) first-order
filters—no optimizers, factorizations, or large matrices—so
the per-step cost is O(1) floating-point operations, appropri-
ate for Cortex-M–class MCUs [8].

This paper explores a practical alternative: a set of simple
heuristic adaptive triggers, when used in a dependable hybrid
system, can save a large amount of energy without the com-
plexity of other methods. We propose a Hybrid Event Trig-
gered Control (HETC) framework that combines an adaptive
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event-trigger with a fixed safety timer (Tmax) to guarantee
stability. Our main goal is to measure the balance between
trajectory-tracking accuracy, communication frequency, and,
most importantly, total energy use.

1.1 Quadrotor Dynamic Model

We model the quadrotor as a 6-DOF rigid body. Let {W}
be the fixed world frame and {B} be the frame attached to
the drone’s body. The state is (p,v,R,Ω) ∈ SE(3)(3)×R3,
where p,v ∈ R3 are the position and velocity in {W}, R ∈
SO(3) is the rotation matrix from {B} to {W}, and Ω ∈ R3

is the angular velocity in {B}. The dynamics are given by
[19]:

ṗ = v (1)
mv̇ = mge3 −RTe3 + df (t) (2)

Ṙ = RΩ̂ (3)

JΩ̇ = −Ω× (JΩ) + τ + dτ (t) (4)

wherem is the mass, J is the inertia matrix, g is gravity, e3 =
[0, 0, 1]T , T is the total thrust, and τ is the torque vector.
The terms df (t) and dτ (t) are bounded external disturbances.
The hat map ·̂ is the skew-symmetric matrix representation.

1.2 Baseline Control Architecture and Implementation

Our method builds on a standard nested-loop controller:

• Inner Attitude Loop: A high-rate controller (e.g., 200
Hz or higher) regulates the drone’s rotation by com-
puting the motor torques τ required to track a desired
orientation Rd(t).

• Outer Position Loop: A continuous-time nonlinear
controller (e.g., geometric on SE(3)(3)) tracks the ref-
erence path pd(t) and its derivatives. Its output is the
nominal control signal u(t) = [T (t),Rd(t)]

T .

In practice, u(t) cannot be transmitted continuously due
to communication and energy constraints. Instead, it is sam-
pled at discrete times {tk}k∈N0

, which the proposed HETC
framework determines.

Between update instants, the motors apply the most re-
cently transmitted command using a Zero-Order Hold (ZOH)
mechanism. The executed control signal is therefore

udrone(t) = u(tk), ∀t ∈ [tk, tk+1), (5)

i.e., constant between successive triggers. This implemen-
tation introduces a discrepancy between the nominal signal
u(t) and the applied signal udrone(t), defined as the mea-
surement error em(t) = u(t) − udrone(t). The event-
triggering mechanism monitors and regulates this error.

1.3 Total Energy Use Model
System efficiency is evaluated with an energy model that

accounts for both communication and actuation costs:

E =

∫ tf

0

Pbase dt+NpktsEtx +

∫ tf

0

Pact(udrone(t)) dt,

(6)
where Pbase is the constant baseline consumption of onboard
electronics,Npkts the number of transmitted packets, andEtx
the energy per packet. Since Pbase is independent of the con-
trol scheme, comparisons focus on:

• Communication Energy (Ecomm): NpktsEtx, re-
duced by event-triggering strategies.

• Actuation Energy (Eact): The integral of motor
power, commonly approximated as Pact ∝ T (t)2.

This formulation highlights the trade-off: frequent up-
dates improve tracking but increase communication cost,
whereas sparse updates reduce communication but may re-
quire larger corrective maneuvers and thus higher motor en-
ergy. Effective triggers balance these contributions to mini-
mize Ecomm + Eact.

The energy model in Eq. 6, which separates baseline,
communication, and actuation terms, follows standard UAV
power formulations and ETC studies that include communi-
cation cost [1, 11, 12].

2 PROPOSED HYBRID ADAPTIVE CONTROL
FRAMEWORK

The framework is intended to be reliable, efficient, and
suitable for resource-constrained platforms.

If the baseline continuous controller guarantees closed-
loop stability under sample-and-hold with period h ≤ Tmax

(standard emulation condition), then enforcing the time guard
preserves this property. From sampled-data and PETC theory,
the resulting hybrid loop is input-to-state stable (ISS) with re-
spect to disturbances and measurement error. The event con-
dition further improves accuracy between mandatory watch-
dog updates [8, 7, 6].

2.1 Hybrid Event- and Time-Triggering Law
The triggering mechanism combines an event condition

with a periodic safeguard. Let tk denote the last update time
and em(t) = u(t) − u(tk) the measurement error. The next
update time tk+1 is defined as

tk+1 = inf{t > tk | ∥em(t)∥ ≥ σ(t)︸ ︷︷ ︸
Event Condition

∨ t− tk ≥ Tmax︸ ︷︷ ︸
Time Guard

}.

(7)
The event condition enforces updates when the control

error exceeds the adaptive threshold σ(t), while the time
guard Tmax prevents excessive inter-update intervals. To-
gether, these conditions guarantee stability and avoid unnec-
essary communication.
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2.2 Adaptive Threshold Structure
The threshold σ(t) is defined using the error vector xe =

[eTp , e
T
v ]
T :

σ(t) = β(t)︸︷︷︸
Adaptive Offset

+α ∥ep(t)∥+ γ ∥ev(t)∥︸ ︷︷ ︸
Error-Dependent Scaling

, (8)

where α and γ are fixed gains, and β(t) is a time-varying
offset. The offset term allows the trigger sensitivity to be ad-
justed online according to mission demands or system behav-
ior.

The gains α, γ, and the adaptation parameters were cho-
sen to balance trigger sensitivity and stability. Values were
tuned to maintain RMS tracking error below 0.1m while
avoiding excessive updates and preserving stability, follow-
ing the typical trade-offs reported in event-triggered UAV lit-
erature.

To implement this mechanism, we introduce three alter-
native adaptation laws for β(t), each emphasizing a different
objective:

2.3 Adaptation Rule 1: Integral Control for Rate Regulation
Objective Regulate the communication rate by driving the
average number of updates, Navg, toward a target N∗.

Rule An integral controller with leakage:

β̇(t) = −kI
(
Navg(t)−N∗)− λ

(
β(t)− β0

)
, (9)

where β(t) is the adaptive offset. Increasing β raises the trig-
ger threshold, reducing update frequency; decreasing β low-
ers the threshold, increasing updates. The leakage term, gov-
erned by λ, prevents windup by returning β toward a nominal
value β0 when the rate stabilizes.

Implementation Considerations Performance depends on
the averaging window used for Navg: shorter windows im-
prove responsiveness but amplify noise, whereas longer win-
dows provide smoother estimates at the cost of slower adapta-
tion. Gains kI and λ must be tuned to achieve stability with-
out oscillation.

2.4 Adaptation Rule 2: Derivative Feedback
Objective To adjust the trigger based on the rate of change
of the position error, increasing sensitivity when the error
grows and reducing it when the error decreases.

Rule
β(t) = β0 − kD

d

dt
∥ep(t)∥ , (10)

where a positive derivative decreases the offset β, making
an update more likely, and a negative derivative increases
it, reducing update frequency. This predictive adjustment
helps limit maximum error growth during disturbances and
can lower the total actuation energy required for correction.

Implementation Considerations Direct differentiation is
noise-sensitive. A filtered derivative estimate (e.g., via a first-
order high-pass filter or observer) is required. The filter cutoff
frequency must be chosen carefully to balance responsiveness
and robustness.

2.5 Adaptation Rule 3: State-Feedback for Context-
Awareness

Objective Define a rule that adapts to the drone’s operating
condition (e.g., transit versus hover) without requiring mem-
ory of past data or derivative estimates.

Rule
β(t) = β0 + kp ∥p(t)∥+ kv ∥v(t)∥ , (11)

where p(t) and v(t) are the position and velocity. When
the drone is moving quickly or operating farther from the
target, the threshold increases, reducing communication de-
mand. During hovering or precise maneuvers, the threshold
decreases, prioritizing accuracy.

Implementation Considerations The parameters kp and
kv must be scaled to the mission’s workspace and expected
speeds. This rule is less adaptable to changing tasks than the
other laws but remains straightforward and reliable.

3 SIMULATION STUDY AND DISCUSSION OF RESULTS

3.1 Simulation Environment

The proposed HETC framework was implemented in
MATLAB/Simulink using a 6-DOF quadrotor model with
parameters corresponding to the Crazyflie 2.1 micro-drone
(m = 0.031 kg).

As a baseline, we employed a geometric tracking con-
troller on SE(3)(3) [19], which directly regulates both posi-
tion and orientation.

Figure 1: Simulation environment used for the evaluation of
the proposed hybrid event-triggered control.

Figure 1 shows the simulated quadrotor environment used
to test the proposed control scheme.
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Performance and energy efficiency were evaluated on a
set of 30-seconds trajectory experiments designed to combine
periods of active motion and near-stationary hovering. This
provided a test of controller behavior under varied conditions.
Four representative trajectories were considered:

• Circle: A horizontal circular path of 1m radius at con-
stant altitude.

• Lemniscate: A figure-eight path designed to test
adaptability.

• Square: A stepwise path with sharp corners.

• L path: A piecewise-linear “L-shaped” trajectory with
alternating segments.

Together, these trajectories provide a controlled testbed
for analyzing how the hybrid triggering mechanism balances
communication savings and actuation energy across diverse
operating conditions. Reported results for UAV/VTOL sys-
tems show 40–80% packet-rate reductions with less than
10–15% degradation in tracking accuracy under ETC and
PETC schemes [3, 4, 5, 11, 12, 13].

3.2 Discussion of Results

Figure 2: Top-down view of the reference and simulated tra-
jectories for circular and lemniscate paths.

Figure 2 compares the reference and simulated trajecto-
ries for the circular and lemniscate paths under non-triggered
and hybrid event-triggered control. The NT trajectories corre-
spond to the non-triggered (periodic) controller, while T tra-
jectories correspond to the hybrid event-triggered implemen-
tation.

Figure 3: Comparison of reference and simulated trajectories
for the square and stop-and-go paths.

Figure 3 illustrates trajectory tracking for square and stop-
and-go paths, showing the effect of the hybrid trigger com-
pared to the fixed-rate baseline. The non-triggered (NT) case
uses fixed-rate updates, while the triggered (T) case applies
the proposed hybrid event-triggered policy.

Straight-line segments exhibit small oscillations because
low curvature reduces trigger activity, causing delayed cor-
rections, whereas curved paths naturally maintain frequent
updates and smoother tracking, the oscillations also con-
tribute greatly to an increase on actuation energy as shown
on table 1.

Figure 4: Visualization of the HETC trigger signal over the
a multi-phase trajectory to summarize different trials. The
histogram shows the number of trigger events on that second

The simulation results confirm that the proposed HETC
framework reduces resource consumption while maintaining
tracking performance. The observed behavior is consistent
across the evaluated trajectories and ablation studies.

3.2.1 Analysis of Triggering Behavior

Figure 4 illustrates the distribution of trigger events over time.
The trigger activity closely follows the multi-phase trajectory:
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• Dynamic Tracking: Frequent updates are generated
to maintain path accuracy, resembling periodic control.
Small gaps indicate instances where communication is
avoided without performance loss.

• Hovering: With the drone stabilized, the tracking er-
ror remains negligible and the trigger rarely activates,
leading to substantial communication savings relative
to periodic control.

• Reorientation and Settling: The yaw maneuver in-
duces a transient error, producing a short burst of up-
dates. After the maneuver, the trigger rate decreases
again as the system stabilizes.

Figure 5: Evolution of the position tracking error norm,
||ep(t)|| (in meters) vs Time in seconds

The evolution of the position error norm corresponds
closely to the trigger activity shown in Fig. 4:

• Dynamic Tracking: During trajectory following, the
error remains small (typically below 0.3 m) with an
oscillatory pattern characteristic of continuous correc-
tive actions. The high trigger rate is consistent with the
need for frequent adjustments.

• Hovering: Once stabilized in hover, the tracking er-
ror quickly decreases to near zero, confirming that ex-
tended periods without triggers occur because the con-
trol objective is maintained.

• Yaw Reorientation: A reorientation maneuver pro-
duces temporary error spikes of up to approximately
0.55 m, after which the controller restores accuracy,
demonstrating robustness to internal disturbances.

• Final Settling: Following the maneuver, the error
again converges to near zero, and the system resumes
stable, low-energy operation.

Figure 6: Cumulative actuation energy (Eact) vs Time in sec-
onds, proxied by the integral of the squared output of the con-
trollers with no HETC.

Figure 7: Cumulative actuation energy (Eact) vs Time in sec-
onds, proxied by the integral of the squared output of the con-
trollers with HETC.

The best way to measure the system’s success is its impact
on total energy use, as modeled in Eq. (6). While the analysis
of the trigger signal in Fig. 4 confirmed a large reduction in
communication energy (Ecomm), a detailed look at the motor
energy (Eact) shows an even better result.

Figures 6 and 7 present a comparison of the cumulative
motor energy for the baseline periodic controller, The motor
energy is estimated by calculating the integral of the squared
thrust command over the simulation time, the first one being
the system without our event triggering logic.

Looking closely at the plots shows two key things:

• Similar Power Profiles: Both the periodic and HETC
systems show similar power usage patterns that match
the mission phases. As expected, energy use increases
rapidly during active flight and is almost flat when hov-
ering.

• Reduced Total Actuation Energy: But there is a big
difference in the total energy used. The periodic con-
troller’s motor energy continually climbs, reaching a
final value of about 3.5 x105 units. In contrast, the
HETC system’s total motor energy is lower, settling
around 3.0 x105 units. This is a reduction of about 14%
in the energy used by the motors.

NOVEMBER 3-7, 2025, SAN ANDRÉS CHOLULA, PUEBLA, MEXICO 122
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Table 1: ∆Pkts [%] = packet reduction, E-cons = Energy con-
sumed by both communication and actuation

Trajectory ∆Pkts [%] E-cons RMS error [m]
Circle (R=1 m) 28 ↓ 0.07
Lemniscate 24 ↓ 0.06
Square (step corners) 39 ↑↑ 0.018
L path (piecewise-linear) 41 ↑↑ 0.022

Table 1 summarizes the results per trajectory obtained
with the proposed HETC compared to the periodic baseline.
For smooth trajectories such as the circle and lemniscate,
communication demand is reduced by about 25–30% with
negligible loss of tracking accuracy (RMS error below 0.1 m)
and even slight energy savings, since fewer corrective ma-
neuvers are required. In contrast, trajectories with sharp cor-
ners or long straight segments (square and L-path) achieve
higher packet savings (around 40%), but this comes at the
cost of increased actuation effort. The oscillatory corrections
required in these cases lead to additional motor energy con-
sumption (indicated qualitatively in the table), even though
the RMS error remains low. These results highlight the trade-
off: smoother paths yield balanced savings across communi-
cation and energy, while step-like trajectories shift the burden
toward actuation, reducing the overall energy benefit.

4 CONCLUSION AND FUTURE WORK

This paper presented a hybrid control framework that
combines event- and time-based triggers to address energy
efficiency in MAVs. By integrating a safety timer with sim-
ple adaptive trigger rules, the method balances control perfor-
mance with reduced communication and actuation energy.

The simulation study, based on a total energy model,
shows that these adaptive strategies lower both communica-
tion frequency and overall energy consumption compared to
periodic and fixed-threshold approaches. All proposed rules
are applied within the same framework, ensuring practicality
for MAV-class hardware.

Future work will focus on extending the evaluation be-
yond ideal simulations to include more realistic network con-
ditions with delays and packet losses, as well as hardware-in-
the-loop experiments. Another direction is the development
of triggers derived from control-theoretic formulations, such
as those based on Control Lyapunov Functions (CLFs), with
the goal of assessing whether their theoretical performance
gains justify the additional computational complexity on em-
bedded platforms.

Moreover an important limitation observed in the present
study is that the triggering mechanism and control design do
not explicitly account for the inertia of the vehicle. As a re-
sult, aggressive maneuvers and step-like trajectory segments
often introduce large overshoots and oscillations, which in
turn increase actuation energy consumption. While the pro-
posed adaptive thresholds successfully regulate communica-

tion effort, they are less effective in anticipating the high cor-
rective demands associated with inertial dynamics. Future
work will focus on incorporating inertia-aware terms into the
triggering condition, such as acceleration, jerk, or command-
rate penalties, to prevent delayed updates during rapid ma-
neuvers. By making the event-trigger more sensitive to iner-
tial effects, it is expected that both overshoot and oscillatory
energy losses can be reduced, improving overall efficiency
without compromising tracking performance.
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[11] Ángel Cuenca, Oscar Reinoso, and Pablo Gil. Peri-
odic event-triggered sampling and dual-rate control for
a wireless ncs with applications to uavs. IEEE Transac-
tions on Industrial Electronics, 65(8):6510–6520, 2018.

[12] Tong WU, Jie WANG, and Bailing TIAN. Periodic
event-triggered formation control for multi-uav systems
with collision avoidance. Chinese Journal of Aeronau-
tics, 35(8):193–203, 2022.

[13] Xiuxia Yang, Hao Yu, Yi Zhang, and Wenqiang Yao.
Distributed event-triggered control for uav swarm tar-
get fencing with network connectivity preservation and
collision avoidance. Defence Technology, 2025.

[14] Shijie Han, Chen Wang, and Xiaoyu Liu. Event-
triggered attitude controller design for uavs under cyber-
attacks. In IEEE International Symposium on Industrial
Electronics (ISIE), pages 1099–1104. IEEE, 2024.

[15] Peng Zhao, Yuan Liu, and Han Xu. Event-triggered tra-
jectory tracking control for quadrotor uavs subject to ex-
ternal disturbances. International Journal of Robust and
Nonlinear Control, 2025. Early Access.

[16] Liang Kong, Jun Wu, and Tianyang Zhang. Robust
event-triggered tracking control for a uav with non-
vanishing disturbances. Automatica, 159:111224, 2024.

[17] Hongguang Meng, Derui Ding, Hao Su, and Li Wang.
Event-triggered robust output regulation for nonlinear
systems: A time regularization approach. International
Journal of Robust and Nonlinear Control, 32(17):7403–
7421, 2022.

[18] Mehmet Arsal and Tansel Yucelen. Adaptive event-
triggered consensus control for auvs with output feed-
back and energy efficiency. Journal of Marine Science
and Engineering, 12(4):511, 2024.

[19] Taeyoung Lee, Melvin Leok, and N. Harris McClam-
roch. Geometric tracking control of a quadrotor UAV
on SE(3). In 49th IEEE Conference on Decision and
Control (CDC), pages 5420–5425, Atlanta, GA, USA,
2010. IEEE.

NOVEMBER 3-7, 2025, SAN ANDRÉS CHOLULA, PUEBLA, MEXICO 124
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Payload State Estimation for Cooperative Manipulation
Using Multiple UAVs
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ABSTRACT

This paper proposes a method for estimating the
state of a payload in a cooperative aerial manip-
ulation system using multiple UAVs connected
via tethers. The key feature of the proposed ap-
proach is that it estimates the tether angles solely
from inertial and position data obtained on the
UAV side, eliminating the need for any sensors
on the payload. These estimated angles are then
utilized, in conjunction with a physical model,
to infer the payload’s position and orientation.
The estimation framework is implemented using
an Unscented Kalman Filter (UKF) and applied
to a system comprising two UAVs and four teth-
ers. The performance of the method is evaluated
through both simulations and real-world experi-
ments. The results demonstrate that the proposed
approach achieves accurate tracking of both the
tether angles and the payload state, even in the
presence of sensor noise and modeling inaccura-
cies, thus validating its effectiveness.

1 INTRODUCTION

In recent years, there has been a growing global interest
in small unmanned aerial vehicles (UAVs). Their applications
extend beyond conventional fields such as aerial photography,
disaster surveys, and infrastructure inspection, and are now
being explored for more advanced and complex tasks [1].
Specifically, these include aerial manipulation using UAVs
equipped with manipulators [2], and payload transportation
in the field of logistics [3]. UAVs are expected to bring nu-
merous benefits to society, including reduced costs and labor
requirements, as well as safe access to environments that are
difficult or dangerous for humans to enter.

However, most current UAVs are designed for single-unit
operation and are therefore limited in the size and weight of
payloads they can carry. To address these limitations, coop-
erative manipulation systems, in which multiple UAVs work
together to transport a single payload, have garnered signifi-
cant attention [4]. Such systems enable the handling of large
and heavy payloads that are unmanageable by a single UAV,
thereby greatly expanding the potential applications of UAVs.

In cooperative manipulation systems, a widely adopted
configuration is to connect each UAV to the payload using

*Email address(es): suzuki-s@chiba-u.jp

cables [5]. While this approach allows for operational flexi-
bility, it also introduces challenges due to the underactuated
and deformable nature of the system. These include the risk
of inter-UAV collisions, payload oscillations, and instability
during flight. Therefore, ensuring the safe and stable op-
eration of such systems requires accurate estimation of the
full system state, including the positions and orientations of
the UAVs and the payload, as well as cable tensions and an-
gles [6, 7, 8].

Traditionally, estimating the system or payload state has
relied on attaching various sensors to the payload. However,
these methods face several practical challenges, including the
need for dedicated power sources, communication infrastruc-
ture, increased cost and weight, and physical constraints on
sensor installation. For instance, GPS and IMUs have been
used to track the payload’s motion [8], while force/torque
sensors [9] and vision-based systems [10, 11] have enabled
more precise measurements. Even when lightweight sensors
are used, the added mass can be non-negligible in small-scale
aerial systems with limited payload capacity. In addition, se-
curing power and ensuring reliable data transmission for such
sensors impose further constraints that reduce the practical-
ity of these approaches. Consequently, developing estimation
techniques that obviate the need for payload-side sensors is
crucial for enhancing the practicality and versatility of coop-
erative aerial systems. In response to these issues, recent re-
search has proposed sensor-minimizing or vision-free meth-
ods that estimate the payload state using only onboard UAV
measurements [12].

To address this issue, this study proposes a novel frame-
work that estimates the payload state using only onboard
UAV sensor data. This sensorless approach on the payload
side reduces hardware complexity and eliminates operational
constraints. A key feature of the method is that it simultane-
ously estimates the relative positions between UAVs and the
tether attachment points on the payload, which enables the
reconstruction of tether angles without requiring direct mea-
surements. This formulation is not restricted to two UAVs
and can be extended to systems involving more UAVs due to
its generalized modeling of tether geometry.

The remainder of this paper is organized as follows. Sec-
tion 2 describes the cooperative system and its modeling. The
proposed estimation method is explained in Section 3. Then,
the effectiveness of the method is validated through simula-
tions in Section 4 and experiments in Section 5. Finally, Sec-
tion 6 concludes the paper and discusses future work.
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Figure 1: Cooperative manipulation system

2 COOPERATIVE MANIPULATION SYSTEM

2.1 System Configuration
This study applies the cooperative manipulation system

proposed by Takemura et al. [13]. The system, shown in Fig-
ure 1, consists of two UAVs and a payload connected by a
total of four tethers at its four vertices. The UAVs are quadro-
tors, an underactuated system in which rotation and transla-
tion are coupled. Tilting the payload in the pitch direction
requires the UAV itself to tilt, causing unintended transla-
tional motion. To address this , this system is equipped with
a winch mechanism on the UAV, allowing for variable tether
lengths. The winch mechanism is driven by a single servo
motor, where one tether extends as the other retracts. By in-
dependently adjusting tether lengths, control of the payload’s
pitch is achieved.

The orientation of each tether in three-dimensional space,
which defines the system state, can be uniquely represented
by two angles, similar to spherical coordinates: the Inclina-
tion Angle (θs), tilt from the vertical, and the Body-Relative
Azimuth (ϕb), horizontal direction relative to the UAV body
frame. The objective of this study is to estimate these two
angles using only onboard sensors mounted on each UAV.

2.2 Modeling
The system configuration and coordinate frames are il-

lustrated in Figure 2. The world frame (FW ) follows the
NED convention, with zW pointing downward. The standard
basis vectors of this frame are denoted as ex, ey, ez , where
ez = [0, 0, 1]T corresponds to the direction of gravity, and
the gravitational vector is given by g = gez . The system also
uses two additional reference frames:

• Payload frame (F0): located at the midpoint between
the two anchor points connecting a single UAV to the
payload, serving as the reference for tether orientation.

• Body-fixed frame (FB): attached to each UAV’s center
of gravity.

The azimuth is represented by the body-relative angle ϕb,
measured from yb toward xb in the xb–yb plane. This angle

Figure 2: Definition of variables and coordinate system

is used for relative tether dynamics. For use in the world-
frame dynamics, this is converted to an absolute azimuth an-
gle ϕabs. The UAV’s yaw angle ψuav and the payload’s yaw
angle ψpay are approximated as equal (ψpay ≈ ψuav) due to
the close coupling of the system. The relationship between
these angles, illustrated in the top-down view in Figure 3, is
computed as shown in Equation (1):

ϕabs = (ψuav + ϕb) +
π

2
(1)

where the π/2 term adjusts the North-referenced yaw angle
ψuav to align with the East-based azimuth convention. The
dynamics follow a spherical pendulum with an accelerating
pivot. Depending on whether relative or global angular rates
are required, either ϕb or ϕabs is used in the system dynamics.

The tether motion is described using a spherical coordi-
nate system. The elevation angle θs, is measured from the
local vertical. The azimuth angle ϕabs, is measured from the
North-East direction. The system is characterized by the or-
thogonal unit vectors ur,uθ,uϕ}, defined in Equations (2) -
(4):

ur =



sin θs cosϕabs
sin θs sinϕabs

− cos θs


 (2)

uθ =



cos θs cosϕabs
cos θs sinϕabs

− sin θs


 (3)

uϕ =



− sinϕabs
cosϕabs

0


 (4)

The UAV’s translational dynamics are described in the
world frame FW by Equation (5) :

p̈ =
1

m
Rf Ff − 1

m
Fs + g (5)

Here, p̈ is the acceleration of the UAV in the world frame FW .
The right-hand side accounts for the total force acting on the
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Figure 3: Top-down view of the azimuth angle definitions

UAV, expressed in the world frame. This includes the body-
frame thrust Ff (which is transformed into the world frame
by the rotation matrix Rf ), the world-frame tether force Fs,
and the gravity vector g.

The equations of motion for the tether angles are derived
from Newton’s second law applied to the payload. The model
accounts for gravity, tether tension, and the inertial effects of
the UAV’s acceleration, which is approximated by its thrust.
The resulting vector equation is projected onto the spherical
coordinate basis vectors (uθ, uϕ) to yield the component-
wise dynamics shown in Equations (6) and (7):

θ̈s = −g
l
sin θs +

RfFf · uθ

ml
+ ϕ̇2abs sin θs cos θs (6)

ϕ̈abs =
RfFf · uϕ

ml sin θs
− 2θ̇sϕ̇abs cot θs (7)

To estimate the tether angles for the UKF’s observation
step, we use the UAV’s IMU measurements. An on-board
accelerometer measures the specific force, which is the total
non-gravitational acceleration. From Equation (5), the spe-
cific force expressed in the world frame is (p̈ − g). Since
the IMU provides this measurement in the UAV’s body frame
(FB), we must transform this vector from the world frame
to the body frame by multiplying it by the rotation matrix
RT

f . Thus, the accelerometer output ab is modeled as Equa-
tion (8):

ab =
1

m

(
Ff −RT

f Fs

)
(8)

To find the tether orientation, we first estimate the tension
force vector Fs. Rearranging Equation (8) isolates the tether
force Fs, which in the world frame can be expressed using the
known thrust command Ff and measured acceleration ab, as
shown in Equation (9):

Fs = Rf (Ff −mab) (9)

The inclination angle θ′s is then calculated as the angle
between the estimated tension vector Fs and the vertical axis
ez . According to the geometric definition of the dot product,
the cosine of this angle is the dot product of the two vectors
divided by the product of their magnitudes. Since ez is a unit

vector (∥ez∥ = 1), we can solve for the angle θ′s by taking
the arccosine:

θ′s = arccos

(
Fs · ez
∥Fs∥

)
(10)

Then, the body-relative azimuth angle ϕ′b is computed as
detailed in Equation (11). This is achieved by first calculating
the world-frame azimuth from the components of the tension
vector Fs, and then converting it to the body-relative frame
by subtracting the UAV’s yaw angle ψuav and compensating
for the coordinate system offset of π

2 , consistent with the con-
vention established in Equation (1):

ϕ′b = atan2 ((Fs)y, (Fs)x)− ψuav −
π

2
(11)

These estimated angles θ′s and ϕ′b are used as observation val-
ues in the UKF.

3 STATE ESTIMATION METHOD

3.1 Tether Angle Estimation
The following subsections describe in detail the system

models used for the UKF, which, unlike the Extended Kalman
Filter (EKF), does not require linearization and is therefore
well suited for highly nonlinear systems such as the tethered
UAV dynamics.

The estimated state of the system, x̂, at a discrete time k
is defined as follows in Equation (12):

x̂k =
[
θ̂ks

ˆ̇
θks ϕ̂kb

ˆ̇
ϕkb

]T
(12)

The state transition is modeled by the discrete Wiener pro-
cess acceleration model shown in Equation (13). This model
integrates the state derivatives using the fourth-order Runge-
Kutta method (RK4) [14, 15].

xk+1 = xk + RK4(f(x
k)) + Γvk (13)

where f(xk) is the state derivative vector, and Γvk is the
process noise term.

The vector f(xk) is derived by adapting the full physical
dynamics from Equations (6) and (7) for implementation in
the UKF. To improve computational efficiency and because
the effects of these rotational forces are considered negligible
for this application, the model is first simplified by neglecting
the centrifugal and Coriolis force terms.

The model then incorporates the inertial force (−mak
0)

resulting from the payload’s acceleration, a0. This accel-
eration is not measured directly and is instead estimated by
taking the UAV’s absolute acceleration, ad, and subtract-
ing the tether’s relative acceleration from the previous step,
arel(k − 1), as shown in Equation (14):

a0(k) ≈ ad(k)− arel(k − 1) (14)
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Here, the UAV’s absolute acceleration is ad = Rfab + g.
The relative acceleration, arel, is reconstructed from the es-
timated state using its spherical coordinate components, as
defined in Equations (15) and (16):

arel = arur + aθuθ + aϕuϕ (15)

ar = −lθ̇2s , aθ = lθ̈s, aϕ = lϕ̈abs sin θs (16)

Finally, the azimuth dynamics are converted to the body-
relative frame used in the state vector. The state vector uses
the body-relative azimuth ϕb instead of the absolute azimuth
ϕabs because the UKF is formulated in the UAV body frame,
and the relative angle directly relates to the tether’s motion
with respect to the UAV. Therefore, the body-relative angu-
lar acceleration is computed by subtracting the UAV’s yaw
acceleration from the absolute angular acceleration (ϕ̈b =
ϕ̈abs − ψ̈uav).

By incorporating these three modifications, the final state
derivative vector f(xk) is constructed as shown in Equa-
tion (17):

f(xk) =




ˆ̇
θks

− g
l sin θ̂

k
s +

(RfFf−mak
0 )·uk

θ

ml
ˆ̇
ϕkb

(RfFf−mak
0 )·uk

ϕ

ml sin θ̂k
s

− ψ̈k
uav




(17)

Finally, the process noise model is defined. We assume
two independent noise sources affecting the inclination and
azimuth accelerations, respectively. These are represented
by a zero-mean Gaussian noise vector vk, defined in Equa-
tion (18):

vk =

[
vkθ
vkϕ

]
(18)

The covariance of this input noise is given by the diagonal
matrix Σ in Equation (19). Its diagonal elements, σ2

θ and σ2
ϕ,

are the variances of the respective noise components vkθ and
vkϕ.

Σ =

[
σ2
θ 0
0 σ2

ϕ

]
(19)

The noise distribution matrix Γ, which maps the input noise
vector vk to the state space. Its terms, Ts and T 2

s /2, result
from integrating acceleration noise into velocity and angle. It
is defined in Equation (20):

Γ =




T 2
s /2 0
Ts 0
0 T 2

s /2
0 Ts


 (20)

The final process noise covariance matrix Q is then con-
structed by combining the distribution matrix Γ from Equa-
tion (20) and the input noise covariance Σ from Equation (19)
using the sandwich product, as shown in Equation (21):

Q = ΓΣΓT (21)

In the UKF, the process noise covariance Q is added
during prediction. The Kalman gain is then computed as
K = PxyP yy−1, where Pxy denotes the cross-covariance
between state and measurement, and P yy is the predicted
measurement covariance. This gain blends the predicted state
with measurements, and the updated covariance P reflects
the reduced estimation uncertainty.

3.2 Geometric Payload Pose Estimation
This section describes the method for estimating the 6-

DOF (degrees of freedom) state of the payload using geomet-
ric relationships. The estimation relies primarily on the tether
angle states for each UAV, as obtained from the UKF.

Payload Position (pp) First, the 3D position of each pay-
load anchor point, ppa,i, is calculated. The tether’s unit di-
rection vector, r̂i, is reconstructed from the estimated angles
(θ̂s,i, ϕ̂b,i) and the UAV’s yaw (ψuav,i), consistent with the
definitions in Equations (1) and (2). The anchor point posi-
tion is then found via forward kinematics as shown in Equa-
tion (22):

ppa,i = pua,i + liur,i (22)

where pua,i is the UAV’s anchor position. The payload’s cen-
ter, pp, is then calculated as the midpoint of these two points
in Equation (23):

pp =
ppa,1 + ppa,2

2
(23)

Roll Angle (φp) The payload’s roll angle, φp, is deter-
mined by the angle of the vector connecting the two anchor
points (ppa,2 − ppa,1) when projected onto the world frame’s
yW –zW plane, as calculated in Equation (24):

φp = atan2 ((ppa,2 − ppa,1)z, (ppa,2 − ppa,1)y) (24)

Pitch Angle (θp) The pitch angle, θp, is controlled by the
winch mechanism (Section 2). It is therefore estimated di-
rectly from a pre-calibrated function of the winch encoder
measurements, as shown conceptually in Equation (25):

θp = fwinch(lwinch,1, lwinch,2) (25)

Yaw Angle (ψp) The payload’s yaw, ψp, is assumed to align
with the average horizontal direction of the tethers. First, the
absolute compass heading of each tether, ϕr,i, is calculated in
Equation (26):

ϕr,i = ψuav,i + ϕb,i (26)

The payload’s yaw is then estimated as the circular average
of these two headings to correctly handle angle wrapping, as
shown in Equation (27):

ψp = atan2 (sinϕr,1 + sinϕr,2, cosϕr,1 + cosϕr,2) (27)

This completes the geometric estimation of the payload’s
6-DOF pose.
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4 VERIFICATION WITH SIMULATION

To validate the proposed state estimator, a simulation
environment was constructed using MATLAB/Simulink and
Simscape Multibody. The physical and filter design parame-
ters used in the simulation are summarized in Table 1.

Reference trajectories for the payload were predefined,
and UAV trajectories were computed by inverse kinematics
and tracked using local PID control, making the payload mo-
tion purely feedforward-driven. The UKF was run offline us-
ing logged simulation data. Sensor noise was excluded; ro-
bustness will be evaluated in real experiments.

Attitude and position maneuvers were performed, and the
logged data provided inputs for the UKF and ground-truth
tether angles for evaluation.

4.1 Estimation During Attitude Maneuvers
To evaluate the estimation performance, the payload was

commanded to perform a series of attitude maneuvers. Based
on this simulation data, the proposed tether angle estimation
was conducted offline. The results are presented in Figure 4,
which shows the estimated inclination θs and azimuth ϕb an-
gles for the tethers of each UAV.

The inclination angle θs was estimated with high accu-
racy throughout the maneuver. For the azimuth angle ϕb, al-
though the overall estimation is acceptable, transient errors
are observed at the beginning of attitude changes. These dis-
crepancies are attributed to the inertial effects neglected in
the simplified dynamics model. However, since the estima-
tion converges shortly afterward, the estimator is considered
effective during attitude maneuvers. The payload’s attitude,
calculated from these tether angle estimates, was compared to
the ground truth (Figure 5). The high-precision tracking con-
firms the effectiveness of the proposed method and validates
the underlying tether angle estimator.

4.2 Estimation During Position Maneuvers
The performance during payload position maneuvers is

shown in Figure 6. The estimated azimuth angle ϕb captured
the payload’s pendulum-like swing, seen as x-axis oscilla-
tions in Figure 7. The inclination angle θs is mostly accurate,
but errors appear during vertical (z-axis) motion. This dis-
crepancy is likely due to unmodeled dynamics at the payload-

Physical Parameters
Payload size 0.2m× 0.2m× 0.4m
Payload mass 0.5kg
UAV mass 1.64kg
Tether length 1.2m

UKF Design Parameters
Proc. noise std. (σθ) 1.0× 10−3

Proc. noise std. (σϕ) 5.0× 10−4

Obs. noise cov. (R) diag
(
1.0× 10−3, 1.0× 10−3

)

Table 1: Parameters used in the simulation
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Figure 4: Tether angle estimation during attitude maneuvers
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Figure 5: Estimation result of payload attitude

side tether attachment points. Furthermore, the payload’s po-
sition was calculated from these tether estimates, and the re-
sult is compared to the ground truth in Figure 7. Since the
estimation errors in the tether angles were minor, the result-
ing payload position also tracks the true trajectory with high
accuracy. This confirms that the proposed estimation method
is sufficiently precise for payload state tracking during posi-
tion maneuvers.

Notably, the estimation of ϕb is more accurate here than
during attitude maneuvers. This is because the primarily
translational motion during position maneuvers aligns bet-
ter with the model’s assumptions than the complex rotational
motion seen during attitude maneuvers.

5 VERIFICATION WITH EXPERIMENT

5.1 Experimental Setup

Flight experiments were conducted to verify the proposed
estimation method in a real-world environment. The experi-
ments aimed to evaluate its accuracy under sensor noise and
environmental disturbances.

The experiments were conducted in a Motion Capture
(MoCap) environment with two quadrotors carrying a pay-
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Figure 6: Tether angle estimation during position maneuvers
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Figure 7: Estimation result of payload position

load. The MoCap system provided ground-truth data for eval-
uation and position feedback for the UAVs, which followed
predefined trajectories. UAV synchronization was achieved
through a centralized control system using ROS(Robot Op-
erating System) over Wi-Fi. While the physical parameters
were identical to the simulation (Table 1), the UKF design
parameters were empirically tuned to account for the differ-
ing sensor noise and unmodeled disturbances present in the
real experiment. The final values are summarized in Table 2.

5.2 Thrust Estimation Model and Voltage Compensation

The accuracy of the proposed estimation method depends
on an accurate thrust value Ff as an input to the prediction
model (Equations (6) and (7)) and the observation model
(Equation (9)). However, direct in-flight measurement of

UKF Design Parameters
Proc. noise std. (σθ) 2.5× 10−2

Proc. noise std. (σϕ) 1.0× 10−2

Obs. noise cov. (R) diag (0.25, 0.20)

Table 2: UKF parameters tuned for the experiment
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Figure 8: Experimental analysis of thrust estimation

thrust is infeasible. While prior work has treated thrust as
a constant value [14], this assumption is not valid for our
dynamic maneuvers and would degrade estimation accuracy.
Therefore, we adopted a model that compensates for the bat-
tery voltage drop in-flight. This involved a two-step process.

First, a static thrust test was conducted to establish a base-
line thrust-throttle relationship, shown in Figure 8a. The re-
sult was approximated by Equation (28):

∥Ff∥ = 0.0011x2 + 0.76x (28)

where ∥Ff∥ is the generated thrust [N], and x is the throttle
percentage [%].

Second, to compensate for battery voltage drop, this base-
line model was adjusted in real-time using the measured volt-
age V , as shown in Equation (29):

∥Ff∥ = 0.8

(
V

16.0

)2

(0.0011x2 + 0.76x) (29)

where V is the measured battery voltage, V0 = 16.0 V is
the nominal voltage used in the calibration, and the factor 0.8
reflects the saturation at 80% throttle, introduced as a safety
margin to prevent the propulsion system from exceeding its
current rating.

The validation was performed in hover, where the thrust
can be directly inferred from the equilibrium of forces, pro-
viding a reliable baseline for evaluating the model. The es-
timated thrust from both the original and compensated equa-
tions was compared with the gravitational force. The com-
parison in Figure 8b shows the compensated model more ac-
curately captures the true thrust required for hovering, vali-
dating the voltage compensation approach.

5.3 Experimental Results and Discussion
An attitude maneuver experiment was conducted, as

shown in Figure 9a. The resulting payload attitude is pre-
sented in Figure 9b. Figures 9c and 9d show the accelera-
tions of the UAVs, while Figure 10 shows the thrust from the
voltage-compensated model (Equation (29)).

The tether angles and 6-DOF payload state were esti-
mated from the flight data, as shown in Figure 11 and Fig-
ure 12. A quantitative evaluation is summarized in Table 3.
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(a) Overview of the experiment
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Figure 9: Flight test for payload attitude maneuver

The results confirm the proposed framework is effective,
achieving attitude RMSE within a few degrees and position
RMSE within several centimeters.

The primary performance limitation observed was high-
frequency oscillations in the estimates, a phenomenon not
present in the simulation. These oscillations can be traced
directly to high-frequency noise in the input signals, such as
the measured UAV accelerations (Figures 9c and 9d) and the
thrust estimate (Figure 10). This noise propagates through the
model, causing oscillations in the final estimates. This effect
was most pronounced in the lateral and rotational axes, where
the Y-axis exhibited the largest position RMSE (4.30 cm),
alongside significant errors in Roll and Yaw. In contrast, the
Pitch estimate remained highly accurate with an RMSE of

State RMSE Max Error

Attitude Errors [deg]
Roll 2.392 8.363
Pitch 0.760 2.108
Yaw 2.034 6.811

Position Errors [m]
X 0.0271 0.1230
Y 0.0430 0.1328
Z 0.0258 0.0717

Table 3: RMSE and maximum error of payload estimation
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Figure 10: Thrust calculations during experiment
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Figure 11: Tether angle estimation in experiment

only 0.76 deg. This accuracy stems from its winch-based
model, independent of the noisy IMU and thrust inputs, re-
inforcing the conclusion that input signal quality is the domi-
nant error source for the other states. However, this simplified
model has its own limitations, as it did not fully capture the
minor pitching oscillations caused by the payload’s natural
swing from aerodynamic effects. Additionally, the omission
of centrifugal and Coriolis terms, though less significant than
sensor noise, remains a modeling limitation for more dynamic
maneuvers.

In summary, this experiment validates the proposed strat-
egy under real-world conditions and identifies input signal
quality as the main performance limitation. Future work
should therefore focus on improved input filtering and more
robust dynamic modeling for practical deployment.

6 CONCLUSION

This study developed and validated a UKF-based estima-
tion framework for a cooperative manipulation system. We
successfully demonstrated that the payload’s 6-DOF state can
be determined with practical accuracy using only each UAV’s
onboard IMU and position data. The method’s effectiveness
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Figure 12: Payload state estimation in experiment

was confirmed through both dynamic simulations and real-
world flight experiments, establishing a baseline for sensor-
based payload state awareness in such systems.

The experimental validation highlighted the primary chal-
lenges for real-world deployment: performance degradation
due to unmodeled dynamics, such as aerodynamic effects,
and the propagation of sensor noise. A key challenge for
real-time implementation is filter divergence, which requires
robust modeling and recovery strategies. Future work will re-
fine the dynamic model and implement the estimator in a real-
time control loop. Successfully tackling these challenges is a
critical step toward the practical deployment of autonomous
and dynamic cooperative manipulation systems.
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ABSTRACT

We present the first demonstration of a
fully spiking actor-critic neural network policy,
trained via Proximal Policy Optimization (PPO),
for continuous control of an agile high-speed
quadcopter in a gate-based navigation task. The
spiking neural network (SNN) controller em-
ploys Leaky Integrate-and-Fire neurons with sur-
rogate gradient training and spike-rate decod-
ing over multiple integration cycles, and it is
benchmarked against a comparable artificial neu-
ral network (ANN) controller in both simulation
and real-world flight tests. Results show that de-
spite being trained to the same reward level, the
SNN achieves superior performance in simula-
tion, achieving higher episode rewards, greater
robustness and reduced crash rate. Additionally,
in 12-second real-world trials, the SNN outper-
forms the ANN, attaining a higher average re-
ward (70.63 vs 59.77), greater mean velocity
(7.94 vs 6.99 m/s), and more gates cleared (46.33
vs 40.67). An analysis of the spike integration
cycle count reveals a clear trade-off: lower cycle
counts (fewer integration steps per control up-
date) reduce control output resolution and hinder
learning, whereas higher cycle counts improve
smoothness but increase inference latency. Mod-
erate cycle counts (5 or 8) provide the best bal-
ance, yielding high rewards, smoother outputs,
and low execution time overhead. These find-
ings represent a key step forward for neuromor-
phic control in embedded autonomous systems,
demonstrating that SNN-based policies can out-
perform conventional ANN controllers in high-
speed, agile robotic tasks.

1 INTRODUCTION

Over the past two decades, machine learning has greatly
advanced autonomous systems, from smartphones and self-
driving vehicles to large language models. This progress

*ORCID: (0009-0001-9337-7960)
†Email address(es): michaelvanbreukelen509@gmail.com , {R.Ferede;

R.W.Vos, C.deWagter, G.C.H.E.deCroon}@tudelft.nl
Code=https://github.com/michael2992/msc_spiking_
quadcopter_control

comes at a cost: deep networks are energy-intensive, de-
manding substantial resources for training and inference. As
their use grows, there is a pressing need for energy-efficient
models that can deliver real-time performance on embed-
ded systems. This challenge is acute in micro aerial vehi-
cles (MAVs), which require fast, low-latency control under
strict power and hardware limits. Tasks such as drone racing
or agile navigation push the limits of onboard computation,
as controllers must run at high frequencies on lightweight,
battery-powered platforms. Although artificial neural net-
works (ANNs) have shown strong control capabilities [1, 2],
their poor energy efficiency remains a critical limitation.

Spiking Neural Networks (SNNs) have emerged as
a promising alternative. Inspired by the sparse, event-
driven signalling of biological neurons, SNNs operate asyn-
chronously through binary spikes generated only when a neu-
ron’s membrane potential crosses a threshold. As a result,
large parts of the network remain inactive, and computation
scales with the number of spikes rather than the number of
neurons. This enables low-power computation with mini-
mal latency and can yield orders-of-magnitude energy sav-
ings compared to ANNs that update all neurons continuously
[3]. These properties make SNNs attractive for real-time con-
trol on embedded platforms when deployed on neuromorphic
hardware such as Intel’s Loihi.

Despite this promise, SNNs remain underexplored in
closed-loop robotic control. Prior work has examined their
use in vision [4], neuromorphic sensing [5], and motor tasks
[6], but not in high-speed quadcopter control. Reinforce-
ment learning (RL) provides a natural framework, as agents
learn control policies through trial-and-error interaction with
an environment to maximise long-term reward [7]. Recent
methods have enabled SNNs to be trained with surrogate gra-
dients [8, 9], yet applications have mostly been confined to
low-dimensional benchmarks, and robust real-time deploy-
ment is still lacking. Initial demonstrations show progress:
Paredes-Vallés et al. implemented a spiking vision-to-control
pipeline on Loihi, enabling autonomous drone flight at 200
Hz with microjoule-level inference cost [10], and Stroobants
et al. achieved spiking attitude control on a Crazyflie at 500
Hz [11]. These works highlight the potential of neuromorphic
approaches, but none address high-speed, continuous quad-
copter control directly with fully spiking networks.

In this work we present the first implementation of a
fully spiking actor-critic architecture for continuous quad-
copter control in an agile gate navigation task. Learning is
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carried out with Proximal Policy Optimization (PPO), a rein-
forcement learning algorithm that updates the policy by sam-
pling trajectories, evaluating performance, and making incre-
mental changes while constraining updates to remain stable
[12]. The network is built from Leaky Integrate-and-Fire
(LIF) neurons, a standard spiking model in which inputs ac-
cumulate in a membrane potential that decays over time and
trigger a spike when the threshold is crossed. To obtain con-
tinuous commands from discrete spikes, we apply spike-rate
decoding, where spike rates are calculated over a short win-
dow and mapped to motor actions. The SNN architecture is
matched in structure and parameter count to an ANN baseline
[13], ensuring fair comparison.

Our results show that the SNN not only achieves strong
performance in simulation but also outperforms the ANN
in real-world flight tests, demonstrating higher robust-
ness, greater average velocity, and more gates traversed
within a 12-second interval. We also analyse how the
number of spike-integration cycles affects control perfor-
mance and latency. This work bridges the gap between
neuromorphic computing and reinforcement learning, pro-
viding a foundation for SNN-based control policies on
energy-constrained aerial robots. The code for the training,
simulation, and flight data analysis for the project is avail-
able at: https://github.com/michael2992/
msc_spiking_quadcopter_control, and
the videos of the real flight tests are available at:
https://drive.google.com/drive/folders/
1uGINGe71wu0Hrh0_ZBDAHMIO-s6B5qd3?usp=
drive_link.

2 METHODOLOGY

This section outlines the quadcopter model, simulation
environment, reinforcement learning framework and spiking
network adaptations used for developing and evaluating the
SNN controller. Our approach builds directly on the environ-
ment and task setup from [14] and [13], but is distinct in that
it focuses exclusively on the 5-inch quadcopter platform with
a focus on training the spiking actor-critic policy.

2.1 Quadcopter Model

We adopt the parametric quadcopter dynamics model
from [13] defined in continuous time. The state vector x and
input vector u are defined as:

x = [p,v,λ,Ω,ω]T , u = [u1, u2, u3, u4]
T∈ [0, 1]

4 (1)

Here, p ∈ R3 is position, v ∈ R3 is velocity, λ ∈ R3

represents Euler angles, Ω ∈ R3 the body rates, and ωi the
propeller speeds in rad/s. The control input u ∈ [0, 1]4 rep-
resents the normalized motor commands. The equations of
motion are given by:

ṗ = v, v̇ = ge3 +R(λ)F (2)

λ̇ = Q(λ)Ω, Ω̇ = M (3)

ω̇i =
ωci − ωi

τ
(4)

Where R(λ) is the rotation matrix and Q(λ) the transfor-
mation matrices from body rates to Euler angle derivatives.
The motor steady-state response is modelled as:

ωci = (ωmax − ωmin)
√
klu2i + (1− kl)ui + ωmin (5)

The specific thrust force F and moment M acting on the
body are given by:

F =

[
−

4∑

i=1

kxv
B
x ωi, −

4∑

i=1

kyv
B
y ωi, −

4∑

i=1

kωω
2
i

]T
(6)

M =




−kp1ω2
1 − kp2ω2

2 + kp3ω
2
3 + kp4ω

2
4

−kq1ω2
1 + kq2ω

2
2 − kq3ω2

3 + kq4ω
2
4

−kr1ω1 + kr2ω2 + kr3ω3 − kr4ω4+
. . .− kr5ω1 + kr6ω2 + kr7ω3 − kr8ω4


 (7)

All parameters k∗, ωmin, and ωmax are identified for the
5-inch drone following [13].

2.2 Reinforcement Learning Task
The control objective is to autonomously navigate a 5-

inch racing quadcopter through a sequence of 7 square gates
arranged in a figure-eight pattern. The environment state is
defined as in [14]:

xobs = [pgi , vgi , λgi ,Ω, ω, pgigi+1
, ψgigi+1

]T (8)

where the superscript gi denotes the reference frame of
the i-th gate. The position and orientation of the next gate are
given by pgi+1

and ψgi+1
respectively.

The reward function is adapted from [14][13] and encour-
ages forward progress while penalizing high angular velocity
and collisions:

rk =

{
−10, if collision
|pk−1 − pgk | − |pk − pgk | − c|Ω|, otherwise

Here, the subscript k represents the current timestep. The
scalar c = 0.001 controls the penalty on angular velocity
magnitude. A collision is triggered either by ground contact
or when the quadcopter exits the predefined bounding box
(10 m x 10 m x 7 m). Additionally, if the drone crosses a
gate plane without passing through the designated 1.5 m x
1.5 m gate (i.e. missed the gate), the episode is also termi-
nated. This reward encourages stable, accurate, and efficient
gate traversal.
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2.3 Leaky Integrate-and-Fire Neuron
The key element of the spiking network is the Leaky

Integrate-and-Fire (LIF) neuron, a simplified yet biologi-
cally inspired model compatible with gradient-based learning
frameworks, implemented using the snnTorch Python library
[9]. LIF neurons accumulate input over each time step and
emit discrete spikes when their membrane potential exceeds
a threshold. After spiking, the LIF neuron is soft-reset, sub-
tracting the threshold potential from the current membrane
potential. The evolution of the membrane potential U [t] is
governed by the first-order differential equation:

U [t+ 1] = βU [t] + I[t]− UthS[t] (9)
S[t] = H(U [t]− Uth) (10)

Here, U [t] is the membrane potential, β ∈ [0, 1) is the de-
cay constant, I[t] is the input current, Uth is the firing thresh-
old, andH(·) denotes the Heaviside step function. The output
spike S[t] ∈ {0, 1}, soft-resets the membrane potential by
subtracting the threshold potential, denoted by the last term
in Equation 9. Our implementation uses LIF neurons with a
default threshold of Uth = 1 and β = 0.999. The high β
minimizes the leak of membrane potential, and encourages
the LIF neurons to fire earlier and more frequently. This re-
sults in a stronger gradient flow during training which pro-
motes learning via error backpropagation [9]. This is also
exploited by rate decoding the output, as explained further in
subsection 2.4 along side Figure 1 and how our implementa-
tion differs from a traditional ANN.

2.4 Implementation of Spiking Neural Networks
SNNs introduce the following two key challenges when

applied to gradient-based learning.

1. Spiking neurons, such as the LIF model in Equation 10,
show inherent time-dependency, maintaining an inter-
nal membrane potential that spans multiple time steps.
This stateful property enables temporal integration but
complicates the design of standard feed-forward archi-
tectures and training methods.

2. The binary, non-differentiable nature of spike outputs,
prevents the use of conventional gradient-based opti-
mization without modification.

To address the first challenge of handling the temporal
dynamics, we process only the current environment state at
each forward pass, without explicitly modelling dependen-
cies across timesteps. This design choice follows the insight
of the approach by Ferede [14], where a purely feed-forward
ANN was shown to achieve effective control despite the ab-
sence of a recurrent structure. This approach allows us to
leverage the temporal characteristic of LIF neurons for the
decoding of the output. We address the problem by using a
rate encoding approach common in ANN-to-SNN conversion
methods [15, 16], which we shall refer to as cycling. With

this strategy each observation state x = xobs[t] ∈ R20 at
timestep t is held constant and repeatedly propagated for a
fixed number of steps C (i.e. cycles) through the network.
The network is composed of three fully connected layers of
LIF neurons, parametrized by weight matrices W . During
this process, each LIF neuron can accumulate membrane po-
tential and spike across several cycles. Each observation state
x is input using standard current injection, where the float
values are directly passed to the LIF neurons with the out-
put being binary spikes s ∈ {0, 1}N , with N denoting the
number of neurons in the hidden layer. A direct drawback
of this cycling strategy is that we do not explicitly use the
temporal modelling capabilities of SNNs, therefore operating
without recurrence. Superscripts (l) ∈ {1, 2, 3} indicate the
corresponding network layer and at each cycle c, the spiking
activations are computed as:

s(1)[c] = LIF(1)(W (1)x, U (1)[c− 1]) (11)

s(2)[c] = LIF(2)(W (2)s(1)[c], U (2)[c− 1]) (12)

s(3)[c] = LIF(3)(W (3)s(2)[c], U (3)[c− 1]) (13)

The output spikes from the final layer are averaged using
rate decoding, as motivated in subsection 2.5, whereby the
average firing rate of each neuron over the amount of cycles
C is computed as shown below [17]:

S̄ =
1

C

C∑

c=1

s(3)[c] (14)

The decoded spike-rate vector S̄ ∈ [0, 1]N , for the N
neurons in the layer, is then passed to a fully connected lin-
ear output layer to produce the continuous motor commands
û ∈ [−1, 1]4 which are then mapped to actual normalized
motor commands u ∈ [0, 1]4 :

û =WoutS̄+ bout (15)

An important consequence of rate decoding is that, since
output spikes are binary in each cycle, decoding overC cycles
produces a quantized latent output.

s(c) ∈ {0, 1}N , S̄ ∈
{
0,

1

C
,
2

C
, . . . , 1

}N
(16)

The resolution is 1
C with exactly C+1 possible values for the

average firing rate of each LIF neuron (e.g., C=1 : {0, 1};
C=2 : {0, 0.5, 1}; C=3 : {0, 13 , 23 , 1}). This discretization
precedes the continuous action mapping and limits the latent
output’s representational resolution to 1

C .
The second challenge, the non-differentiability of spikes,

is caused by the discontinuous nature of the Heaviside step
function H(·). As its derivative δ(·) ∈ {0,∞} evaluates to
zero almost everywhere and diverges to infinity at the thresh-
old, it prevents the use of exact gradient-based optimization.
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To solve this issue, we adopt a surrogate gradient method,
wherein the true derivative of H(·) is replaced by a smooth,
differentiable approximation during the backward pass as in
[9]. Specifically, we use the derivative of a shifted arctangent
function as the surrogate, adapted from [8]:

δH

δU
≈ 1

π
(
1 + (πU)

2
) (17)

This approach preserves the ability to train the network
through standard back propagation techniques while leaving
the discrete spiking behaviour untouched in the forward pass.

2.5 Spiking Neural Network Architecture

The choice to specifically use spike-rate decoding is
grounded in well-established findings from ANN-to-SNN
conversion literature. Numerous studies have shown that un-
der rate encoding, the firing rate of LIF neurons closely ap-
proximates the behaviour of the ReLU activation function
[15]. This functional similarity has made spike-rate decoding
a natural and effective choice in many prior works as it facili-
tates the direct transfer of architectures and training methods
from ANNs to SNNs with minimal modification [18]. This
similarity allows us to retain the structure of the baseline
ANN used in [13], and replace the ReLU activation func-
tion in the original network with LIF neurons, as described
in Figure 1. Whereas the SNN cycles each input state and
uses rate decoding, while the ANN does not, the architec-
ture of the SNN, including the number of layers and hidden
units, is otherwise unchanged from the ANN which also en-
sures that subsequent benchmarking between the ANN and
SNN is both fair and meaningful. The resulting architecture
comprises three fully connected layers of LIF neurons, each
containing 64 units as shown in Figure 2.

2.6 Training procedure and randomization

We train the SNN policy using the PPO algorithm [12],
implemented via the Stable-Baselines3 reinforcement learn-
ing library [19]. The training setup integrates the quadcopter
dynamics model described in subsection 2.1, the reward func-
tion and environment defined in subsection 2.2, and the SNN-
specific adaptations introduced in subsection 2.4.

In PPO, the policy is represented by two separate neural
networks: the actor and the value network. In our imple-
mentation, both networks share the same architecture, differ-
ing only in the dimensionality of their outputs (actor: ∈ R4,
value: ∈ R1). The actor network maps a given state x to the
parameters of a diagonal Gaussian distribution, producing a
mean vector µθ(x) ∈ Rd and a log standard deviation vector
log σθ ∈ Rd, where d denotes the dimensionality of the action
space (i.e. 4). Actions can then be obtained either determin-
istically, by taking the mean, or stochastically, by sampling
from the distribution. It is important to note that for training,
samples are taken stochastically:

a ∼ N
(
µθ(x), diag(σ

2
θ)
)
, (18)

where a ∈ R4 is the action vector and diag(σ2
θ) denotes

a diagonal covariance matrix with entries σ2
θ . The value net-

work, in contrast, outputs a single scalar Vϕ(s) ∈ R, which
estimates the expected return from state x. Here, θ and ϕ
represent the trainable parameters of the actor and value net-
works, respectively.

The training procedure with PPO is accelerated by run-
ning 100 parallel environments, each simulating a single
drone. This enables the agent to collect experience from
multiple simulations simultaneously, significantly reducing
the time required for each policy update for PPO. Episodes
have a maximum duration of 12 seconds to allow the drone
to fly multiple laps of the track. Simulating at a control fre-
quency of 100Hz, the 12 seconds correspond to 1200 sim-
ulation steps. We use a discount factor of γ = 0.999 to pri-
oritize long-term rewards over immediate rewards at a given
step. Lastly, a default learning rate of η = 3 × 10−4 is used.
The training parameters are identical to those used to train the
baseline ANN in [13], ensuring a fair and consistent compari-
son. To investigate the effect of the number of cycles on SNN
performance, we train a separate SNN model for each cycle
count in the set {2, 3, 4, 5, 8, 10}.

A common struggle for quadcopters is the transfer of
behaviour and performance to real-life flight tests, which
makes it crucial to design robust policies in simulation. To
overcome this sim-to-real gap and improve robustness both
in simulation and real-life, we apply domain randomization
with a 30% uniform scaling on all physical parameters dur-
ing training. Specifically, each parameter θ is drawn from
θ ∼ U(0.7θ0, 1.3θ0), where θ0 is the nominal value for the
5-inch drone identified in [13].

In addition to this, randomized initial conditions are ap-
plied at the start of each episode, enhancing the drone’s ability
to navigate toward the next target gate from a broader range of
states. The drone’s position is uniformly sampled as x0, y0 ∼
U(−5, 5)m and z0 ∼ U(−3, 0)m. Linear velocities are ini-
tialized from vx, vy, vz ∼ U(−0.5, 0.5)m/s. Orientation is
randomized over roll and pitch angles ϕ, θ ∼ U(−π9 , π9 ) and
yaw ψ ∼ U(−π, π) radians. Body angular rates are sam-
pled as p, q, r ∼ U(−0.1, 0.1) rad/s, and each motor is ini-
tialized with an angular velocity wi ∼ U(−1, 1) rad/s for
i ∈ {1, 2, 3, 4}.

3 EXPERIMENTAL SETUP

We adopt the same experimental platform as in [13], us-
ing a 5-inch quadcopter configured for indoor autonomous
flight. The control firmware is based on INDIflight1, a
fork of Betaflight, which runs on a STM32H743 microcon-
troller. State estimation is handled onboard using an Ex-
tended Kalman Filter (EKF) that fuses inertial data from a

1https://github.com/tudelft/indiflight
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Figure 1: Comparative schematic showing how a LIF neuron with rate decoding over several cycles is similar to the ReLU
activation function for an example input X of 81 evenly spaced points between [-1, 1].

...

Input ∈ R20

...

Hidden ∈ R64

...

Hidden ∈ R64

...

Hidden ∈ R64

Output ∈ R4

Figure 2: Schematic of the spiking neural actor network ar-
chitecture. Each hidden layer contains 64 neurons. The value
network is identical with the exception of the size of the out-
put dimension which in contrast is 1

TDK InvenSense ICM-42688-P IMU with external position
and attitude measurements from an OptiTrack motion capture
system. The state is then used as input to the SNN which out-
puts the corresponding motor commands. All experiments are
conducted in the CyberZoo flight arena at TU Delft, a 10 m
× 10 m × 7 m indoor space equipped for autonomous drone
testing.

4 RESULTS

4.1 Baseline ANN vs. SNN Performance
Using the procedure and parameters described in subsec-

tion 2.6, we train the ANN and SNN policies for a maximum
of 20 million timesteps. Both models share an identical archi-
tecture, and are trained under the same conditions. Figure 3
shows the mean episode reward over the 20 million timesteps
and the final converged value, taken as the average reward of
the last 10% of the timesteps. The SNN model in this com-
parison uses a cycle count of 10, chosen on the basis of a
preliminary analysis in which models were trained with cycle
counts of up to 50. This analysis showed that while higher
cycle counts could achieve similar or slightly improved re-
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Figure 3: Training of an ANN compared to a SNN policy
with 10 cycles over 20 million timesteps

wards, they required substantially longer training times. A
cycle count of 10 therefore provided the most favourable
trade-off, achieving quite comparable reward while keeping
training time manageable compared to the ANN baseline.

Each curve represents a single training run. While aver-
aging across multiple seeds is common in RL to reduce vari-
ance [20], this was not feasible due to limited compute and
long training times. All subsequent comparisons are there-
fore based on representative single runs.

Although the SNN demonstrates slower learning and con-
verges to a slightly lower average reward (31.5) compared to
the ANN baseline (36.4), the overall training reward conver-
gence remains comparable. This indicates that the spiking
policy is capable of effectively learning the task in simulation,
with minimal degradation. However, a significant drawback
of the cycled SNN becomes immediately apparent: while
the ANN completed training in 16.17 minutes, the SNN re-
quired 5.98 hours to train on a standard consumer-grade lap-
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Metric Unsuccessful (Crash) Successful

ANN

Mean Reward 2.00± 14.52 58.23± 8.36

Max Reward 66.87 77.13

Crash Rate (%) 67.30 0.0

Mean Episode Length (steps) 206.0 1200.0

v̄ (m/s) 6.39± 3.17 7.43± 2.00

vmax (m/s) 28.67 15.16

SNN (cycles=10)

Mean Reward −2.75± 10.32 64.93± 8.59

Max Reward 58.87 87.68

Crash Rate (%) 44.80 0.0

Mean Episode Length (steps) 99.2 1200.0

v̄ (m/s) 5.56± 3.45 7.95± 1.95

vmax (m/s) 20.49 15.43

Table 1: Simulation performance comparison of ANN and
SNN policies over 1000 simulated episodes. Metrics are
shown for unsuccessful (crash) and successful (non-crash)
episodes separately.

ANN SNN (cycles=10)
Metric T1 T2 T3 T̄ T1 T2 T3 T̄

Reward 59.38 59.93 60.00 59.77 70.95 70.99 69.95 70.63
v̄ (m/s) 6.91 7.03 7.03 6.99 7.87 7.99 7.95 7.94
Gates 40 41 41 40.67 46 47 46 46.33

Table 2: Real flight performance of ANN and SNN policies
over three trials.

top, with training time being proportional to the cycle count
of the model.

To further compare flight performance, both models were
trained with PPO until achieving a reward of r ≈ 50 (ANN:
50.7, SNN: 50.82). Although they converged in a similar
number of timesteps (ANN: 40.3 × 106, SNN: 41.1 × 106),
training time differed greatly (ANN: 33 min, SNN: 10.4 h).
Results over 1,000 simulated episodes are shown in Table 1.

Despite similar training rewards, the SNN achieved
higher mean reward (64.93 vs. 58.23) and velocity on suc-
cessful runs, with a lower crash rate (44.8% vs. 67.3%). Fail-
ures mainly resulted from extreme randomized initial condi-
tions. The ANN tended to survive longer in failed runs but
ultimately crashed more often, while the SNN either recov-
ered or failed quickly.

The higher SNN performance is confirmed with real flight
tests. Both policies were flown for three identical runs of 12
seconds each, equivalent to one fully charged battery starting
from a defined hover position.

The trajectory comparison of the best performing trial of
the ANN and SNN policies in Figure 4 highlights distinct be-
havioural differences. While the ANN follows a relatively
smooth flight path with a roughly constant velocity of 7.03

m/s, The SNN policy demonstrates a more dynamic control
strategy, reaching a higher average velocity of 7.99 m/s. No-
tably, the SNN shows a greater variation in speed, accelerat-
ing sharply through the central gate and hence decelerating
more aggressively to navigate the outermost turns. This re-
sults in sharper cornering and frequent changes in accelera-
tion. The SNN policy appears to prioritize aggressively ac-
celerating during the straighter sections of the track, trading
off smoothness for speed, resulting in the SNN outperform-
ing the ANN in both episode reward (70.99 vs. 60.00) and
gates passed (47 vs. 41).
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Figure 4: Real flight trajectory comparison between the best
trials of the ANN and SNN with 10 cycles.

4.2 Effect of Cycles on SNN Flight Performance
To assess the effect of the cycle count on SNN training

and flight performance, six models were trained using cycle
counts: {2, 3, 4, 5, 8, 10}. Each model was trained for a
total of 150 million timesteps, a value selected with the goal
of reaching convergence in mean episode reward for all mod-
els, while maintaining feasible training time. To highlight the
reward convergence, an exponential moving average (EMA)
with a smoothing factor of (α = 0.1) was applied to the mean
episode reward. The converged reward is calculated as the
average reward of the last 10% of the training timesteps. Fig-
ure 5 shows the evolution of the mean episode reward for the
six SNN models and the converged reward

As the number of cycles increases, the converged episode
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Figure 5: EMA of mean episode reward for six SNNs over
150 million timesteps.

reward improves consistently, indicating a clear performance
gain from averaging the spiking output over a higher cy-
cle count. The lowest-performing model, using only 2 cy-
cles, converged to a mean reward of 44.87, while the best-
performing model, with 10 cycles, reached a reward of 62.57.
Interestingly, 3 and 4 cycles yield comparable rewards (51.05
and 50.56), while 5, 8, and 10 cycles result in increasingly
higher performance (55.35, 58.64, and 62.57, respectively).
This demonstrates that a higher cycle count provides finer
resolution in spike-rate decoding, resulting in smoother mo-
tor commands, which in turn improves learning and perfor-
mance. However, in addition to the significantly longer train-
ing time compared to the baseline ANN, a second drawback
of cycled SNNs becomes evident during deployment: lower
observed update frequencies. This latency is especially a
challenge in real-time deployment for models with higher cy-
cle counts.

To investigate the real-time deployment, each model was
flown in three real-world trials using specific combinations of
cycle count and desired control update frequency f (c)des. The
goal was to compare the models under two conditions: con-
stant computational load and constant observed control fre-
quency. For the constant computational load condition, mod-
els and parameters were matched based on a similar infer-
ence rate τ , defined as the product of the observed control
frequency and the cycle count. The average performance met-
rics across trials are summarized in Table 3.

Despite the hardware limitations on the observed fre-
quency, the achieved inference rate for the combinations re-
mains relatively stable ranging from 806 to 852 inferences per
second. Table 3 shows that flight performance generally im-
proves with increasing cycle count, peaking at cycles = 8 with
the highest average reward of 70.76. The best gate comple-
tion performance, however, is achieved by the 5-cycle model,

Cycles f
(c)
des

(Hz)
f
(c)
obs

(Hz)
τ

(iter/s)
Rew. v̄

(m/s)
Gates

2 500 403.08 806.17 65.04 7.14 42.67
3 333 268.11 804.32 65.45 7.80 44.33
4 250 204.31 817.25 68.43 8.01 44.67
5 200 167.80 838.98 70.27 8.25 50.00
8 125 105.95 847.63 70.76 8.09 45.67

10 100 85.16 851.60 69.81 8.03 47.00

Table 3: Real flight average performance metrics for
inference-constrained SNN flight tests across different cy-
cle counts for three trials. τ denotes the amount of forward
passes per second (inference rate)

Cycles f
(c)
des

(Hz)
τ

(iter/s)
Rew. Progress

Rew.
Rate

Penalty
Gates

2 500 806.17 65.04 73.30 -8.26 42.67
3 333 804.32 65.45 74.41 -8.96 44.33
4 250 817.25 68.43 77.45 -9.02 44.67
5 200 838.98 70.27 80.66 -

10.39
50.0

8 125 847.63 70.76 79.74 -8.98 45.67
10 100 851.60 69.81 79.46 -9.65 47.0

Table 4: Real flight average reward decomposition for
inference-constrained tests from Table 3. Reward =
Progress + Rate Penalty.

which passes 50.00 gates with a higher average velocity of
8.25 m/s and a reward of 70.27. Despite better objective per-
formance in terms of gates passed, the lower reward of the
5 cycle model is largely attributed to the reward function’s
rate penalty term, as shown in Table 4, indicating the reward
function can still be optimized for time-optimal trajectories.

Under similar observed frequency, results in Table 5 are
consistent. The 8-cycle model gives the highest reward
(70.01) with strong velocity and gates, while the 5-cycle
model again leads in velocity (8.36 m/s) and gates (50.00)
with competitive reward (69.81). Its observed frequency was
higher than expected at 337.20 Hz, likely due to flight con-
troller scheduling, which may have improved responsiveness.

Lower-cycle models at 333 Hz show reduced rewards and
fewer gates, and the 10-cycle model benefits less from added
cycles because responsiveness declines with higher computa-
tional load. Representative trajectories are shown in Figure 6.

The trajectories (a) and (d) in Figure 6 show the two
highest-performing models, both achieving a reward of 71.52.
Like the 10-cycle SNN in subsection 4.1, they show aggres-
sive acceleration, sharp turns, and peak speeds on straight
segments, reinforcing our earlier observation. In contrast,
the 4-cycle (b) and 2-cycle (e) models achieved the lowest
rewards. Interestingly, the 2-cycle model improved signif-
icantly its reward from 44.87 in simulation to 63.13 in real-
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Figure 6: Real flight trajectories for selected trials. (a) and (d) highest reward, (b) and (e) second lowest and lowest re-
ward, (c) highest gates passed, (f) highest cycle model. Videos: https://drive.google.com/drive/folders/
1uGINGe71wu0Hrh0_ZBDAHMIO-s6B5qd3?usp=drive_link

Cycles f
(c)
des

(Hz)
f
(c)
obs

(Hz)
τ

(iter/s)
Rew. v̄

(m/s)
Gates

3 333 268.11 804.32 65.45 7.80 44.33
4 333 257.08 1028.32 64.37 7.65 41.67
5 500 337.20 1686.00 69.81 8.36 50.00
8 500 289.33 2314.67 70.01 8.30 47.67

10 500 261.07 2610.67 69.07 7.83 45.33

Table 5: Real flight averaged performance metrics for
frequency-constrained SNN tests across different cycle
counts for three trials.

world tests, displaying slower, smoother flight resembling the
ANN baseline. Despite higher reward and velocity, the 4-
cycle model passed fewer gates than the 2-cycle model. A
similar mismatch appears for the 5-cycle model in trajectory
(c), which passed the most gates (51) but had a lower reward
than the 8-cycle model, highlighting the need to refine the
reward function to better reflect objective time-optimal per-
formance.

5 CONCLUSION

This work presented the first successful application of a
fully spiking actor-critic network trained with PPO for con-
tinuous quadcopter control. The SNN, implemented with LIF
neurons and trained using surrogate gradients and spike-rate
decoding, achieved performance superior to state-of-the-art

ANNs in both simulated and real-world high-speed naviga-
tion tasks. Evaluation on the 5-inch racing quadcopter re-
vealed that the SNN not only matched the ANN in control
fidelity but also outperformed it in reward, robustness, and
average velocity, despite its slower training and higher infer-
ence latency due to cycle-based spike integration.

An extensive analysis of different cycle counts demon-
strated a clear trade-off between temporal resolution and ob-
served update frequency. While higher cycle counts yielded
smoother motor outputs and improved control performance,
they also imposed greater computational costs and reduced
update frequencies on embedded hardware. The 8-cycle
model attained the highest average reward, whereas the 5-
cycle model had the best balance between reward, velocity,
and gates passed, confirming that moderate cycle counts pro-
vide the most favourable trade-off for real-time applications.

Future work will focus on extending this approach to neu-
romorphic hardware platforms such as Intel Loihi or other
event-driven processors to fully leverage the energy efficiency
of spiking neurons. To enable efficient deployment, further
investigation is needed into quantizing the network weights
and activations and improving runtime efficiency. Addition-
ally, we aim to explore how varying the network parameters
and architecture impacts both control performance and com-
putational cost. These directions are critical for designing
scalable, lightweight SNN controllers for embedded applica-
tions in autonomous aerial vehicles.
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NOVEMBER 3-7, 2025, SAN ANDRÉS CHOLULA, PUEBLA, MEXICO 141



ht
tp

://
w

w
w

.im
av

s.
or

g/
IMAV2025-18 16th INTERNATIONAL MICRO AIR VEHICLE CONFERENCE AND COMPETITION

Design of Frontal Perching Mechanism to Vertical
Surfaces for Flapping-Wing MAVs
Tomoyuki Matsuda, Saad Hussain, Abner Asignacion Jr., and Satoshi Suzuki*

Chiba University, Japan

ABSTRACT

In this study, a novel frontal perching mecha-
nism that is mounted at the front of the vehicle
was proposed. Inspired by the way lemurs grasp
tree trunks, this design contrasts with conven-
tional underbody mechanisms. The frontal con-
figuration offers potential advantages in high-
speed approaches and enables direct engagement
with vertical targets. Load testing and flight ex-
periments were conducted using a flapping-wing
platform equipped with the proposed mecha-
nism. The load testing revealed how the grip-
ping performance varied depending on the sur-
face characteristics of the object and the direc-
tion of the applied force. The results of the flight
experiments demonstrated that the mechanism is
capable of stable perching on vertical cylindri-
cal structures. This study confirms the feasibility
and advantages of frontal perching for FWMAVs
and contributes a new perspective to perching
mechanism design in aerial robotics.

1 INTRODUCTION

In recent years, the demand for drones has been increas-
ing globally, with industrial applications such as aerial pho-
tography, mapping, exploration, and pesticide spraying be-
coming widespread [1]. These tasks are all conducted with-
out physical contact between the drone and the environment.
Recently, research on tasks involving environmental contact
(e.g., pushing-pulling tasks, peg-in-hole tasks) has gained
momentum. This study focuses specifically on the perch-
ing task among such applications. The Flapping-Wing Micro
Aerial Vehicle (FWMAV), the subject of this study, excels in
flight efficiency and safety but generally suffers from short
flight endurance. To address this limitation, the perching task
has gained attention as a promising solution.

For rotary-wing drones, multiple perching mechanisms
have been proposed in prior research [2]. However, due to
the small payload and design constraints of FWMAVs, exist-
ing perching mechanisms for this type of vehicle remain lim-
ited [3] [4]. In particular, weight reduction and the difficulty
of precise grasping are regarded as major challenges.

This study proposes a frontal perching mechanism. Most
existing perching mechanisms are mounted on the underside

*Email address: suzuki-s@chiba-u.jp

of the drone. Such configurations require precise alignment
with the target object due to the significant reactive forces
that occur upon contact between the mechanism and the sur-
face. Moreover, when the center of mass is relatively high,
these designs tend to be unstable against rotational distur-
bances, such as wind forces. In contrast, the proposed frontal
perching mechanism is expected to enable high-speed perch-
ing and stable holding on vertical surfaces. Previous research
introduced a UAV called the ”Hugging-wing Robot,” which
perches by embracing vertical structures [5]. This study
adapts that concept to FWMAVs and verifies its effective-
ness. The authors of [5] have inspired the design of perching
mechanisms that mimic how animals like geckos and flying
squirrels leap onto trees and wrap around them. Similarly,
this study adopts a bio-inspired design approach based on the
wrapping behavior of arboreal animals, lemurs.

The remainder of this paper is organized as follows. In
section 2, the design and development process of the frontal
perching mechanism is presented. This includes the biologi-
cal inspiration behind the concept, the parametric representa-
tion of the mechanism, and the associated mechanical consid-
erations. The section also describes the manufacturing pro-
cess, covering the material choices and structural configura-
tion used to realize the proposed design. Section 3 presents
the experimental evaluation used to assess the gripping per-
formance of the proposed mechanism, including both the re-
sults and their interpretation.

2 STRUCTURE OVERVIEW

2.1 Drone Platform
Recent research on flapping-wing drones has primarily

focused on two categories: ornithopters, which mimic birds,
and entomopters, which mimic insects [6]. Among these,
entomopters are particularly promising for perching applica-
tions due to their high agility and precise maneuverability
during flight. Integrating a perching manipulator into such
platforms is expected to significantly enhance their mission
capability.

In this study, the Entomopter Nimble+ by Flapper
Drones [7] was used as the experimental platform, owing to
its VTOL capability and agile 6-DoF maneuverability, both
of which are well suited for mid-air perching experiments.
Figure 1 shows a photograph of the Nimble+, along with the
motion capture deck and battery used in the experiment. The
vehicle is based on the DelFly Nimble [8], a well-established
entomopter platform. These features facilitate mid-air perch-
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Figure 1: Entomopter ”Nimble+”, Lighthouse and Battery

ing experiments. The basic specifications of the Nimble+ are
listed in Table 1. Like most FWMAVs, its payload capac-
ity is limited, with 25 g recommended. However, flight is
possible with up to 50 g under experimental conditions, al-
beit with reduced stability. This constraint presents a critical
challenge for integrating perching mechanisms. Accordingly,
the frontal perching mechanism was designed to be compati-
ble with the Nimble+ and manufacturable within its payload
limit.

2.2 Design and Parameters
To design the frontal perching mechanism, inspiration

was drawn from the locomotion strategies of arboreal mam-
mals that climb vertical trees. Incorporating biological in-
sights from tree-dwelling animals into flying robot design is
valuable due to their adaptive and efficient behaviors. Fig-
ure 2 compares the gripping posture and forces of a lemur
grasping a vertical object with those of the proposed mech-
anism. As shown in the left panel of Figure 2, the lemur
supports its body using two limbs above and two below the
object. This limb configuration served as a reference for the
design of the mechanism. Furthermore, [9] provides a de-
tailed analysis of the weight distribution between the upper
and lower limbs, highlighting how lemurs effectively support
their body weight against vertical objects.

The detailed design of the frontal perching mechanism is
presented in two orthographic views: the Side View (Figure 3)
and the Top View (Figure 4). All performance-critical param-
eters are annotated in the figures and described below.

In the side view, the mechanism includes an additional

Parameters Values
Weight (Without Shells) 102 g
Payload (Recommended) 25 g
Height 25 cm
Wingspan 49 cm
Battery LiPo 2S 300 mAh
Flight time (with 25 g payload) 5 min

Table 1: Specifications of the Entomopter ”Nimble+”

Figure 2: Lemur Grasping a Vertical Object [9] and the Pro-
posed Frontal Perching Mechanism

non-gripping stopper located beneath the lower fingers, in
contrast to the lemur-inspired configuration, which employs
only four gripping limbs. This stopper is designed to resist
the pitching moment generated by the vehicle. The widths of
the upper and lower fingers are denoted by t1 = 20 mm and
t2 = 5 mm, respectively, while the vertical distance between
the upper and lower fingers is represented by d1 = 40.2 mm
and the distance between the lower fingers and the stopper
is represented by d2 = 125 mm. The lower fingers are ar-
ranged in a staggered parallel configuration, with an offset
of 5 mm introduced between them. This design prevents in-
terference between the fingers by maintaining parallel align-
ment [10]. The entire mechanism is mounted with a forward
tilt of θ = 11.4 deg. This inclination allows the moment in-
duced by the weight of the vehicle to be partially supported
by the stopper, reducing finger load. It also improves align-
ment with vertical objects during forward flight, particularly
when the vehicle approaches the target in a nose-down pos-
ture typical of high-speed perching. In the top view, the up-
per and lower fingers appear to overlap but differ in length,
denoted by l1 = 64.8 mm and l2 = 82.2 mm, respectively.
Each finger is inclined at an angle ϕ = 30 deg, and the lateral
spacing between the left and right finger pairs is defined as
a = 11 mm. The distance between the mechanism and the
airframe, denoted as b = 16 mm, arises from the structural
design but is ideally minimized for compact integration.

No formal parameter optimization was conducted in this
study. Instead, the values were heuristically chosen to match
a cylindrical object with a diameter of D = 40 mm. Due to
the high dimensionality of the parameter space, an exhaus-
tive search for optimal values was deemed impractical at this
stage. Future work will explore numerical simulations or an-
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Figure 3: Side View of the Design

Figure 4: Top View of the Design

alytical modeling to refine the design.
The side view shown in Figure 5 illustrates the direc-

tions of the reaction forces acting on each component, as well
as the positions and distances of the corresponding contact
points. c = 124 mm represents the distance from the center
of mass to the contact point of the stopper and α = 19 deg
represents the angle the stopper makes with the horizontal.
Among these, F1 and F2 represent the reaction forces gen-
erated by the upper and lower fingers, respectively. Strictly
speaking, these forces are not unidirectional as depicted. Ac-
cording to [9], lemurs primarily use their upper limbs to sup-
port vertical loads, while their lower limbs resist shear forces.
Based on this observation, the fingers were asymmetrically
designed―thicker and shorter at the top, thinner and longer
at the bottom. However, in this mechanism, the center of
mass is located relatively high, and therefore, the roles of the
upper and lower fingers were reversed to better accommodate
the shifted load distribution. This configuration is intended
to efficiently distribute the moment generated by the weight
of the vehicle across all contact points and enhance overall
perching performance.

A simplified static analysis was conducted using the pre-
sented parameters to evaluate the equilibrium of the system.
The equilibrium conditions in the horizontal and vertical di-

Figure 5: Force Diagram of the Side View

rections, as well as the moment balance around the contact
point of the stopper, are expressed in equations (1)–(3).

F2 = F3 cos(θ + α) (1)

F1 + F3 sin(θ + α) = mg (2)

F1 ·
D

2
+mg · b− F2 · d2 = 0 (3)

By solving these simultaneous equations, the values of
F1, F2, and F3 can be obtained as follows.

F1 =
2mg(d2 − b tan(θ + α))

2d2 +D tan(θ + α)
(4)

F2 =
mg(D + 2b)

D tan(θ + α) + 2d2
(5)

F3 =
mg(D + 2b)

D sin(θ + α) + 2d2 cos(θ + α)
(6)

Substituting the known values into the equations yields
F1 = 1.16 N, F2 = 0.30 N, and F3 = 0.35 N, respectively.
These results indicate the load applied at each contact point,
representing the weight distribution. In this case, the result
shows that a particularly large load is applied to F1.

It should be noted that these calculated forces represent
the minimum values required to maintain static equilibrium.
Among them, F3 corresponds to a passive reaction force gen-
erated at the stopper contact point. In practical operation, if
the actual gripping forces provided by F1 and F2 exceed their
respective calculated values, the mechanism is expected to be
capable of maintaining stability, even under small variations
in external loading or contact conditions.
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Figure 6: Attached Frontal Perching Mechanism

2.3 Manufacture

Based on the designed structure and parameters, the
frontal perching mechanism was manufactured. The mech-
anism comprises four sections: the servo unit, resin frame,
PLA frame, and finger components. Each part was manufac-
tured separately and bonded together using adhesive.

First, the servo unit utilizes an MG90D micro servo mo-
tor. This model was selected due to its internal metal gears,
which offer increased durability under the high torque loads
experienced during gripping. A pulley is mounted on the
servo to wind the tendon, thereby closing the fingers. Be-
cause the upper and lower fingers require different winding
lengths, the pulley diameters were adjusted accordingly.

Next, the resin frame connects the mechanism to the ve-
hicle and thus must withstand significant structural loads. To
meet this requirement, the frame was printed using a stere-
olithography (SLA) 3D printer, which offers high material
strength. Due to the angled mounting of the mechanism, the
frame has a relatively complex geometry. Although SLA-
printed components are generally heavier than fused deposi-
tion modeling (FDM) counterparts due to added support ma-
terial, they are better suited for intricate, single-piece designs.

The PLA frame was printed using an FDM printer with
hollow infill to reduce weight. It is combined with the resin
frame to secure the fingers and to function as a rear support
structure that absorbs impact.

The finger components were fabricated using TPU fila-
ment with an FDM printer. This soft and elastic material
allows the fingers to return to their original shape when the
tendon is released. They grip by tendon tension and reset by
their elasticity. To enhance friction, the upper fingers were
coated with silicone (Ecloflex 00-30).

All parts were bonded with adhesive and the assembled
mechanism was mounted onto the vehicle using the resin
frame. The adhesive used (LOCTITE 401) exhibits a ten-
sile strength exceeding 5 MPa on resin materials, ensuring
that the parts are highly unlikely to separate during operation.

Figure 7: Experimental Setup for Load Testing
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Figure 8: Load Testing Results

The completed setup is shown in Figure 6. The total weight
of the mechanism is 35 g. A PLA rod is attached to the leg of
the vehicle to act as the lower stopper. As shown, the four up-
per fingers perform the gripping, while the stopper supports
the pitching moment induced by the weight of the vehicle.

3 EXPERIMENTS

To evaluate the performance of the mechanism, load test-
ing and flight experiments were conducted.

3.1 Load Testing

This experiment was conducted to evaluate the perfor-
mance of the fingers under lateral and vertical loading con-
ditions. Load testing was conducted without attaching the
mechanism to the vehicle. The experimental setup is shown
in Figure 7. First, the mechanism was made to grip onto ei-
ther a wooden surface or a sandpaper surface. The sandpaper
was bonded to the wooden stick using adhesive (LOCTITE
401). If a grip mistake occurred, as illustrated in the figure,
the gripping procedure was repeated. A digital force gauge
was hooked onto the mechanism and used to apply force in
two directions: (I) vertically downward and (II) horizontally
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(tensile direction). As the mechanism was pulled, the gauge
reading increased until the fingers lost grip. The force at the
point of release, in Newtons, was recorded by visual estima-
tion. Each condition was tested ten times, and the results were
plotted as box plots in Figure 8. Because the purpose of this
test was to investigate the effects of load direction and sur-
face material on gripping performance, factors such as pulling
speed and visual estimation error were not considered.

The results shown in Figure 8 indicate that the mechanism
exhibits weaker performance under vertical loads but demon-
strates stronger resistance to tensile forces. This trend was
consistent across both wooden and sandpaper surfaces. Ad-
ditionally, greater static friction on the gripping surface was
found to correspond to higher load resistance.

These findings suggest that the mechanism’s vulnerability
to vertical loading arises from the torque applied to the up-
per fingers when downward forces are exerted, causing grip
failure. This interpretation is supported by the mechanical
analysis in Section 2.2, which indicates that the upper finger
(associated with F1) bears the largest share of the total load.
To improve performance under vertical loading conditions, it
may be beneficial to either enhance the gripping strength of
the upper fingers or revise the finger arrangement to reduce
the load concentrated on F1. In contrast, the strong resistance
to tensile forces can be attributed to the lower fingers wrap-
ping around the object and generating substantial opposing
forces.

3.2 Flight Experiments

To further validate the mechanism, flight experiments
were conducted to evaluate its ability to approach and perch
on vertical surfaces during flight. The vehicle was tracked
using a lighthouse positioning system, and command val-
ues were sent to guide it toward a target object. Although
the Nimble+ deck is capable of integrating servo motors for
perching, a separate input system was used in this experiment:
gripping and release commands were issued from a laptop. To
avoid damage, high-speed collision and grasping tests were
not performed. Instead, the vehicle hovered near the object
before executing the gripping and stopping sequence.

Figure 9 shows sequential images of the experiment. The
vehicle successfully completed the sequence of takeoff, ap-
proach, hovering, gripping, and perching. While grasping
failed on wooden surfaces, successful perching was achieved
on sandpaper, which offers higher surface friction.

The experimental results are plotted in Figure 10. The
graphs show the reference position (ref) and the actual tra-
jectory under both PID and robust (Non-linear disturbance
observer-based) control [11]. With simple PID control, track-
ing performance was insufficient. However, by employing
a robust controller, tracking accuracy was significantly im-
proved. This improvement coincided with the front-mounted
mechanism shifting the center of mass forward and increas-
ing total weight to 35 g, which exceeds the recommended

Figure 9: Sequential Images of the Flight Experiment from
Takeoff to Perching

Figure 10: Time Series of Position, Pitch Angle, and Altitude
during the Flight Experiment

payload for the platform.
These results confirm that the proposed frontal perching

mechanism is capable of achieving stable perching during
flight. Compared to underbody perching, which typically
requires precise positional control due to sensitivity to ro-
tational disturbances, the frontal configuration proved to be
more tolerant of minor alignment errors and allowed easier
re-takeoff.

However, achieving stable approach and gripping re-
quired the implementation of a robust controller, thereby off-
setting one of the main advantages of using an entomopter―
namely, its capacity for precise and responsive flight control.
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This limitation is likely caused by the increased weight and
the forward shift in the center of gravity due to the mounted
mechanism. Therefore, further improvements such as weight
reduction and mass distribution optimization could enable ef-
fective flight even under simpler PID control, restoring the
full benefits of entomopter dynamics.

4 CONCLUSION AND FUTURE WORK

In this study, we developed a novel manipulator referred
to as the frontal perching mechanism for FWMAVs and suc-
cessfully validated its effectiveness. By integrating a perch-
ing structure inspired by arboreal animals―capable of wrap-
ping around vertical objects―into bird-inspired flying robots,
this work opens up new avenues for perching mechanisms.
The proposed mechanism combines the method of supporting
vertical loads through friction (upper fingers) with the method
of drawing the vehicle toward the object using strong ten-
sile forces, enabling efficient perching on vertical structures
compared to simpler claw-based or adhesive-based perching
approaches. A simplified static analysis was also conducted
to examine the forces acting on VTOL-type FWMAVs, iden-
tifying key design parameters critical for effective gripping
performance.

For future work, the primary focus will be on reducing the
weight of the system to enable stable flight using simpler con-
trollers. More advanced flight experiments will be conducted
to analyze the effects of approach speed, object shape, and
surface properties on perching success. Additionally, since
the current design parameters were determined heuristically,
future efforts will include stress analysis and parameter opti-
mization to enhance overall performance.

ACKNOWLEDGEMENTS

This work was supported by JSPS KAKENHI Grant
Number JP23K13274 (Grant-in-Aid for Early-Career Scien-
tists)

REFERENCES

[1] A. Ollero, M. Tognon, A. Suarez, D. Lee, and
A. Franchi. Past, present, and future of aerial
robotic manipulators. IEEE Transactions on Robotics,
38(1):626–645, 2022.

[2] W. R. T. Roderick, M. R. Cutkosky, and D. Lentink.
Bird-inspired dynamic grasping and perching in arbo-
real environments. Science Robotics, 6(61), 2021.

[3] Krispin C. V. Broers and Sophie F. Armanini. Re-
peatable energy-efficient perching for flapping-wing
robots using soft grippers, 2024. arXiv preprint
arXiv:2409.11921.

[4] Raphael Zufferey, Jesus Tormo-Barbero, Daniel Feliu-
Talegón, Saeed Rafee Nekoo, José Ángel Acosta,
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Pecking Mechanism inspired by Avian Cranial Kinesis
for Flapping Wing Aerial Manipulators

Saad Hussain, Abner Asignacion Jr. and Satoshi Suzuki*
Chiba University, Japan

ABSTRACT

This study introduces a new manipulation sys-
tem for Flapping Wing MAVs (FW-MAVs)
based on avian beak movements. The design
draws inspiration from avian Cranial Kinesis―
the bone movement mechanism in bird skulls―
to create a lightweight grasping/pecking mech-
anism for FW-MAVs. In bird anatomy, coor-
dinated muscle actions drive skull bone move-
ments, enabling complex tasks like pecking and
grasping. The proposed design simplifies this bi-
ological system into a single-degree-of-freedom
mechanism suitable for lightweight FW-MAVs.
Key features of bird skull anatomy are adapted
through simplified bone structures and a flexi-
ble neck to replicate natural movements. The
resulting mechanism achieves wide beak open-
ing and strong gripping force while maintaining
a minimal weight of 15.3 g. Static and flight
tests evaluated system performance across mul-
tiple tasks: object transport, leaf manipulation,
plant sample collection, and suspended target in-
teraction. All tasks were successfully completed
with maintained flight stability.

1 INTRODUCTION

The field of micro air vehicles (MAVs) has experienced
significant expansion, with applications emerging in surveil-
lance, search and rescue operations, and structural inspec-
tions. Conventional MAVs utilize high-speed propellers,
which present safety concerns in close-quarter operations.
An alternative approach based on flapping wing MAVs (FW-
MAVs) addresses these limitations through bio-inspired wing
movements. The resulting systems exhibit reduced noise lev-
els and increased efficiency, particularly in confined spaces
and sensitive environments. Despite these advantages and in-
herent mechanical resilience, the challenge of enabling phys-
ical environmental interaction in FW-MAVs remains to be ad-
dressed.

To address this challenge and leverage these characteris-
tics, researchers have developed bio-inspired perching sys-
tems based on avian and insect behavior[1, 2, 3]. Such sys-
tems enable FW-MAVs to attach to various surfaces and ob-
jects, facilitating inspection and data collection tasks while

*Email address: suzuki-s@chiba-u.jp

minimizing energy consumption compared to sustained hov-
ering. However, current designs are limited to perching func-
tionality and lack capabilities for more complex interactions
such as pecking, grasping, pulling, or pushing. Despite
the potential advantages FW-MAVs hold over conventional
MAVs for sample collection and manipulation tasks, research
on systems enabling these advanced interactions remains lim-
ited and largely impractical.

Consider, for instance, existing dual-arm manipulators
designed for ornithopters [4, 5, 6]. These systems com-
bine six servo motors and two scissor-equipped arms, but
their 100 g weight restricts their use to only large-scale FW-
UAVs. Their rigid design also makes quick, reliable move-
ments challenging. Similarly, while perching grippers for
conventional multirotor UAVs [7] can effectively grasp and
pull objects, they lack the ability to perform pushing or peck-
ing actions. Therefore, a new approach to interact with the
environment is necessary to enable advanced aerial manipu-
lation with FW-MAVs.

Avian beak systems provide remarkable environmental
interaction capabilities through specialized mechanisms. The
integration of beak structures with flexible neck movements
enables tasks ranging from precise manipulation to forceful
interactions. Species-specific adaptations can be observed:
falcons and hummingbirds demonstrate aerial precision in
prey capture and nectar feeding, while woodpeckers and spar-
rows exhibit powerful pecking abilities in foraging and nest
construction. These functions arise from two key anatomi-
cal features: the flexible neck system and a specialized bone
movement mechanism known as Cranial Kinesis.

The skull movement mechanism operates through coordi-
nated jaw muscle activation for bone movement control. This
biological system achieves operational efficiency through a
combination of wide beak opening and precise positional
control, facilitating both forceful and delicate object manipu-
lation.

Analysis of avian Cranial Kinesis biomechanics reveals
key principles in bone configuration, joint structure, and mus-
cle arrangement, enabling the development of lightweight and
effective mechanisms for aerial manipulation in FW-MAVs.
Although the avian skull comprises multiple muscles and
bones, prior studies [8, 9] have demonstrated the possibil-
ity of expressing essential beak movement as a single de-
gree of freedom (1-DoF) mechanism. Such simplification
provides an ideal model for ultra-light manipulator design in
lightweight FW-MAVs. The integration of this bio-inspired
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Figure 1: Pecking mechanism mounted on the Nimble+

mechanism with existing perching systems enables advanced
manipulation capabilities such as pecking, grasping, pulling
and pushing, thus expanding FW-MAV functionality beyond
basic environmental interaction.

These biomechanical insights informed the development
of a novel pecking mechanism that integrates avian Cranial
Kinesis principles with a compliant neck design, replicating
essential beak movements while providing impact resilience.
Section 2 presents the mechanism details, followed by per-
formance evaluation tests in Section 3. The paper concludes
with Section 4.

2 DESIGN

Drawing from avian Cranial Kinesis principles, this study
presents a pecking mechanism with kinematic architecture
analogous to the avian skull structure, incorporating a pas-
sively compliant neck for impact absorption. The experi-
mental platform utilizes the Nimble+ system from Flapper
Drones, an X-shaped FW-MAV selected for its suitable con-
figuration. Table 1 shows the specifications of the Nim-
ble+ platform, while Figure 1 illustrates the integration of
the mechanism with the airframe. A detailed analysis of
the mechanism’s architecture and operation follows in Sec-
tion 2.2.

2.1 Avian Cranial Kinesis
To create an effective and lightweight pecking mecha-

nism, we began by studying how birds move their beaks. Re-
search has identified three main types of skull movement in
vertebrates with hinged upper jaws [8, 9]. These types are
named based on where the hinge connects the upper beak to
the skull: metakinesis (hinge at the skull’s rear), mesokinesis

Figure 2: The mechanism of Avian Cranial Kinesis [9]

(hinge between the forehead and crown bones), and prokine-
sis (hinge between the nose and forehead bones). Birds typ-
ically use prokinetic skull movement, which allows them to
open their beaks extremely wide. This wide opening is cru-
cial for feeding, as it creates a large target area and makes it
easier to catch or grasp objects.

As described in [9] and shown in Figure 2, a bird’s skull
uses five key bones to move its beak: (1) the upper jaw, (2)
a connecting rod called the jugal bar, (3) the lower jaw, (4)
a pivot bone called the quadrate, and (5) the braincase. The
braincase stays fixed and connects to the upper jaw through
a flexible hinge called the nasal-frontal (N-F) hinge. When
muscles move the quadrate bone back and forth, the jugal bar
transfers this motion to raise and lower the upper jaw. This
efficient design works because muscles only need to move the
quadrate and lower jaw, while the braincase provides a stable
anchor point.

In prokinesis, the most common form of Cranial Kine-
sis in birds, forward movement of the quadrate bone initi-
ates a coordinated motion sequence: the jugal bar is displaced
anteriorly, elevating the upper jaw, while simultaneously the
lower jaw rotates ventrally around the post-orbital ligament’s
terminus, creating a wide gape. The reverse motion occurs
when the quadrate shifts posteriorly―the jugal bar draws the
upper jaw downward while the lower jaw executes a clock-
wise rotation about the same pivot point, closing the beak.

This biomechanical system demonstrates remarkable effi-
ciency: despite the involvement of multiple muscles in avian
Cranial Kinesis, the fundamental jaw movement can be re-
duced to the singular motion of the quadrate bone. This me-
chanical simplification enables the entire system to be mod-

Weight (Without Shell) 102 g
Payload 25 g
Height 25 cm
Wingspan 49 cm
Battery LiPo 2S 300 mAh
Flight time (with 25 g payload) 5 min

Table 1: Specifications of Nimble+ by Flapper Drones
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Figure 3: The proposed grasping/pecking mechanism

eled as a single-degree-of-freedom (1-DoF) mechanism.

2.2 Mechanism
As outlined in Section 2.1, birds achieve beak movement

through a system where muscles connect to two key compo-
nents: the quadrate bone and lower jaw. The quadrate serves
as the primary driver, rotating around a fixed point in the skull
to create the desired motion.

Our study of beak movements in common birds revealed
two key observations:

• The quadrate bone and lower jaw rotate around points
that are very close together

• The post orbital ligament shows minimal pivoting mo-
tion

These anatomical characteristics enabled significant design
simplification. The post orbital ligament functions effectively
as an extension of the fixed braincase structure, allowing the
integration of the quadrate and lower jaw into a single L-
shaped component. This unified structure rotates around the
original post orbital ligament connection point at the brain-
case tip.

Based on these simplifications, the avian Cranial Kine-
sis mechanism can be reduced to fewer components while
maintaining functional equivalence. Applying these princi-
ples, a lightweight grasping/pecking mechanism was devel-

Figure 4: Dislocation of the jaw joint

oped that replicates the essential kinematic behavior of avian
Cranial Kinesis with minimal structural complexity. The im-
plemented design is illustrated in Figure 3.

The proposed design consists of five key components:
the upper beak, a combined lower jaw-quadrate element, a
motion-transferring jugal bar, a braincase-neck structure, and
a servo motor system. Jaw movement is driven by a com-
pact 4.9 g servo motor, including wiring, through rotation at
the jaw joint. The resulting rotation is transferred through the
jugal bar to control upper beak position. Grooved surfaces
are incorporated into the beak tips to enhance grip strength
during object manipulation.

The implemented 1-DoF mechanism achieves a minimal
mass of 15.3 g and is designed for dorsal mounting on the
FW-MAV platform, analogous to avian head positioning. The
integration configuration is illustrated in Figure 1.

Complementing the simplified kinematic structure, the
mechanism incorporates two key features for enhanced oper-
ational robustness: a compliant neck interface and an impact-
mitigation system. The compliant neck structure provides
a flexible coupling between the mechanism and the FW-
MAV airframe, facilitating impact absorption during environ-
mental interactions. Additionally, the mechanism features a
spring-loaded dislocatable jaw joint, engineered to provide
controlled mechanical compliance during high-force interac-
tions.

During high-force interactions, the design incorporates
controlled jaw dislocation. This feature allows the integrated
spring to absorb excess energy and modulate the applied
force, thereby protecting the structural integrity of the system.
Figure 4 illustrates this adaptive behavior during the grasping
of a round object.

2.3 Link Model
A simplified link model was developed to mathemati-

cally describe the mechanism’s kinematics. Figure 5 presents
the link-based structure, while Figure 6 illustrates the corre-
sponding joint configurations, including initial angles (a) and
variable angles (b). The mathematical formulation enables
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(a) Vector parameters of the link model

(b) Vector parameters showed on the mechanism

Figure 5: Link model: vector parameters

prediction of beak opening width and operational angles.

The norms of the vectors in Figure 5, representing the
physical link lengths, are denoted by the same letters as their
corresponding vectors (e.g., S represents the magnitude of
vector S). In Figure 6, angles are denoted by ψ and ϕ, where
ψ represents the initial fixed angles and ϕ denotes the variable
joint angles during operation. The input angle θ corresponds
to the servo motor rotation angle.

The mechanism’s operation begins with the rotation of in-
put vector H about the terminus of vector S. This rotation
actuates the quadrate portion of the lower jaw Q, inducing ro-
tation about the jaw joint. Simultaneously, this motion drives
the jugal bar J , which actuates the upper beak U2 through
rotation about the N-F hinge BU , resulting in jaw opening.
During this sequence, the jaw spring link KL undergoes ro-
tation, extending the jaw spring kjaw and storing potential
energy for subsequent grasping operations.

Now that the link model is defined, mathematical rela-
tionships describing the beak movements can be developed.
These equations will help determining the beak’s opening
width and angle during operation. For consistency in follow-
ing calculations, the S is set as a reference point (origin).

Using the upper beak vector U2 and the lower jaw vector

(a) Initial angles

(b) Variable angles

Figure 6: Link model: angle parameters

L2, the beak tip position vectors can be expressed as:

U = BU +U1 +U2 (1)
L = BL +L1 +L2 (2)

Here, U and L are the upper and lower beak tip position
vectors, respectively. A detailed formulation can be obtained
from the lengths and angles of the links.
[
Ux

Uy

]
=

[
−BU cosψ7 + U1 cos(ψ3 + ϕ3)− U2 cosϕ3
BU sinψ7 + U1 sin(ψ3 + ϕ3)− U2 sinϕ3

]

(3)
[
Lx

Ly

]
=

[
−BL cosψ6 + L1 cos(ψ4 + ϕ4)− L2 cosϕ4
BL sinψ6 + L1 sin(ψ4 + ϕ4)− L2 sinϕ4

]

(4)

Beak tip opeining distance is given by the vertical component
of the difference between the upper and lower beak tip posi-
tion vectors. By substituting equation 3 and equation 4, the
beak tip opening distance dtip can be expressed as:

dtip = |U −L|y
= BU sinψ7 + U1 sin(ψ3 + ϕ3)− U2 sinϕ3

− [BL sinψ6 + L1 sin(ψ4 + ϕ4)− L2 sinϕ4] (5)

The same can be done for the beak root opening distance
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Figure 7: Measured and fitted outputs of the mechanism

droot.

droot = |(U −U2)− (L−L2)|y
= BU sinψ7 + U1 sin(ψ3 + ϕ3)

− [BL sinψ6 + L1 sin(ψ4 + ϕ4)] (6)

The beak opening angle ϕ is the angle between the upper and
lower beaks, and can be expressed as:

ϕ = ϕ3 + ϕ4 (7)

As a single-degree-of-freedom mechanism, the key out-
puts dtip, droot, and ϕ depend solely on the input angle θ. By
determining the relationships between joint angles and the in-
put θ, we can precisely control these outputs through servo
motor positioning. The mechanism’s design allows for ad-
justment of link parameters to achieve different beak opening
ranges and angles, enabling adaptation for various UAV plat-
forms and applications. Table 2 lists the parametric values
used in our implementation.

To simplify the output equations, a CAD model of the
mechanism was used to measure the outputs of different input
angles. The resulting discrete data were plotted, and linear fit-
ting was applied to approximate the corresponding equations.
The plotted data and the fitted equations are shown in figure 7.
The equations are expressed as below.

dtip = 0.5280 ∗ θ [mm] (8)
droot = 0.1079 ∗ θ [mm] (9)

ϕ = 0.5630 ∗ θ [deg] (10)

3 EXPERIMENTS AND EVALUATION

The pecking mechanism evaluation consisted of two main
testing phases: static force analysis and dynamic flight trials.
Static testing measured gripping capabilities across objects
of various materials and sizes. Dynamic flight trials evalu-
ated four key manipulation tasks: payload transport, grasping

Figure 8: Sample objects for static grasping experiment

and pulling operations, sample collection, and pecking ma-
neuvers. The experimental methodology focused on mecha-
nism performance assessment under realistic operating con-
ditions.

3.1 Grasping Force Test

Force measurements using a Newton meter were con-
ducted to quantify gripping capabilities across six test speci-
mens of varying materials and dimensions. The experimental
protocol involved rope attachment to specimens, Newton me-
ter coupling, and progressive tension application until grip
failure occurred. Video documentation of force readings en-
abled peak value determination for maximum grip strength
analysis. The experiment was performed 3 times for all ob-
jects. The objects are shown in Figure 8, and the experiments
were conducted as shown in Figure 9. The objects are all
cylindrical, and are categorized in 2 sizes and 3 materials.
The sizes are 12 mm and 18 mm, and the materials are smooth
branch (left), rough branch (center), and soft TPU (right).

The results are shown in Figure 10. In this box-and-
whisker plot, the vertical axis represents the maximum grip-
ping force. For each object, the plot shows the range and the
mean-maximum gripping force. The mean value is indicated
by the black line inside the boxes.

The mean-maximum grasping force was the highest for
the 18 mm rough branch at 3.03 N, followed by 2.29 N for
the 18 mm soft TPU, 2.06 N for the 12 mm soft TPU, 1.63 N
for the 12 mm rough branch, 0.96 N for the 18 mm smooth
branch, and lastly 0.93 N for the 12 mm smooth branch.

The results show that larger objects (18 mm diameter)

Length [mm] Angle [deg]
S 18.8 U2 40.0 ψ1 19.1
H 11.5 L1 16.0 ψ2 83.0
Q 15.0 L2 40.0 ψ3 111.6
J 25.3 KB 6.0 ψ4 24.7
BL 31.9 KL 10.0 ψ5 30.0
BU 7.6 α 0.7 [-] ψ6 92.4
U1 13.9 ψ7 147.1

Table 2: Mechanism parametric values
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Figure 9: Static grasping experiment
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Figure 10: Static grasping experiment result

consistently required more force to dislodge than smaller
ones across all materials tested. This difference was most pro-
nounced with the rough branch, moderate with the soft TPU,
and minimal with the smooth branch. The increased grip
strength on larger objects can be attributed to their greater
contact area with the beak surfaces. When gripped, the
objects experience slight deformation at the contact points.
Larger objects, having more gradual curves, create wider
contact areas under the same gripping pressure, leading to
stronger overall grip force. This relationship explains the
minimal force differential observed with the smooth branch,
as its rigid structure resists deformation under the mecha-
nism’s grasping force. Notably, the force difference between
size variants is greater for the rough branch than for the soft
TPU, despite TPU’s higher compressibility. This unexpected
result stems from surface characteristics: the rough wood’s
surface protrusions interact mechanically with the grooved
beak tips, enhancing grip through physical interlocking rather
than material deformation alone.

Analysis of force measurement variability reveals that
smooth-surfaced objects (smooth branch and soft TPU) ex-

Figure 11: Piece of a plant as a payload (6.7 g)

hibited 60% less variation in maximum grasping force com-
pared to the rough branch. While rough surfaces generated
higher peak grip forces, smooth surfaces demonstrated su-
perior consistency in force application, suggesting enhanced
operational reliability and repeatability.

The minimum measured grasping force of 0.93 N ex-
ceeded the mechanism’s weight by a factor of 5.96, demon-
strating robust gripping capability across the full range of test
specimens, independent of material properties, surface char-
acteristics, and geometric variations.

3.2 Flight Experiments

Following validation of the mechanism’s static grasping
capabilities across diverse object types, dynamic flight test-
ing was conducted to evaluate performance in realistic op-
erational scenarios. Four distinct manipulation tasks were
executed to assess aerial manipulation capabilities. The
experimental platform incorporated a nonlinear disturbance
observer-based robust controller [10]. Mounted on the Nim-
ble+ platform (figure 1), the mechanism responded to external
control inputs throughout the aerial manipulation sequences.

3.2.1 Payload Transportation Task

In this experiment, the capability to successfully carry a pay-
load to a different location while flying was tested through a
payload transportation task. First, the payload shown in Fig-
ure 11 is placed to be grasped by the mechanism. After that,
the drone starts by hovering, and then transitions to start ma-
neuvering around, demonstrating carrying a payload to a dif-
ferent location. The flight experiment is shown in Figure 12.

Here, the mechanism’s ability to transport payloads dur-
ing flight was tested using the sample shown in Figure 11.
The test sequence began with positioning the payload for
grasping. Once secured, the MAV took off into a stable hover
before executing a series of maneuvers to demonstrate pay-
load transport capability. Figure 12 shows the key stages of
this flight experiment.

The experiment demonstrated stable payload transport
throughout the flight sequence, with the mechanism maintain-
ing a secure grip while the MAV performed various maneu-
vers. These results confirm the design’s practical utility for
aerial payload transport applications.
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Figure 12: Payload Transportation task

Figure 13: Grasping and Pulling task

3.2.2 Grasping and Pulling Task

To simulate real-world tasks, system’s ability to grasp and
manipulate objects before transportation was tested. For this
evaluation, a potted plant was positioned at a set distance
from the takeoff point. After takeoff, the MAV approached
the plant in a controlled manner. When positioned near the
target leaf, the beak mechanism was opened. The MAV then
moved closer for precise positioning, allowing the beaks to
close and secure the leaf. Once grasped, the MAV tested the
grip strength by pulling in different directions. The flight ex-
periment is shown in Figure 13.

The approach maneuver execution resulted in successful
leaf acquisition. Multi-directional loading tests demonstrated
stable grip integrity, with maintained hold observed under
maximum thrust conditions. These results validate system
capabilities for manipulation tasks requiring sustained force
application.

3.2.3 Grasping and Sample Collection Task

The complete sample collection sequence consisted of ap-
proach, grasp, detach, and transport operations. The exper-
imental methodology followed procedures outlined in Sec-
tion 3.2.2, targeting branch sample retrieval and return to the
initial position. Double-sided tape secured the test specimen
to an existing branch. Figure 14 documents the complete
flight sequence.

The experiment demonstrated successful sample retrieval
and landing operations. The demonstrated collection capa-
bilities, while successful in controlled conditions, indicate
the necessity for an integrated cutting mechanism in practi-
cal field applications for direct vegetation sampling.

3.2.4 Pecking Task

The final experimental phase evaluated forward force applica-
tion capabilities through pecking motions. The test setup em-
ployed a suspended banana as the target object. Experimental
procedures consisted of target approach followed by pecking
motion execution. Results demonstrated flexible neck effec-
tiveness in impact force absorption and primary structure pro-
tection.

The impact force proved sufficient for target displace-
ment, while the neck’s compliance characteristics enabled
stable flight maintenance throughout the impact sequence.

4 CONCLUSION

A bio-inspired aerial manipulation system based on
avian Cranial Kinesis principles is introduced in this study.
The proposed single-degree-of-freedom design replicates key
skeletal movements of bird skulls, achieving substantial beak
articulation and grip force while maintaining minimal mass.
Through static force analysis and dynamic flight trials, suc-
cessful execution of diverse manipulation tasks was demon-
strated, including object transport, grip-and-pull operations,
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Figure 14: Grasping and Sample Collection task

Figure 15: Pecking task

and pecking maneuvers. Future development directions in-
clude design optimization, integration of cutting functional-
ity within the current kinematic framework, and implemen-
tation of advanced control architectures for enhanced opera-
tional capabilities.
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ABSTRACT

Measuring air quality is a burning challenge,
and an increasing number of drones are now
equipped with pollution sensors to detect air-
borne pollutants. This paper presents a trajec-
tory tracking strategy that allows the drone to
fly along the edge of the plume, preventing it
from entering the plume where heat and gas con-
centrations are high. Algorithms developed in
Python were tested in simulation with virtual
plumes based on emulated GPS data, then val-
idated experimentally in the field and during a
real fire using an onboard particle sensor embed-
ded on a quadcopter.

1 INTRODUCTION

One of the most significant industrial fires in France in
recent years remains that of the Lubrizol and Normandie Lo-
gistique sites, which occurred on September 26, 2019, near
Rouen. This large-scale disaster ignited a hydrocarbon pool
covering more than 20,000 m2, releasing a massive plume of
black smoke over the city. More recently, on April 9, 2025,
a battery recycling plant exploded in Kilwinning, Scotland.
In the face of such events, understanding the composition of
these plumes becomes a crucial issue: it is not only a mat-
ter of improving risk management, but also of informing and
protecting populations.

When a fire breaks out, large quantities of fine particles
(PM ) and polluting gases – such as nitrogen dioxide (NO2),
sulphur dioxide (SO2) and carbon dioxide (CO2) – are re-
leased into the atmosphere [1]. Depending on the fire’s origin,
other gases like hydrogen fluoride (HF ), hydrogen chloride
(HCl), and similar compounds may also be emitted, partic-
ularly in the case of industrial fires. Exposure to these sub-
stances can have deleterious effects on the health of local pop-
ulations, depending on the duration and concentration of ex-
posure. Faced with these risks, the emergency services must
rapidly assess the situation to establish a safety perimeter and,
if necessary, organize the evacuation of areas at risk.

*Email address: sacha.desousa@hotmail.fr
†Both authors contributed equally to the conception and writing of the

article.
‡Email address: maya.pivert@insa-strasbourg.fr
§Email address: renaud.kiefer@insa-strasbourg.fr

In such contexts, drones have been extensively deployed
to monitor smoke plumes and the dispersion of pollutants.
The analysis of fire-related smoke, however, raises two major
challenges: should the measurements be conducted indoors,
as in the case of an apartment fire, or outdoors? In the former
case, the drone must operate directly within the smoke and
therefore requires an architecture capable of withstanding ex-
treme temperatures. The FireDrone project [2] addressed this
issue by introducing a thermally resistant UAV, equipped with
insulating materials and a biologically inspired phase-change
cooling system, enabling safe operation under harsh condi-
tions.

For outdoor smoke analysis, such as in wildfires or large-
scale industrial accidents, plumes can be transported over sev-
eral kilometers. To tackle these challenges, numerous re-
search initiatives—supported in France in particular by the
French National Research Agency (ANR) [3, 4]—have fo-
cused on developing innovative approaches for measuring
and mapping air pollution using fleets of drones. [5] proposed
a ConvLSTM-based model coupled with data assimilation to
map smoke dynamics in real time, with adaptive recalculation
of drone fleet trajectories. Similarly, [6] developed a coopera-
tive reinforcement learning approach to optimize multi-drone
coordination and produce reliable plume maps.

In this article, we focus on large-scale industrial fires, for
which the development of effective plume-mapping strategies
is essential. In the literature, two main classes of strategies for
mapping pollutant clouds can be identified: those in which
the drone penetrates the cloud, and those in which it navigates
along its boundary.

The first family consists of flying the drone inside the
cloud to collect measurements at the heart of the plume. For
example, [7] proposes strategies such as the rosette trajectory,
which involves 2D exploration by several internal passes, and
the oblique cone spiral, characterized by a helical movement
within the cloud. Other works, such as [8], use swarms of
drones to detect, explore, and map the boundaries of the cloud
using coordinated dispersion.

However, in the specific case of fire plumes, the high heat
and high concentrations of pollutants make it risky to fly di-
rectly through the cloud, both for the drone and its sensors,
that risk being saturated or damaged. Rather than using re-
inforced UAVs and sensors [2], a parsimonious approach is
favored by limiting flight to the periphery of the plume.

We are interested in the second family of cartography
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strategies, in which the drone evolves only on the border
of the cloud. In [7] notably, two approaches are distin-
guished: the “Trinity” strategy, which consists of loop tra-
jectories around the periphery of the cloud ; and the “Lace”
strategy, where the drone follows arcs along the border of the
cloud (see Figure 2) similar to the methods presented in [8, 9].
The adopted strategy is derived from the latter.

More specifically, this study presents the development
of an autonomous system built around a quadcopter drone
equipped with a particle sensor, designed for real-time map-
ping of smoke plumes and for monitoring pollutants along
the plume boundary. Following the description of the drone
prototype and its onboard detection system (Section 2), the
article examines the proposed flight control strategy (Section
3), details the experimental campaigns (Section 4), and dis-
cusses the results obtained (Section 5).

2 ARCHITECTURE

2.1 Drone Prototype

The prototype used in this study is a quadcopter based on
the X500 kit from Holybro. The carbon fiber frame adopts an
X configuration. It measures 50 cm in diameter and has an
empty weight of 978 g. The kit includes all the components
necessary for assembly: a Pixhawk 4 autopilot, four brush-
less motors, four electronic speed controllers (ESCs), a PM07
power distribution board, a GPS module, propellers, a radio
telemetry module, a FrSky XR8 receiver, as well as power
and communication cables. Manual control of the drone is
provided by a FrSky Taranis X7ACCESS remote controller,
which transmits instructions to the Pixhawk 4. To enable
autonomous missions, a Raspberry Pi 3B+ mini-computer is
also onboard. It communicates with the Pixhawk via a USB
connection and hosts the adaptive flight algorithms. Addi-
tionally, the Raspberry Pi receives sensor data through an SPI
connection with an Arduino Mega, which serves as an inter-
face for collecting environmental measurements.

2.2 Onboard Measurement System

The measurement module mounted on the drone inte-
grates the following components:

• An OPC-R2 20 particle sensor,
• A GSM communication module,
• A GPS module,
• A SD card reader,
• An Arduino Mega.

The OPC-R2 sensor, which operates based on light
diffraction principles, enables the detection and classification
of airborne particles. The data collected by the sensor are
processed by the Arduino Mega, and then transmitted to an
online database via a 2G connection provided by the GSM
module. In parallel, the measurements are geolocated using
the GPS module and stored locally on an SD card.

The collected data are also sent to the onboard Raspberry
Pi for further processing via an SPI connection. The entire
system is powered by a 4S 3700 mAh Tattu LiPo battery. An
overview diagram of the system is presented in Figure 1.

OPC-R2
Level
Shifter

Arduino Mega

GPS

Level
Shifter

GSMRaspberry Pi

Pixhawk
Drone’s

GPS

TelemetryRadio
receiverESCs

SD card

Figure 1: Architecture of the measurement system.

3 PLUME-EDGE TRACKING STRATEGY

3.1 Navigation Strategy: the ‘Lace’ Approach

As part of our application, the adopted navigation strategy
is inspired by the ‘Lace’ method described in the paper [7]
and illustrated in Figure 2. This strategy is based on a trajec-
tory pattern composed of successive circular or elliptical arcs,
alternating inside and outside the area to be mapped. When a
particle concentration threshold is exceeded, the drone initi-
ates a trajectory along the boundary of the cloud, alternating
between approach and bypass phases.

This strategy can be innovatively reimagined by redefin-
ing its core approach. For example, one novel adaptation in-
volves exclusively performing exterior trajectories, see Fig-
ure 3, thereby circumventing sensor saturation that would
otherwise result from the high particle concentrations found
at the core of the cloud. Similarly, the shape of the trajecto-
ries can be adapted: instead of following a perfect circle, an
ellipse or a polynomial curve can be used to better match the
actual shape of the cloud.

Figure 2: Lace adaptive flight pattern derived from [7].
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Figure 3: The ‘Petals’ strategy used in this work.

3.2 Strategy Process
The Lace strategy is divided into several steps:

1. Initial Approach: the drone flies in a straight line to-
ward the estimated position of the cloud.

2. Boundary Detection: as the drone enters the cloud (de-
fined by a particle concentration threshold), it stops its
forward movement.

3. Looped Trajectories: the drone then performs circular
or elliptical trajectories around the concentration zone
each time it detects the cloud boundary.

4. Mission Completion: Once the mission-ending con-
ditions are met (e.g., low battery), the drone au-
tonomously concludes the tracking of the cloud.

Simulations were conducted using the QGroundControl
software, which allows for aerial visualization of the drone’s
trajectory.

3.3 Algorithmic Architecture
The proposed control algorithm is represented by the

flowchart in Figure 4. The adapted ‘Lace’ strategy – after-
wards called ‘Petals’ – workflow is as follows:

• Takeoff preparation: switch to “STABILIZE” mode while
awaiting user instruction.

• Takeoff: Switch to “GUIDED” mode, arm the drone, and as-
cend to the target altitude.

• Navigation toward the cloud: fly toward the predefined GPS
coordinates corresponding to the suspected area.

• Position hold and trajectory calculation: In “LOITER” mode,
the drone holds its position and computes the GPS waypoints
forming the elliptical trajectory.

• Trajectory execution: move in straight lines between the GPS
waypoints of the ellipse.

• Boundary loss: if the cloud boundary is lost, adjust the el-
lipse parameters to relocate it. Loss of boundary is detected
when the drone has traveled through all the GPS points of
the current ellipse. At that point, its axes are multiplied by
1,3 for the next ellipse, and this process repeats as long as
the boundary remains undetected. As soon as the boundary
is found, the ellipse returns to its original size. Additionally,
with each iteration, the ellipse’s angle is shifted by 0,7 radi-
ans to improve the search for the cloud’s boundary.

• End of mission: once the mission-ending conditions are met,
the drone executes an exit procedure.

Start

Getting ready for take-off

C telepilot No

Yes

Take-off

Move to the cloud’s GPS point

C PM No

Yes

”LOITER” mode and trajectory
calculation

Elliptical trajectory

C end

No

C lost

C PM

No

No

Yes

End of cloud boundary tracking
procedure

End

Lost drone: parameter
adjustments

Yes

Yes

Figure 4: Flowchart of the adaptive flight pattern algorithm
(Processes are shown as orange rectangles, and transition

conditions as yellow diamonds).

The transition conditions between each of these steps are
as follows:

• C pilot: the drone takes off once the user activates “AUTO”
mode.

• C PM: when the particle concentration (PM1 or PM2.5) ex-
ceeds 70 µg/m3, the drone considers that it has entered the
cloud.

• C end: if the battery level becomes critical, the mission is
interrupted to ensure the drone’s safety.

• C lost: this condition is triggered if the drone completes
an elliptical trajectory without detecting any variation in the
C PM condition, indicating a loss of the cloud boundary.

NOVEMBER 3-7, 2025, SAN ANDRÉS CHOLULA, PUEBLA, MEXICO 158
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4 EXPERIMENTS AND RESULTS WITH THE PARTICLE
SENSOR

4.1 Simulations and Experiments on an Emulated Sensor
In order to validate the flight strategy, initial tests were

conducted using a simulated sensor. This device emulates
the concentration measurements of the artificial cloud based
on the drone’s GPS position. The main objective of this first
flight test campaign was to evaluate the “Petals” flight strat-
egy without using the actual particle sensor, by following the
planned trajectory along the boundary of a cloud artificially

(a) GPS position: comparison of the theoretical trajectory of the drone ob-
tained through simulation (in purple) with the trajectory measured during the
flight test (in black).

(b) 2D trajectory of the drone around the cloud generated during the mission.

Figure 5: Flight carried out during the mission at the model
aircraft field in Brumath, Alsace, France.

generated by the Raspberry Pi. This approach aimed to iden-
tify any weaknesses in the strategy and suggest areas for im-
provement before deploying it with an operational particle
sensor. During the mission, the drone followed the trajectory
shown in Figure 5 at the model aircraft field, under favorable
weather conditions (sunny weather and no wind). A good
fit between the two curves can be observed when comparing
the simulated and experimental trajectories (Figure 5a). This
closeness indicates that the simulation results accurately re-
flect the drone’s actual behavior during real-world testing.

This test made it possible to validate, through field experi-
ments, the proper functioning of the adaptive flight scheme by
demonstrating its ability to accurately reproduce the expected
trajectory as simulated. The main issues identified and re-

solved during this phase concerned sudden altitude variations
as well as an irregular drone trajectory, particularly during
elliptical paths. In conclusion, these experimental tests con-
firmed the effectiveness and robustness of the ‘Petals’ adap-
tive flight algorithm, developed in Python. The autonomous
strategy for tracking pollutants at the edge of a smoke plume
was thus validated in a real environment using a simulated
sensor. The next step involved testing this approach on a real
smoke plume, using a drone prototype equipped with an on-
board particle sensor.

(a) Smoke cloud produced by the smoke bomb.

(b) Trajectory during a smoke bomb test.

Figure 6: Experimental test on smoke bombs in a field.

4.2 Experimental Results on a Smoke Bomb

Before performing a test on an actual fire, an initial way to
ensure that the adaptive flight strategy works with the particle
sensor is to first test it on smoke puffs generated by a smoke
bomb. The smoke bomb generated a small cloud (Figure 6a)
lasting only about 2 minutes. This is too short to fully map
and follow the boundary, but sufficient to verify the correct
triggering of the program’s different processes.
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The threshold set for the smoke plume boundary is 70
µg/m3 for PM1 and PM2.5. PM1 and PM2 are particulate
matter sizes, with PM1 being particles smaller than 1 mi-
crometer and PM2.5 being particles smaller than 2.5 microm-
eters. This choice was made from experiments conducted
using smoke from a barbecue and a smoke bomb. The tra-
jectory followed by the drone during the test with a smoke
bomb is shown in Figure 6b. During this experimental test,
the weather was sunny with a northwest wind at 10 km/h and
occasional gusts. This test with a smoke bomb confirmed
that the program was functioning correctly, enabling subse-
quent testing on the smoke plume from a controlled fire cham-
ber. Indeed, the drone stops and switches to “LOITER” mode
when the threshold is exceeded, then performs elliptical tra-
jectories along the edge of the smoke puffs.

4.3 Experimental Results on a Fire Training Container
The final experimental test was in sunny weather with a

East/Northeast wind. The objective of this test was to evalu-
ate the adaptive flight pattern over a smoke plume originating
from a fire training container. For this purpose, a member
of The Bas-Rhin Fire and Rescue Service (SIS67) ignited a
fire using wooden pallets inside a container, as shown in Fig-
ure 7a. A GPS point at the center of the plume was defined,
and the input parameters for the algorithm were as follows:

• An ellipse radius of 5 meters: a major axis of 6 m (1.2 × 5 m)
and a minor axis of 4 m (0.8 × 5 m)

• A flight altitude of 10 meters
• 35 GPS waypoints generated for each ellipse
• An angle between successive ellipses of 85 ◦C
• A maximum flight speed of 1.4 m/s during the elliptical path
• A GPS point distance factor of 2 during the elliptical trajec-

tory
• Ellipse orientation set at 45 ◦C, given the wind from the

East/Northeast
• PM1 and PM2.5 entries threshold into the plume: 70 µg/m3

• PM1 and PM2.5 exits threshold from the plume: 70 µg/m3

In Figure 7b, the drone’s flight path over the fire training
container area is shown. Figure 7c shows the drone’s trajec-
tory re-plotted in MATLAB, both in a 3D perspective. The
drone initiates its strategy approximately 25 meters from the
fire source.

5 ANALYSIS OF THE RESULTS

Several test campaigns were conducted using the OPC-R2
particle sensor to monitor real smoke plumes, with continu-
ous readings of PM concentrations. Preliminary trials with
smoke bombs were instrumental in calibrating the detection
threshold and resolving issues related to particle concentra-
tion readings. As detailed in Section 4.2, these tests led to
a functional integration of the sensor with the adaptive flight
algorithm: the drone successfully followed an adaptive flight
pattern around the smoke generated by the bombs. However,
smoke bombs present certain limitations – their plumes are
low, not very dense, and short-lived (less than two minutes).
These constraints make it difficult to fully evaluate the flight
strategy in such conditions.

(a) Smoke plume from the fire training container.

(b) GPS drone trajectory during the fire training container test (the drone tra-
jectory is marked in yellow, the green arrow indicates wind direction, and the
red cross marks the fire source).

(c) 3D trajectory flown by the drone around the smoke plume.

Figure 7: Experimental test on a fire training container in the
industrial zone of Drulingen, Alsace, France.

To overcome these limitations, a final test on a real fire-
generated smoke plume was carried out, as described in Sec-
tion 4.3. The results were promising: the drone correctly
identified and tracked the edge of the plume using the adap-
tive trajectory. Nonetheless, the flight was brief, as the drone
had to be retrieved early due to collision risks.

One challenge encountered was the drone’s ability to lo-
cate the plume at the start of the mission. The predefined
GPS point, intended to lie within the plume, was sometimes
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outside the actual smoke zone due to inaccurate positioning,
overly strict PM detection thresholds, or suboptimal flight al-
titude. These three parameters – initial GPS point, PM thresh-
old, and flight altitude – require fine-tuning to ensure proper
activation of the adaptive strategy. Future trials are needed
in safer environments with fewer obstacles, along with better
control over parameter settings. Overall, these tests confirm
the functionality of the adaptive flight algorithm for mapping
and tracking pollutants along smoke plume boundaries.

6 CONCLUSION

This work develops and evaluates an autonomous drone
system for tracking airborne pollutants along smoke plume
edges. A trajectory-following strategy, based on adaptive
path planning, was developed, simulated, and experimentally
validated through a series of tests using both smoke bombs
and a controlled fire training container. A total of 27 test
flights were conducted over 9 days, amounting to 1 hour and
5 minutes of total flight time with the prototype. The result
is a first operational prototype of an autonomous quadcopter
equipped with a functional OPC-R2 particle sensor. The
drone is capable of detecting variations in PM1 and PM2.5
concentrations and autonomously adapting its trajectory to
follow the boundaries of a smoke plume.

However, this prototype remains an initial proof of con-
cept, and multiple avenues for improvement are identified for
future development. Algorithmically, enhancements could
include replacing elliptical trajectories with polynomial path
generation for better adherence to irregular plume shapes,
implementing more robust boundary-loss recovery strategies,
and enabling 3D mapping of the smoke plume. The imple-
mentation of performance criteria for flight paths is also part
of the ongoing work.

To date, testing has been limited to small-scale con-
ditions, covering distances of approximately 100 meters,
whereas the ultimate objective is to map large-scale smoke
plumes extending over several kilometers. To achieve this
goal, flight endurance will need to be improved through
higher-capacity UAV platforms and more robust, integrated
electronic architecture. Our team is currently developing a
VTOL-type drone designed to enable longer flight durations,
thereby improving flight performance while reducing battery
consumption. Future sensor integration could also involve
the addition of gas sensors, humidity sensors, and tempera-
ture probes to enrich the environmental data collected. The
long-term goal is to develop a deployable system that could
assist firefighting units in real-time plume tracking and pollu-
tant monitoring during active fire events.
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ABSTRACT

The following study investigates dielectric bar-
rier discharge (DBD) plasma actuator enhance-
ment for fixed wing micro air vehicles (MAVs)
to mitigate airflow separation and increase the
stall angle. Airflow separation optimization al-
lows for controlled flight at low Reynolds num-
bers for low speeds and high altitudes. The fol-
lowing work implements simulations in compu-
tational flow dynamics (CFD) software, includ-
ing Simscale and Openfoam, to determine the
location along the chord length of a NACA0012
airfoil where flow separation occurs for various
angles of attack. The resulting data determines
that the optimal location for the DBD plasma ac-
tuators is with their frontmost edges coincident
with the airfoil’s leading edge. Transient simula-
tions in OpenFOAM with and without a plasma
actuator validate the effectiveness of the actua-
tor location with comparison to non-actuated val-
ues from previous studies. The actuator mod-
els are developed using momentum sources and
Python code was used to graph the data and de-
termine average coefficient and momentum val-
ues. Comparisons between the resulting coeffi-
cients and those in previous studies determine
that at a Reynolds number of 53,000 the actu-
ators consistently increase the lift and decrease
the drag coefficients when placed at the leading
edge of the airfoil.

1 INTRODUCTION

Flow separation occurs when the boundary layer of air on
a wing surface detaches from the wing, causing an increase in
parasitic drag and a decrease in lift. Separation often occurs
when the wing is subject to adverse pressure gradients or high
angles of attack, and in extreme cases can result in a transition
from laminar to turbulent flow, leading to aircraft stall. After
flow separation occurs, the boundary layer can reattach to the
wing further down the chord length, resulting in a separa-
tion bubble, in which backflow can occur [1] . Laminar flow,
which occurs at low Reynolds numbers (Re), is more prone
to flow separation than turbulent flow. As demonstrated by
Equation 1, low Re flow can occur due to low air density (ρ),
low airspeed (v), low chord length (L), or high viscosity (µ).

At extremely low Re, the boundary layer may not reattach
after separating, further increasing flight difficulties [2].

Re =
ρvL

µ
(1)

Due to the disadvantages of low Re flow, low speed and
high density-altitude flight is often impractical. These limi-
tations are especially prominent in MAVs due to short chord
lengths [3] . This narrows the range of altitudes and speeds at
which most aircraft can achieve flight, limiting their effective-
ness in applications such as flight at the high density-altitudes
of Earth’s stratosphere, on Mars [3], or low speed flight re-
quired in urban environments, such as in urban military com-
bat or search and rescue scenarios [4]. Another limited appli-
cation is the flight of aircraft used to combat wildfires, due to
high density-altitudes caused by the extreme heat.

Flow separation can be mitigated using flat-plate airfoils,
as their performance generally does not vary with Re [2] ,
or riblets, due to their ability to suppress laminar separation
bubbles [5]. However, such methods have notable downsides.
Flat-plate airfoils are widely outperformed by thicker airfoils
in most applications and thus lack versatility, as they are only
useful in low Re settings [2]. Riblets primarily work to re-
duce skin-friction drag and thus are not effective on objects
with drag forces dominated by pressure drag [6].

An emerging, effective way to mitigate flow separation is
the implementation of DBD plasma actuators. They present
similar benefits to flat-plate airfoils or riblets, without com-
promising other aspects of the aircraft’s performance. How-
ever, actuators introduce other complexities including high-
power consumption [7]. As shown in Figure 1, plasma actua-
tors generate a plasma discharge on a wing surface, inducing
a body force on the surrounding air. This causes the bound-
ary layer air to accelerate, helping to maintain its attachment
to the wing surface, thus delaying or preventing flow separa-
tion. As a result, plasma actuators can suppress flow separa-
tion, enhance the lift-drag ratio, and increase the maximum
stall angle of a wing [8]. DBD plasma actuators offer several
advantages over other types, such as plasma jets, including
the absence of moving parts, simplicity, and control at high
frequencies [9]. Successful implementation of DBD plasma
actuators could mitigate the limitations of flight in laminar
flow conditions and broaden the uses of fixed-wing aircraft.

For the purposes of this investigation, a NACA0012 air-
foil was selected as a base for simulating the non-actuated
and actuated flow around the wing due to its abundant use
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Figure 1: Schematic of a DBD plasma actuator [10].

in previous studies. Known for its well-documented stall be-
haviour and simple geometry, the NACA0012 airfoil is com-
monly used in aircraft and aerodynamic surface applications
[11].

2 MATERIALS AND METHODS

To determine if a plasma actuator can cause delay in flow
separation and increase the maximum lift coefficient, base-
line stall angles without actuator influence are required for
comparison. Stall angles are specific to airfoil geometry and
Re, therefore pre-existing studies on NACA0012 airfoils with
Re near the general range of MAVs (near 10,000 to 100,000)
were investigated. Through experimentation and simulations,
a study determined the stall angles of the NACA0012 near
the desired Re of 53,000 [12]. Thus, this Re was selected
for baseline simulations to record values for comparison to
validate simulation parameters.

The range of simulated angles of attack, spanning from 4◦

to 16◦, correspond with those used in similar studies to deter-
mine if the implementation of actuators increased stall angle.
The continual increase of the time-averaged lift coefficients
past 10◦ - 11◦ would indicate that the plasma actuator effec-
tively delayed flow separation, resulting in increased maxi-
mum lift [12]. Simulations are performed at a Re of 53,000,
and at increments of 0.5◦ determined to capture delayed flow
separation without running redundant simulations.

The simulations aim to determine the optimal location of
DBD plasma actuators on the wing by determining the loca-
tions of flow separation, thereby optimizing their effective-
ness in preventing it. Simulations following this determina-
tion ran with the actuator placed at the identified location to
evaluate its effectiveness.

Simscale was used with the goal of determining the angles
of attack at which flow separation occured on the NACA0012,
and the location along the chord length where there is bound-
ary layer detachment. These simulations were also used to
test appropriate airflow conditions, models, and meshes in the
initial stages of the study, helping to inform their final itera-

tions. However, the simulations produced results dissimilar
to previous papers. The discrepancy is attributed to a lack of
refinement in the mesh used in SimScale due to the limited
resources available for this study. As a result, OpenFoam is
used for subsequent simulations, where no limit on computa-
tional resources of the software is present.

The PIMPLE solver in PISO mode in OpenFOAM is used
to perform a transient simulation with NACA0012 at a chord
length of 0.10m. An intensity of 0.15% is chosen to inves-
tigate laminar separation bubbles and to compare with pre-
viou sstudies. At the designated Re, density of 1.0kg/m3

and kinematic viscosity of 1.50e − 05m2/s, the angle of at-
tack was varied by adjusting the x and y components of the
free-stream velocity. A RAS simulation type with turbulence
model kw − sst is used.

The k − ω SST model was employed in this study due
to its suitability for low Re flows, combining the accuracy of
k − w modeling for near wall turbulence with the freestream
stability of the k-e model for reduced sensitivity [13]. Three
meshes are created and a grid convergence test is conducted.
The chosen mesh averages y+ < 3 near the wall to ensure
the viscous sub-layer is fully resolved.

Parameter Mesh 1 Mesh 2 Mesh 3
Points 267408 309714 350816
Cells 132736 153750 174230
Max. Aspect Ratio 219.858 255.273 349.385
Max Non-Orthogonality 49.576 49.7978 50.8037
Max Skewness 0.719315 0.725961 0.674703
Average Lift Coefficient 0.796177 0.804454 0.812118
Average Drag Coefficient 0.078603 0.076696 0.066839

Table 1: Table detailing the parameters of the three con-
structed meshes.

The lift and drag coefficients of Mesh 1 and 2 shown in
Table 1 has a difference of 1.03% and 2.43% respectively,
whereas Mesh 2 and 3 have a difference of 0.95% and 12.85%
for lift and drag coefficient respectively. The difference be-
tween Mesh 2 and 3 compared to Mesh 1 and 2 is attributed
to the difference in max aspect ratio, max skewness, and max
non-orthogonality. Due to the grid convergence results, Mesh
2 shown in Figure 2 was chosen to conduct the study.

Figure 2: Mesh 2 in Ansys Meshing, with scale.
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The area around the airfoil shown in Figure 3 was fur-
ther refined, however additional refinements of the mesh were
not performed due to computational limitations caused by in-
creasing file sizes and simulation run time from increasing
vertical cell count.

Figure 3: Mesh 2 near airfoil in Ansys Meshing.

The inlet for the boundary conditions has a fixed value
condition while the topAndBottom and outlet uses inletOut-
let. A no slip condition is applied to the airfoil. A two-second
simulation without actuators at a maximum Courant number
of one was conducted to validate boundary conditions. To
implement the actuators, in the Navier-Stokes Equation 2, the
momentum is applied as a body force F with dimensions in
m/s2.

∂ū

∂t
+ ū · ∇ū = −1

ρ
∇P + ν∇2ū+ F (2)

Where ū is the velocity vector in m/s, ρ is the density in
kg/m3, P is the pressure in Pa, ν is the kinematic viscosity
in m2/s, and F is the body force per unit mass in m/s2.

To simulate the actuator, a rotatedBoxToCell cellset is
created in topoSetDict to represent the plasma region on the
airfoil and is positioned as discussed in Section 3. As demon-
strated in the numerical study by Bernal Orozco et al. [13],
using the Kloker model, the plasma region reaches up to
0.003m from the wall. Additionally, the force only extends
significantly downstream the length of the embedded elec-
trode. The region therefore has a length of 20mm and a
height of 3mm [14]. The fvOptions utility is used to im-
plement the plasma as a momentum source. The maximum
body force is 416N/m3 as found by Hofkens [15] for a power
source of 8kV and a frequency of 2kHz. Maden et al [16]
determined that the plasma distribution could be modeled as
function of x and y coordinates. The model is calibrated to
Hofkens’ value [15] and integrated over the region to obtain
the average force. The resulting integrated force density is
determined to be 304.9N/m3.

The unsteadiness of the body force is then modeled using
equation 3 [13].

f(x, y, t) = f(x, y) sin2(2πft) (3)

Using the vectorSemiImplicitSource option, a table with
the time and its respective body force value is created for the

duration of the simulation. The file is then read in the fvOp-
tions and simulations are conducted with the actuators on and
off.

All simulations write a .dat file containing the force co-
efficients and moments (lift, drag, pitching moment etc.). To
simplify the processing of this data, a python script is written
to output specific columns selected by the user in a csv file
when a .dat file created by the simulation is given.

The meshes required for the study were created using An-
sys meshing and exported as fluent .msh files where they were
translated by OpenFOAM using the fluentMeshToFoam tool.
All dimensions of the mesh were based on a single standard
element size with all specific element sizes being a factor of
the standard size. In the grid convergence, further refined
meshes were made by reducing the standard element size to
increase the total number of cells/elements by 10-15% per it-
eration.

To focus the refinement of the mesh around the airfoil a
smooth transition bias is used with the growth rate along the
height of the mesh being set to 1.04. This number is chosen
as it is needed to keep the cells surrounding the airfoil edge in
the wall function while optimizing the use of computational
resources. The growth rate along the edge of the mesh behind
the airfoil is set to 1.0175 to create a smooth gradient between
the regions above and below the airfoil and the region behind
the airfoil. The vertical bias used causes the cell aspect ra-
tio to significantly increase for cells further vertically from
the airfoil edge. However, due to limits in computational re-
sources, further refinement of areas far from the airfoil edge
vertically is not performed.

To improve simulations organization, a program is written
using python that keeps track of simulation progress while
redirecting the terminal output of the simulation into a file.
The program reads the end time of the simulation from the
controlDict file and converts it to a percentage displayed to
the user along with an estimated completion time.

An assumption embedded into the OpenFOAM simula-
tions is that the airfoil is perfectly smooth. This assumption
differs from both experimental wind tunnel conditions and lit-
erature simulation values that employed the software XFoil.
XFoil assumes low turbulence and relatively smooth surfaces
[12]. In addition, the chord length in the Jardin et al. exper-
iment is 0.15m whereas the following study is 0.10m. Both
factors are unlikely to have a significant impact on the results
due to minimal differences, validated by the baseline lift co-
efficient values similarity to those in current studies.

To determine the location of flow separation at each simu-
lated angle of attack, a Python script is written to process the
results. The location of the separation point, identified by its
distance along the chord of the airfoil from the leading edge,
is approximated by searching for the point closest to the air-
foil’s leading edge with negative x-airflow velocity. The neg-
ative x-velocity signifies the presence of backflow, indicating
appreciable separation of the boundary layer at that location.
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This method did not determine exact separation points, but
rather slightly further points where the boundary layer had
fully separated, yielding an approximation of the true loca-
tion.

The script can only process a single timestep of each sim-
ulation at a time, therefore the separation point for a given
angle of attack is obtained from a single iteration of its simu-
lation. Thus, the last iteration of each simulation is processed
for this purpose. A visual analysis of several simulations indi-
cates that this method is unlikely to produce significant error
in the location of the separation points, as the leading side
of the separation bubbles do not make significant position
changes between timesteps.

3 TESTS AND RESULTS

Figure 4 displays the position of flow separation, as de-
fined in Section 2, as a function of angle of attack for the
actuated and non-actuated airfoil. The results are consistent
with the established understanding that as the angle of attack
increases, the flow separation point approaches the leading
edge. The flow separation points for angles of attack greater
than 4◦, for the non-actuated airfoil, are within 20mm of the
airfoil’s leading edge. Since the length of the actuator used
is 20mm, and DBD plasma actuators are most effective when
positioned just before the separation point [17] , it is con-
cluded that the optimal position of the actuator is with its front
edge at the leading edge of the airfoil.

Figure 4: Graph of simulated position of flow separation vs
angle of attack for actuated and non-actuated NACA0012 air-
foil.

As shown in Figure 4, the majority of the positions of flow
separation from the actuated simulations are at the same loca-
tion as their corresponding non-actuated simulation, though
some positions were further from the leading edge when ac-
tuated, such as 5◦ as shown in Figure 5. There are two excep-
tions, those being 9.5◦ and 10◦ which have flow separation

closer to the leading edge when actuated. These exceptions
are attributed to errors within the simulations, which may be
amplified by the mesh refinement selected and discussed in
Section 2.

Figure 5: Airfoil at 5◦ angle of attack showing flow separa-
tion. Actuators delayed flow separation from 1.91 cm (a) to
2.33 cm (b).

Simulations with and without the actuator are conducted
to validate its effectiveness at this position. Figure 6 com-
pares the actuated and non-actuated lift values from these
simulations to the non-actuated values found by Jardin et al
[12].

The results demonstrate the actuator’s effectiveness at in-
creasing lift when placed at this location, as all simulated an-
gles, with the exceptions of 9◦ and 15◦, yielded higher time
- averaged lift coefficients when actuated. These exceptions
are attributed to errors within the simulations.

Values from the Jardin study display that the stall angle
for Re = 53, 000 is approximately 10◦. However, although
the simulated data initially follows a similar trend, it does
not display a stall angle within the experimental range. All
results after 10◦ should therefore be interpreted cautiously.
This overprediction can be attributed to a variety of reasons
which Tank et Al [18] explored in depth. Notably, laminar
separation and reattachment, unique to low Re, is difficult to
capture. Other research including Alleto’s dynamic stall anal-
ysis [19] suggest that the Langtry-Menter kw − sst model,
also known as the γ −Reθ model, is more suitable for turbu-
lence transition modeling. This should be explored in future
works.

The lack of stall could also be attributed to the methodol-
ogy. This study utilized time-averaged lift coefficients, which
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Figure 6: Graph of simulated lift coefficient vs angle of attack
for non-actuated and actuated NACA0012 airfoil with com-
parison to Jardin literature values without actuators.

may not have fully captured transient stall conditions. At
higher angles of attack around the anticipated stall angle of
10◦, the lift coefficient exhibited increased fluctuations com-
pared to lower angles. These fluctuations increase until 16◦.
Figure 7 shows the amplitude of these fluctuations at 5◦, 8.5◦,
and 10◦ significantly increasing with angle of attack, indica-
tive of stall behavior.

Figure 7: Lift coefficient from 1.5−2.0s for 5◦, 8.5◦, and 10◦

angle of attack with no actuators showing increasing fluctua-
tions indicative of flow instability.

The sudden decrease in lift coefficient is attributed to lam-
inar separation bubbles bursting [20], as shown in Figure 8.
Despite these pronounced oscillations, the time-averaged lift
coefficient continues to show an overall increasing trend.

Additionally, the y+ is greater than one due to limited
computational resources. To ensure accuracy while fully re-
solving the viscous sub – layer, future works should further
refine the mesh near the wall to y+ < 1 .

Figure 9 displays the simulated coefficient of drag vs. an-

Figure 8: Laminar separation bubbles at 10◦ angle of attack
with no actuator.

gle of attack for the actuated and non-actuated simulations.
The plot confirms the actuator’s effectiveness at decreasing
drag when placed at the airfoil’s leading edge, as all sim-
ulated angles, with the exceptions of 11◦ and 13◦, yielded
lower drag coefficients when actuated. These exceptions are
attributed to errors within the simulations.

Figure 9: Graph of simulated drag coefficient vs angle of at-
tack for non-actuated and actuated NACA0012 airfoil.

4 CONCLUSION

This study set out to find the optimal positions for DBD
plasma actuators to mitigate flow separation and increase the
stall angle for flight at low Re. This technology has appli-
cations in improving flight performance in MAVs through
expanding the range of conditions these vehicles can be ex-
pected to operate in.

The locations of flow separation for angles of attack past
5◦ are within the actuator length of 20mm. Thus, the opti-
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mal location of the actuator is directly at the leading edge of
the airfoil. This location is validated by simulations with the
actuator at this position. Most actuated simulations did not
demonstrate an ability of the actuator to delay flow separa-
tion to further along the chord length. However, the actuated
simulations display a trend of yielding higher lift and lower
drag coefficients than the corresponding non-actuated simu-
lations, demonstrating the effectiveness of the actuator at this
location.

This study was not able to investigate the actuator’s abil-
ity to increase the stall angle. Neither the actuated nor non-
actuated simulations demonstrated a stall angle within the ex-
perimental range, which did not agree with data from previ-
ous studies used for comparison due the turbulence model
used and the near-wall mesh refinement. Thus, the stall angle
delay should be further explored in future studies.

Fabrication of a DBD plasma actuator for future inves-
tigation would include a thin electrode, possibly made of or
containing graphene derivatives or electroplated silver. This
would be placed on a dielectric material comprised of Kapton
due to its low cost, flexibility, and high dielectric strength of
275.6 V/µm at a thickness of 25.4 µm [21].

The actuator should implement a separate battery power
source, as it is not ideal to interfere with the main MAV
power. It can be built by using a MOSFET with a tailored
threshold to control the frequency (2kHz), a transformer that
can step up battery voltage into the ideal 8kV amplitude, a
system (i.e. optocoupler) that can isolate the high voltage
from the low, and resistors to ensure one meets the required
voltage.
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